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Control Flow Integrity:  Version 1
Even if an attacker…

…can overrun a buffer on the stack,

…and alter the return address,

we want to prevent the attacker from successfully hijacking control flow.



Stack Canaries
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Non-Executable Memory
x86 has supported non-writable (read-only) memory since 1982 (80286)

AMD added support for non-executable memory in 2003; Intel in 2005.

Many different names:
◦ AMD:  “NX” for “No eXecute”

◦ Intel:  “XD” for “eXecute Disable”

◦ ARM:  “XN” for “eXecute Never”

◦ Microsoft:  “DEP” for “Data Execution Prevention”



Non-Executable Memory
x86 has supported non-writable (read-only) memory since 1982 (80286)

AMD added support for non-executable memory in 2003; Intel in 2005.

Many different names:
◦ AMD:  “NX” for “No eXecute”

◦ Intel:  “XD” for “eXecute Disable”

◦ ARM:  “XN” for “eXecute Never”

◦ Microsoft:  “DEP” for “Data Execution Prevention”



Non-Executable Memory
x86 has supported non-writable (read-only) memory since 1982 (80286)

AMD added support for non-executable memory in 2003; Intel in 2005.

Many different names:
◦ AMD:  “NX” for “No eXecute”

◦ Intel:  “XD” for “eXecute Disable”

◦ ARM:  “XN” for “eXecute Never”

◦ Microsoft:  “DEP” for “Data Execution Prevention”



Non-Executable Memory
x86 has supported non-writable (read-only) memory since 1982 (80286)

AMD added support for non-executable memory in 2003; Intel in 2005.

Many different names:
◦ AMD:  “NX” for “No eXecute”

◦ Intel:  “XD” for “eXecute Disable”

◦ ARM:  “XN” for “eXecute Never”

◦ Microsoft:  “DEP” for “Data Execution Prevention”



Attacks Become More 
Sophisticated



int system(const char *string);
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Return Oriented Programming (ROP)
An attacker is not limited to returning to a function in our program

An attacker can ‘return’ to any instruction in our program

Attacker might look for this instruction sequence to enregister the ‘string’:

     pop rdi

     ret

These little fragments of code have been dubbed ‘gadgets’
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Control Flow Integrity:  Version 1
Even if an attacker…

…can overrun a buffer on the stack,

…and alter the return address,

we want to prevent the attacker from successfully hijacking control flow.



Many Kinds of Memory Safety Bugs
Worst Case:  Arbitrary Write Vulnerability

…allows attacker to write a value of their choosing

…at a location of memory of their choosing.

Or:  Arbitrary Read Vulnerability

…allows an attacker to read the value

…at a location of memory of their choosing.



Arbitrary Write Vulnerabilities
class MyClass

{

     std::vector<uint64_t> data;

public:

     void UpdateValue(size_t index, uint64_t value)

     {

         data[index] = value;

     }

};
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…can overrun a buffer on the stack exploit arbitrary read/write vulnerabilities,

…and alter the return address,

we want to prevent the attacker from successfully hijacking control flow.

Caveat:  The attacker cannot change memory protections.



Control Flow Integrity:  Version 12
Even if an attacker…

…can overrun a buffer on the stack exploit arbitrary read/write vulnerabilities,

…and alter the return address,

we want to prevent the attacker from successfully hijacking control flow.

Caveat:  The attacker cannot change memory protections.



Rethinking the Stack



A() local 
variables

A() return 
address

B() local 
variables

B() return 
address

C() local 
variables

C() return 
address

Thread Stack



Local Variables

A() local 
variables

A() return 
address

B() local 
variables

B() return 
address

C() local 
variables

C() return 
address

Return Addresses

Thread Stack



A() local 
variables

B() local 
variables

C() local 
variables

A() return 
address

B() return 
address

C() return 
address

Locals StackControl Flow Stack



A() local 
variables

B() local 
variables

C() local 
variables

A() return 
address

B() return 
address

C() return 
address

Locals StackControl Flow Stack



A() local 
variables

B() local 
variables

C() local 
variables

A() return 
address

B() return 
address

C() return 
address

Locals StackControl Flow Stack



Intel CET
Shadow Stacks



A() local 
variables

A() return 
address

B() local 
variables

B() return 
address

C() local 
variables

C() return 
address

Thread Stack

A() return 
address

B() return 
address

C() return 
address

Shadow Stack

CALL Instruction:
◦ Pushes return address onto both stacks

RET Instruction:
◦ Pops return instruction off both stacks

◦ If values are the same, return

◦ If values are different, raise an exception



A() local 
variables

A() return 
address

B() local 
variables

B() return 
address

C() local 
variables

C() return 
address

Thread Stack

A() return 
address

B() return 
address

C() return 
address

Shadow Stack

CALL Instruction:
◦ Pushes return address onto both stacks

RET Instruction:
◦ Pops return instruction off both stacks

◦ If values are the same, return

◦ If values are different, raise an exception



Intel CET Shadow Stacks
Hardware Support:  Introduced in 2020 by Intel (Tiger Lake) and AMD (Zen 3)

Software Support:  Microsoft Windows in 2020; Linux in 2023; glibc in 2024

Compatibility:  Generally, highly compatible, with some incompatible edge cases

Performance:
◦ Generally negligible runtime performance impact

◦ Low memory impact (additional shadow stack per thread)

Security:  Shadow Stacks are the gold standard for protecting return addresses



ARM
Pointer Authentication



Calls and Returns
x86 ARM

CALL
• Push return address onto stack
• Transfer control to call target

BL and BLR
• Put return address into link register
• Transfer control to call target

RET
• Pop return address off of stack
• Transfer control to return address

RET lr
• Transfer control to address in 

register lr
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Calls and Returns on ARM
void f();

int main()

{

    f();

  return 0;

}

main:

  str   x30, [sp, #-16]!

  bl   f

  mov   w0, wzr

  ldr   x30, [sp], #16

  ret     x30
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Calls and Returns on ARM
void f();

int main()

{

    f();

  return 0;

}

main:
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Return Address Protection with PAC
void f();

int main()

{

    f();

  return 0;

}

main:

    pacib   x30, sp

  str   x30, [sp, #-16]!

  bl   f()

  mov   w0, wzr

  ldr   x30, [sp], #16

    autib   x30, sp

  ret     x30
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Return Address Protection with PAC
void f();

int main()

{

    f();

  return 0;

}

main:

    pacibsp

  str   x30, [sp, #-16]!

  bl   f()

  mov   w0, wzr

  ldr   x30, [sp], #16

    autibsp

  ret     x30



Shadow Stacks vs. Pointer Authentication
Shadow Stacks:
◦ An attacker cannot successfully modify any return address in memory

Pointer Authentication:
◦ An attacker can modify a return address in memory

◦ They can overwrite it with any other return address

◦ …that has been written to that same location on the stack

◦ …and which the attacker has been able to exfiltrate.
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Part II:
The Other Half
of the Problem



Interprocedural Control Flow

f

g

h

call return

call return

Forward
Edges

Backward
Edges



Direct vs. Indirect Calls
// C or C++:

void g() { }

void f() { g(); }

// x86-64 Assembly:

call g

// C or C++:

void (*fp)();

void f() { fp();  }

// x86-64 Assembly:

call qword ptr [fp]



Direct vs. Indirect Calls
// C or C++:

void g() { }

void f() { g(); }

// x86-64 Assembly:

call g

// C or C++:

void (*fp)();

void f() { fp();  }

// x86-64 Assembly:

call qword ptr [fp]



Jump Oriented Programming
Like Return Oriented Programming (ROP)

…but instead of looking for gadgets ending in a RET instruction,

…look for gadgets ending in an indirect JMP or CALL instruction.



Control Flow Integrity
Even if an attacker…

…can exploit arbitrary read/write vulnerabilities,

…and read any byte from our address space,

…and modify any byte in our address space,

we want to prevent the attacker from successfully hijacking control flow.

Caveat:  The attacker cannot change memory protections.



Control Flow Integrity
Even if an attacker…

…can exploit arbitrary read/write vulnerabilities,

…and read any byte from our address space,

…and modify any byte in our address space,

we want to prevent the attacker from successfully hijacking control flow.

Caveat:  The attacker cannot change memory protections.



Virtual Functions
class C

{

     virtual void f();

     virtual void g();

     virtual void h();

     int x, y;

};

&C::f

&C::g

&C::h

C vtable:

C object:

vptr

x

y

C object:

vptr

x

y



Microsoft
Control Flow Guard



What Values Can a Function Pointer Have?
A function pointer either…

…points to a function,

…or doesn’t point to a function.

It is only valid to call through a function pointer if it points to a function



What Values Can a Function Pointer Have?
A function pointer either…

…points to a function,

…or doesn’t point to a function.

It is only valid to call through a function pointer if it points to a function…

…whose address is taken somewhere in the program.

If we never take the address of a function, it should never be called indirectly!

The compiler knows which functions have their address taken.



Before we make an indirect call, check 
where the function pointer points.

◦ If the function pointer points to an 
address-taken function, make the 
call

◦ If the function pointer points 
anywhere else, terminate the 
program.

void f(void (*fp)())

{

     

         fp();

     

         

}

Basic Principle of Control Flow Guard



Before we make an indirect call, check 
where the function pointer points.

◦ If the function pointer points to an 
address-taken function, make the 
call

◦ If the function pointer points 
anywhere else, terminate the 
program.

bool IsValidCallTarget();

void f(void (*fp)())

{

     if (IsValidCallTarget(fp))

         fp();

     else

         abort();

}

Basic Principle of Control Flow Guard



Identifying Valid Call Targets
In the source code we take the address of a function F.

The compiler sees this and includes metadata in the .obj saying “F is a valid 
indirect call target.”

The linker takes this metadata from all the .obj files and merges it together into 
one list of valid call targets for the whole .exe or .dll.

The loader (at runtime) takes this metadata from each .exe or .dll that is loaded 
and merges it into one big lookup table.



Implementing IsValidCallTarget()
const bool ValidCallTargets[SizeOfAddressSpace];

bool IsValidCallTarget(uintptr_t fp)

{

     return ValidCallTargets[fp];

}



Implementing IsValidCallTarget()
const bool ValidCallTargets[SizeOfAddressSpace];

bool IsValidCallTarget(uintptr_t fp)

{

     return ValidCallTargets[fp];

}



Optimizing IsValidCallTarget()
Optimization 1:  Use a bitmap instead of a byte array
◦ Two bits per address

Optimization 2:  Align all functions on 16-byte boundaries
◦ The compiler ensures that all address-taken functions are 16-byte aligned

◦ The OS only needs to track valid call target state for every 16th byte

128TB -> 2TB array



How Big is the ValidCallTarget Bitmap?
User Mode Address Space:   2^47 Bytes (128 TB)

Table Size at One Bit Per Address:  2^44 Bytes (16 TB)

Table Size at Two Bits Per 16 Addresses: 2^41 Bytes (2 TB)



Control Flow Guard
Restricts indirect calls so they can only be made to address-taken functions

Protection is coarse-grained:  Any address-taken function is potentially callable 
through any function pointer.

Defends against JOP attacks, or attacks where attacker would try to “call” into 
the middle of function.



Clang CFI



Thunks for Address-Taken Functions
void g();

void f()

{

     void (*fp)() = &g;

}



Thunks for Address-Taken Functions
void g();

void f()

{

     void (*fp)() = &g;

}

void g();

g_thunk:

     E9 10 11 12 13  jmp g

void f()

{

     void (*fp)() = &g_thunk;

}



Thunks for Address-Taken Functions
a_thunk:

     E9 10 11 12 13   jmp a

b_thunk:

     E9 14 15 16 17   jmp b

c_thunk:

     E9 18 19 1A 1B   jmp c

d_thunk:

     E9 1C 1D 1E 1F   jmp d



Thunks for Address-Taken Functions
a_thunk:

     E9 10 11 12 13   jmp a

b_thunk:

     E9 14 15 16 17   jmp b

c_thunk:

     E9 18 19 1A 1B   jmp c

d_thunk:

     E9 1C 1D 1E 1F   jmp d

E9 10 11 12 13 CC CC CC

E9 14 15 16 17 CC CC CC

E9 18 19 1A 1B CC CC CC

E9 1C 1D 1E 1F CC CC CC

paddingjmp instructions

const uint64_t ValidCallTargets[4]



IsValidCallTarget(), Clang CFI Edition
const uint64_t ValidCallTargets[ValidCallTargetCount];

bool IsValidCallTarget(uintptr_t fp)

{

     return fp >= (uintptr_t)(&ValidCallTargets[0]

         && fp <  (uintptr_t)(&ValidCallTargets[0] +

                                  ValidCallTargetCount)

         && fp % 8 == 0;

}



Finer-Grained Call Target Validity Checks

void (*fp1)();

void (*fp2)(int);

void (*fp3)(void*);

void a();

void b();

void c(int);

void d(int);

void e(int);

void f(void*);

void g(void*);
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Finer-Grained Call Target Validity Checks

void (*fp1)();

void (*fp2)(int);

void (*fp3)(void*);

void a();

void b();

void c(int);

void d(int);

void e(int);

void f(void*);

void g(void*);



Control Flow Guard vs. Clang CFI
Control Flow Guard Clang CFI



Control Flow Guard vs. Clang CFI
Control Flow Guard Clang CFI

Coarse-Grained Checks Finer-Grained Type-Based Checks



Control Flow Guard vs. Clang CFI
Control Flow Guard Clang CFI

Coarse-Grained Checks Finer-Grained Type-Based Checks

Requires Toolchain/OS Cooperation Completely Toolchain-Based



Control Flow Guard vs. Clang CFI
Control Flow Guard Clang CFI

Coarse-Grained Checks Finer-Grained Type-Based Checks

Requires Toolchain/OS Cooperation Completely Toolchain-Based

Works with any Build (Even Debug) Requires Link-Time Optimization



Control Flow Guard vs. Clang CFI
Control Flow Guard Clang CFI

Coarse-Grained Checks Finer-Grained Type-Based Checks

Requires Toolchain/OS Cooperation Completely Toolchain-Based

Works with any Build (Even Debug) Requires Link-Time Optimization

Incrementally Adoptable Requires Monolithic Adoption



Control Flow Guard vs. Clang CFI
Control Flow Guard Clang CFI

Coarse-Grained Checks Finer-Grained Type-Based Checks

Requires Toolchain/OS Cooperation Completely Toolchain-Based

Works with any Build (Even Debug) Requires Link-Time Optimization

Incrementally Adoptable Requires Monolithic Adoption

Checking calls to other DLLs is easy Checking calls to other DSOs is tricky



Control Flow Guard vs. Clang CFI
Control Flow Guard Clang CFI

Coarse-Grained Checks Finer-Grained Type-Based Checks

Requires Toolchain/OS Cooperation Completely Toolchain-Based

Works with any Build (Even Debug) Requires Link-Time Optimization

Incrementally Adoptable Requires Monolithic Adoption

Checking calls to other DLLs is easy Checking calls to other DSOs is tricky

Works with any language/toolchain Clang (C and C++)-specific



Control Flow Guard vs. Clang CFI
Control Flow Guard Clang CFI

Coarse-Grained Checks Finer-Grained Type-Based Checks

Requires Toolchain/OS Cooperation Completely Toolchain-Based

Works with any Build (Even Debug) Requires Link-Time Optimization

Incrementally Adoptable Requires Monolithic Adoption

Checking calls to other DLLs is easy Checking calls to other DSOs is tricky

Works with any language/toolchain Clang (C and C++)-specific

Coarse-grained checks just work Fine-grained checks can be finicky



Hardware Assistance:
IBT and BTI
IBT:  INDIRECT BRANCH TRACKING (INTEL)

BTI:   BRANCH TARGET IDENTIFIER (ARM)



Hardware Assistance:
IBT and BTI
IBT:  INDIRECT BRANCH TRACKING (INTEL)

BTI:   BRANCH TARGET IDENTIFIER (ARM)



Intel Indirect Branch Tracking (IBT)
Adds new instruction:  ENDBRANCH (ENDBR32, ENDBR64)
◦ Designed to be put at the start of a function

◦ When IBT is not enabled, ENDBRANCH is a no-op (backwards compatible)

◦ When IBT is enabled, ENDBRANCH is also a no-op
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◦ Designed to be put at the start of a function

◦ When IBT is not enabled, ENDBRANCH is a no-op (backwards compatible)

◦ When IBT is enabled, ENDBRANCH is also a no-op

When IBT is enabled, the CALL and JMP instructions are modified:
◦ When the program makes an indirect CALL or JMP…

◦ …the next instruction executed must be an ENDBRANCH.



Intel Indirect Branch Tracking (IBT)
Adds new instruction:  ENDBRANCH (ENDBR32, ENDBR64)
◦ Designed to be put at the start of a function

◦ When IBT is not enabled, ENDBRANCH is a no-op (backwards compatible)

◦ When IBT is enabled, ENDBRANCH is also a no-op

When IBT is enabled, the CALL and JMP instructions are modified:
◦ When the program makes an indirect CALL or JMP…

◦ …the next instruction executed must be an ENDBRANCH.



ARM
Pointer Authentication



PAC:  Signing and Authentication

Pointer

64-bit Modifier

Key

AUTPAC

Signature is Valid

Signature is Invalid

PointerPAC

Pointer

PointerTainted



PAC:  Signing and Authentication

Pointer

64-bit Modifier

Key

AUTPAC

Signature is Valid

Signature is Invalid

PointerPAC

Pointer

PointerTainted



Forward-Edge CFI with PAC
Whenever we write a function pointer to memory, we sign it first

Whenever we read a function pointer from memory to call it, we authenticate it

We can achieve coarse-grained protection using a constant modifier
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Forward-Edge CFI with PAC
Whenever we write a function pointer to memory, we sign it first

Whenever we read a function pointer from memory to call it, we authenticate it

We can achieve coarse-grained protection using a constant modifier

We can achieve finer-grained protection using the type as the modifier
◦ We have to represent the type as a 64-bit integer

◦ (This can be done by producing a 64-bit hash to represent the type)
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