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Introduction

Principal Software Engineer at Microsoft

Programming in C++ on and off since 2000

3 time attending C++Now, 2"9 time as a presenter

Part of Microsoft Edge Browser Team since 2018

Our code is based off Chromium, uses C++23 and has no exception handling

We use clang-cl on Windows and Clang on other platforms

Big thank you to Kathleen Baker for her help with this presentation.
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Quick Note on Questions ix

| will pause for questions between sections, roughly every 15 minutes.

If your question relates to a specific slide, please note its number (top
right corner) so that we can refer to it during the Q&A.



static keyword in C++



The static keyword in C++

The meaning of static depends entirely on where it appears:

1. Global variable

2. Global function

3. Class member function

4. Class member variable

5. Function-local variable € this talk

Function-local static variable, in some cases, is also known as “Magic
statics” from C++11 onwards.



1. Static Global Variables

// metrics.cc

static int g request count = 9;

void RecordRequest() {
++g request_count;

}

Linkage: Internal — visible only within this translation unit (TU) (source file)

This allows 2 different source files to have the same named variable without
running into One-Definition Rule (ODR) violation.

Without "static". Linkage: External - visible to all translation units.



2. Static Global Functions

// utils.cc

static bool IsValidId(int id) {
return id > 0 && id < kMaxId;

}

void ProcessRequest(int id) {
if (!IsvalidId(id))
return;
/] ...
}

Linkage: Internal — visible only within this translation unit (TU) (source file)

This allows 2 different source files to have the same named function without
running into One-Definition Rule (ODR) violation.

Without "static". Linkage: External - visible to all translation units.



3. Static Member Functions

class ConnectionPool {
public:
static ConnectionPool& GetInstance();

// No "this" — can only access static members.
static int GetMaxConnections() { return kMaxConnections; }

private:
static constexpr int kMaxConnections = 64;

s




4. Static Member Variables

// widget.h

class Widget {
public:
Widget() { ++s_instance count; }
~Widget() { --s_instance count; }

static int GetInstanceCount() { return s_instance_count; }

private:
static int s_instance_count;

}s




5. Function-Local Static Variables

ConnectionPool& ConnectionPool: :GetInstance() {
static ConnectionPool instance;
return instance;

}

Key Properties:

* (Lazily) Initialized the first-time control passes through the declaration.
* Persists for the lifetime of the program.

* Destruction: reverse order of construction, at program exit

The rest of this talk is entirely about this — what the compiler generates,
how it works across platforms, where it breaks, and how to do better.
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Pre-C++11 Era

Problems with Function Local Statics

Before C++11, C++ standard said nothing about threads.
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A Simple Function-Local Static N

int FooValue(); // Each invocation returns a different value.

int Foo() {

static const int s _foo = FooValue();
return s_foo;

}

The intent: call FooValue() exactly once, cache the result, return the cached value forever.
In a single-threaded world, this works perfectly.

But there are problems when there are multiple threads.

What does the compiler generate?



Pre-C++11 Compiler Transformation

int Foo() {
static const int s _foo = FooValue();

return s_foo; ~
}

The compiler introduces a hidden guard variable:

// Compiler-generated equivalent (simplified).

int s_foo;
bool s foo_initialized = false; <=

int Foo() {
if (!s_foo initialized) {
s_foo = FooValue();
s_foo_initialized = true; <=
}
return s_foo; <4=m

}

* First call: runs the initializer, sets the flag.

* Subsequent calls: skips to return.
* No synchronization code is present.

This race condition can cause different types of outcomes.
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Outcome 1: Double Initialization

// Compiler-generated equivalent (simplified).

int s _foo;
bool s foo initialized = false;

int Foo() {
if (!s_foo_initialized) { ¢=m <=
s_foo = FooValue();
s _foo_initialized = true;
}

return s_foo;

}

Two threads call Foo() concurrently:

14

Thread A

Thread B

1 |readss _foo initialized (false)

readss_foo initialized (false)




Outcome 1: Double Initialization

// Compiler-generated equivalent (simplified).

int s _foo;
bool s foo initialized = false;

int Foo() {
if (!s_foo _initialized) {

s_foo = FooValue(); <=
s _foo_initialized = true;

}

return s_foo;

&

}

Two threads call Foo() concurrently:
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Thread A

Thread B

1 |readss _foo initialized (false)

3 | calls Foovalue() - 42

readss_foo initialized (false)

calls FoovValue() -» 99




Outcome 1: Double Initialization

// Compiler-generated equivalent (simplified).

int s _foo;
bool s foo initialized = false;

int Foo() {
if (!s_foo _initialized) {

s_foo = FooValue(); <=
s _foo_initialized = true;

}

return s_foo;

&

}

Two threads call Foo() concurrently:
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Thread A

Thread B

1 |readss _foo initialized (false)

3 | calls Foovalue() - 42

5 | s foo = 42

readss_foo initialized (false)

calls FoovValue() -» 99

s _foo = 99 < stomps Thread Al




Outcome 1: Double Initialization

// Compiler-generated equivalent (simplified).

int s _foo;
bool s foo initialized = false;

int Foo() {
if (!s_foo _initialized) {
s_foo = FooValue();

s _foo_initialized = true; - -

}

return s_foo;

}

Two threads call Foo() concurrently:
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Thread A

Thread B

reads s _foo initialized (false)

calls Foovalue() -» 42

s_foo = 42

s foo initialized = true

readss_foo initialized (false)

calls FoovValue() -» 99

s _foo = 99 < stomps Thread Al

s _foo _initialized = true




Outcome 1: Double Initialization

// Compiler-generated equivalent (simplified).

int s _foo;
bool s foo initialized = false;

int Foo() {
if (!s_foo _initialized) {
s_foo = FooValue();
s _foo_initialized = true;
}

return s_foo;

}

Two threads call Foo() concurrently:
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Thread A

Thread B

reads s _foo initialized (false)

calls Foovalue() - 42

s_foo = 42

s foo initialized = true

readss_foo initialized (false)

calls FoovValue() -» 99

s _foo = 99 < stomps Thread Al

s _foo _initialized = true

* FooValue() was called twice — side effects happen twice



Outcome 1: Double Initialization

// Compiler-generated equivalent (simplified).
int s _foo;
bool s foo initialized = false;

int Foo() {
if (!s_foo _initialized) {
s_foo = FooValue();
s _foo_initialized = true;
}

return s_foo;

}

Two threads call Foo() concurrently:
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Thread A

Thread B

int Foo() {
static const int s _foo = FooValue();
return s_foo;

1 | readss foo initialized (false)

3 | calls Foovalue() » 42

5 | s foo = 42

7 | s_foo_initialized = true

readss_foo initialized (false)

calls FoovValue() -» 99

s _foo = 99 < stomps Thread Al

s _foo _initialized = true

Foovalue() was called twice — side effects happen twice

* Final value depends on which thread writes last

A static constthatisn't constant — data race



Outcome 2: Different Values for a “Constant”

// Compiler-generated equivalent (simplified).
int s _foo;
bool s foo initialized = false;

int Foo() {
if (!s_foo _initialized) {
s_foo = FooValue();
s _foo_initialized = true;
}

return s_foo;

}

Two threads call Foo() concurrently:

Thread A

Thread B

int Foo() {
static const int s _foo = FooValue();
return s_foo;

}
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Outcome 2: Different Values for a “Constant”

// Compiler-generated equivalent (simplified).

int s _foo;
bool s foo initialized = false;

int Foo() {
if (!s_foo _initialized) {

s_foo = Foovalue(); <mmm
s _foo_initialized = true;

}

return s_foo;

}

Two threads call Foo() concurrently:

Thread A

Thread B

int Foo() {
static const int s _foo = FooValue();
return s_foo;

}

reads s _foo initialized (false)
calls FooValue()

... stillrunning ...
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Outcome 2: Different Values for a “Constant”

// Compiler-generated equivalent (simplified).

int s _foo;
bool s foo initialized = false;

int Foo() {
if (!s_foo _initialized) {
s_foo = Foovalue(); <mmm
s _foo_initialized = true;
}

return s_foo; <==m
}

Two threads call Foo() concurrently:

Thread A

Thread B

int Foo() {
static const int s _foo = FooValue();
return s_foo;

}

reads s _foo initialized (false)
calls FooValue()

... stillrunning ...

reads s foo_initialized (false)
calls FooValue()

s foo = 99

s foo initialized = true

returns from Foo () with 99
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Outcome 2: Different Values for a “Constant”

// Compiler-generated equivalent (simplified).
int s _foo;
bool s foo initialized = false;

Two threads call Foo() concurrently:

Thread A

Thread B

int Foo() {
if (!s_foo _initialized) {
s_foo = FooValue();
s _foo_initialized = true;
}
return s_foo; == <=
}
int Foo() {
static const int s _foo = FooValue();
return s_foo;
}

reads s _foo initialized (false)
calls FooValue()

... stillrunning ...

s foo = 42

s foo_initialized = true

returns from Foo() with 42

reads s foo_initialized (false)
calls FooValue()

s foo = 99

s foo initialized = true

returns from Foo () with 99

* The static const was supposed to be a stable, program-lifetime constant.

In multi-threaded pre-C++11 world, different threads observe different values.
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Another pre-C++11 use case:
Singleton



Singleton

singleton.h

singleton.cc

class Singleton {
public:
static Singleton* GetInstance();

// Non-copyable and non-movable:
Singleton& operator=(Singleton&&) noexcept = delete;

private:
Singleton();
~Singleton();

int v. = 0;

}s

Singleton::Singleton() : v_(5) {}
Singleton::~Singleton() = default;

Singleton* Singleton::GetInstance() {
static auto* singleton = new Singleton;
return singleton;

}

The transformation is similar to the previous example,
so it causes similar race conditions:

* Multiple initializations (memory leak)

* Different threads seeing different values.

* And many more issues...

Singleton* s_singleton;
bool s_initialized = false;

Singleton* Singleton::GetInstance() {
if (!s_initialized) {
s_singleton = new Singleton;
s_initialized = true;
}

return s_singleton;

}
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Singleton: Fix 1: Use a Mutex instead of static

Singleton* Singleton::GetInstance() { namespace {
static auto* singleton = new Singleton; Singleton* g singleton = nullptr;
return singleton; // Some C++98 "mutex".

} SomeMutex g mutex;

} // namespace

Singleton* Singleton::GetInstance() {
// Some C++98 "lock".
SomeLock lock(g mutex);
if (!g_singleton) {
g singleton = new Singleton;

}

return g singleton;

This code is correct!
The mutex ensures exactly-once initialization and proper memory visibility across multiple threads.

But: Every single call acquires and releases the mutex — long after it was initialized the first time.
This may cause performance issues.



Singleton: Fix 2: Doub

e-Checked Locking Protocol (DCLP)

namespace {

Singleton* g singleton = nullptr;
// Some C++98 "mutex".

SomeMutex g mutex;

} // namespace

Singleton* Singleton::GetInstance() {
// Some C++98 "lock".
SomeLock lock(g mutex);
if (!g_singleton) {
g singleton = new Singleton;

}

return g _singleton;

namespace {

Singleton* g singleton = nullptr;
// Some C++98 "mutex".

SomeMutex g mutex;

} // namespace

Singleton* Singleton::GetInstance() {

if (!g _singleton) { // First check (no lock). -
// Some C++98 "lock".
SomeLock lock(g mutex);
if (!g singleton) { // Second check (under lock).-

g singleton = new Singleton;

}

}

return g _singleton;

}

Check the pointer without lock first. Only acquire the mutex if initialization is needed.

The idea: After initialization, the outer check sees non-null » returns immediately. No lock, no contention.
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Singleton: Fix 2: Double-Checked Locking Protocol (DCLP)

The idea: After initialization, the outer check sees non-null » returns immediately. No lock, no contention.

namespace {

Singleton* g singleton = nullptr;
// Some C++98 "mutex".

SomeMutex g mutex;

} // namespace

Singleton* Singleton::GetInstance() {
T1— if (!g_singleton) { // First check (no lock).
// Some C++98 "lock".
SomeLock lock(g mutex);
if (!g _singleton) { // Second check (under lock).
g singleton = new Singleton;
}
}

return g _singleton;




Singleton: Fix 2: Double-Checked Locking Protocol (DCLP)

The idea: After initialization, the outer check sees non-null » returns immediately. No lock, no contention.

namespace {

Singleton* g singleton = nullptr;
// Some C++98 "mutex".

SomeMutex g mutex;

} // namespace

Singleton* Singleton::GetInstance() {
T1— if (!g_singleton) { // First check (no lock). _TZ
// Some C++98 "lock".
SomeLock lock(g mutex);
if (!g _singleton) { // Second check (under lock).
g singleton = new Singleton;
}
}

return g _singleton;




Singleton: Fix 2: Double-Checked Locking Protocol (DCLP)

The idea: After initialization, the outer check sees non-null » returns immediately. No lock, no contention.

namespace {

Singleton* g singleton = nullptr;
// Some C++98 "mutex".

SomeMutex g mutex;

} // namespace

Singleton* Singleton::GetInstance() {

if (!g _singleton) { // First check (no lock). _TZ
// Some C++98 "lock".

T1 e—) SomeLock lock(g_mutex);

if (!g _singleton) { // Second check (under lock).
g singleton = new Singleton;
}
}

return g _singleton;




Singleton: Fix 2: Double-Checked Locking Protocol (DCLP)

The idea: After initialization, the outer check sees non-null » returns immediately. No lock, no contention.

namespace {

Singleton* g singleton = nullptr;
// Some C++98 "mutex".

SomeMutex g mutex;

} // namespace

Singleton* Singleton::GetInstance() {
if (!g _singleton) { // First check (no lock). _TZ
// Some C++98 "lock".
SomeLock lock(g mutex);
if (!g _singleton) { // Second check (under lock).
T1 e——) g singleton = new Singleton;
}
}

return g _singleton;




Singleton: Fix 2: Double-Checked Locking Protocol (DCLP)

The idea: After initialization, the outer check sees non-null » returns immediately. No lock, no contention.

namespace {

Singleton* g singleton = nullptr;
// Some C++98 "mutex".

SomeMutex g mutex;

} // namespace

Singleton* Singleton::GetInstance() {
if (!g _singleton) { // First check (no lock).
// Some C++98 "lock".
SomeLock lock(g mutex); _TZ
if (!g _singleton) { // Second check (under lock).
T1 e——) g singleton = new Singleton;
}
}

return g _singleton;




Singleton: Fix 2: Double-Checked Locking Protocol (DCLP)

The idea: After initialization, the outer check sees non-null » returns immediately. No lock, no contention.

namespace {

Singleton* g singleton = nullptr;
// Some C++98 "mutex".

SomeMutex g mutex;

} // namespace

Singleton* Singleton::GetInstance() {
if (!g _singleton) { // First check (no lock).
// Some C++98 "lock".
SomeLock lock(g mutex); _TZ
if (!g _singleton) { // Second check (under lock).
g singleton = new Singleton;
INL JEE! }

return g _singleton;




Singleton: Fix 2: Double-Checked Locking Protocol (DCLP)

The idea: After initialization, the outer check sees non-null » returns immediately. No lock, no contention.

namespace {

Singleton* g singleton = nullptr;
// Some C++98 "mutex".

SomeMutex g mutex;

} // namespace

Singleton* Singleton::GetInstance() {
if (!g _singleton) { // First check (no lock).
// Some C++98 "lock".
SomeLock lock(g mutex);
if (!g _singleton) { // Second check (under lock). _TZ
g singleton = new Singleton;
INL JEE! }

return g _singleton;




Singleton: Fix 2: Double-Checked Locking Protocol (DCLP)

The idea: After initialization, the outer check sees non-null » returns immediately. No lock, no contention.

namespace {

Singleton* g singleton = nullptr;
// Some C++98 "mutex".

SomeMutex g mutex;

} // namespace

Singleton* Singleton::GetInstance() {
if (!g _singleton) { // First check (no lock).
// Some C++98 "lock".
SomeLock lock(g mutex);
if (!g _singleton) { // Second check (under lock).
g singleton = new Singleton;

}
INL JEE!
return g_singleton; T2




Singleton: Fix 2: Double-Checked Locking Protocol (DCLP)

The idea: After initialization, the outer check sees non-null » returns immediately. No lock, no contention.

namespace {

Singleton* g singleton = nullptr;
// Some C++98 "mutex".

SomeMutex g mutex;

} // namespace

Singleton* Singleton::GetInstance() {

if (!g _singleton) { // First check (no lock).
// Some C++98 "lock".
SomeLock lock(g mutex);
if (!g _singleton) { // Second check (under lock).

g singleton = new Singleton;

}

}

T1 o) | return g_singleton; ¢ T2

Looks correct!

But it does not always work!



Why DCLP Fails: Reordering

g singleton = new Singleton;

This statement is broken down to at least the following:

* Step 1: Allocate memory to hold the Singleton object.

* Step 2: Construct a Singleton object at the allocated memory.
* Step 3: Make g_singleton point to the allocated memory.

new (raw) Singleton;
g singleton = static_cast<Singleton*>(raw);

void* raw = operator new(sizeof(Singleton)); // Step 1: allocate

// Step 2: construct
// Step 3: assign

The compiler / CPU can reorder the pointer assignment before the constructor.

g singleton = static _cast<Singleton*>(raw);
new (raw) Singleton;

void* raw = operator new(sizeof(Singleton)); // Step 1: allocate

// Step 3: assign
// Step 2: construct

37

Singleton* Singleton::GetInstance() {
if (!g_singleton) { // First check (no lock).
SomeLock lock(g mutex);

if (!g _singleton) { // Second check (under lock).
g singleton = new Singleton;
}
}

return g _singleton;

}

Singleton* Singleton::GetInstance() {

if (!g_singleton) { // First check (no lock).
SomeLock lock(g _mutex);

if (!g_singleton) { // Second check (under lock).

void* raw = operator new(sizeof(Singleton));
g singleton = static_cast<Singleton*>(raw);
new (raw) Singleton;
}
}

return g singleton;




Why DCLP Fails: Reordering

Singleton* Singleton::GetInstance() {

T1 o) 1if (!'g singleton) { // First check (no lock).
SomeLock lock(g mutex);

void* raw = operator new(sizeof(Singleton));
g singleton = static cast<Singleton*>(raw);
new (raw) Singleton;

}

return g singleton;

if (!g_singleton) { // Second check (under lock).

38



Why DCLP Fails: Reordering

Singleton* Singleton::GetInstance() {
if (!g _singleton) { // First check (no lock).
SomeLock lock(g mutex);

void* raw = operator new(sizeof(Singleton));
g singleton = static cast<Singleton*>(raw);

T1 e—) new (raw) Singleton;

}

return g singleton;

if (!g_singleton) { // Second check (under lock).
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Why DCLP Fails: Reordering

40

Singleton* Singleton::GetInstance() {
if (!g _singleton) { // First check (no lock).
SomeLock lock(g mutex);

void* raw = operator new(sizeof(Singleton));
g singleton = static cast<Singleton*>(raw);

T1 e—) new (raw) Singleton;

}

return g singleton;

if (!g_singleton) { // Second check (under lock).

G T2 g_singletonis not null




Why DCLP Fails: Reordering

Singleton* Singleton::GetInstance() {
if (!g _singleton) { // First check (no lock).
SomeLock lock(g mutex);
if (!g_singleton) { // Second check (under lock).
void* raw = operator new(sizeof(Singleton));
g singleton = static cast<Singleton*>(raw);

T1 e—) new (raw) Singleton;

}

return g_singleton; === T2 Returns pointer to allocated but
} unconstructed memory.
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Why DCLP Fails: Reordering

T1 e—

Object constructed
but too late for T2

Singleton* Singleton::GetInstance() {
if (!g _singleton) { // First check (no lock).

SomeLock lock(g mutex);

if (!g_singleton) { // Second check (under lock).
void* raw = operator new(sizeof(Singleton));
g singleton = static cast<Singleton*>(raw);

new (raw) Singleton;

}

return g singleton;

=== T2 Returns pointer to allocated but
unconstructed memory.

There can be multiple types of race conditions.

Scott Meyers and Andrei Alexandrescu wrote a paper on this topic in Sep 2004:

C++ and the Perils of Double-Checked Locking.



https://www.aristeia.com/Papers/DDJ_Jul_Aug_2004_revised.pdf
https://www.aristeia.com/Papers/DDJ_Jul_Aug_2004_revised.pdf
https://www.aristeia.com/Papers/DDJ_Jul_Aug_2004_revised.pdf

Fixing DCLP with C++11
Atomics
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C++11: New tools

* A memory model - The language now defines how threads observe each
other’s writes.

e std: :atomic - atomic operations with explicit memory ordering
guarantees.

Along with std::mutex, these can be used to prevent the reordering that broke
DCLP.



Fixed DCLP in C++11
ranespace { ®

Singleton* g singleton = nullptr;
// Some C++98 "mutex.

SomeMutex g _mutex;

} // namespace

Singleton* Singleton::GetInstance() {
if (!g_singleton) {
SomeLock lock(g mutex);
if (!g_singleton) {
g singleton = new Singleton;
}
}

return g _singleton;

}

std: :atomic<Singleton*> instead of raw Singleton*
* Allread/writes are atomic with memory ordering guarantees.

Jeff Preshing wrote an article in 2013:
Double-Checked Locking is Fixed in C++11

namespace {

std: :atomic<Singleton*> g singleton; // « was: Singleton*
std: :mutex g mutex;

} // namespace

Singleton* Singleton::GetInstance() {
Singleton* tmp = g singleton;
if ('tmp) {
const std::lock guard<std::mutex> lock(g mutex);
tmp = g singleton;
if (!tmp) {
tmp = new Singleton;
g singleton = tmp;
}
}

return tmp;

}
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https://preshing.com/20130930/double-checked-locking-is-fixed-in-cpp11/
https://preshing.com/20130930/double-checked-locking-is-fixed-in-cpp11/
https://preshing.com/20130930/double-checked-locking-is-fixed-in-cpp11/

Fixed DCLP in C++11

namespace {

std::atomic<Singleton*> g singleton;
std::mutex g _mutex;

} // namespace

Singleton* Singleton::GetInstance() {
Singleton* tmp = g singleton;
if (!tmp) {
const std::lock _guard<std::mutex> lock(g _mutex);
tmp = g singleton;
if (!tmp) {
tmp = new Singleton;
g singleton = tmp; Transforms

} to
}

return tmp;

46

namespace {

std::atomic<Singleton*> g singleton;
std::mutex g _mutex;

} // namespace

Singleton* Singleton::GetInstance() {

Singleton* tmp = g singleton.load(std::memory order_seq_cst);
if (!tmp) {

const std::lock guard<std::mutex> lock(g mutex);

tmp = g _singleton.load(std: :memory order_seq_cst);

Em———)  if (!tmp) {

tmp = new Singleton;
g singleton.store(tmp, std::memory order_seq cst);
}
}

return tmp;

}




Fixed DCLP in C++11

namespace {

std::atomic<Singleton*> g singleton;
std: :mutex g _mutex;

} // namespace

Singleton* Singleton::GetInstance() {
Singleton* tmp = g singleton.load(std::memory order_seq cst);
if ('tmp) {
const std::lock guard<std::mutex> lock(g mutex);
tmp = g _singleton.load(std::memory order seq cst);
if (!tmp) {
tmp = new Singleton;
g singleton.store(tmp, std::memory order_seq cst);
}
}

return tmp;
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Fixed DCLP in C++11

namespace {

std::atomic<Singleton*> g singleton;
std: :mutex g _mutex;

} // namespace

Singleton* Singleton::GetInstance() {

}

Singleton* tmp = g singleton.load(std::memory order_seq cst);<«—m—o0 7
//

if ('tmp) {

}

const std::lock guard<std::mutex> lock(g mutex);
tmp = g _singleton.load(std::memory order seq cst);

[/ == m e mo o
if (!tmp) {

void* raw = operator new(sizeof(Singleton));

tmp = static_cast<Singleton*>(raw); // assign.

new (raw) Singleton; // construct.

[/ === mmm e

}

g singleton.store(tmp, std::memory order seq cst);

return tmp;

:::::::::=’ 2 loads

1 store

48
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Fixed DCLP in C++11

g singleton.load(std: :memory order_seq cst); g singleton.store(tmp, std::memory order _seq cst);

From cppreference memory order documentation:

Memory order Explanation

memory_order_seq A load operation with this memory order performs an acquire operation, a store

_cst performs a release operation, and read-modify-write performs both an acquire
operation and a release operation, plus a single total order exists in which all
threads observe all modifications in the same order (see Sequentially-consistent
ordering below).

load:
* no reads orwrites in the current thread can be reordered "before" this load
e Allwrites in other threads that release the same atomic variable are visible in the current thread

store:
* noreads orwrites in the current thread can be reordered "after" this store
* Allwrites inthe current thread are visible in other threads that acquire the same atomic variable



https://en.cppreference.com/w/cpp/atomic/memory_order.html
https://en.cppreference.com/w/cpp/atomic/memory_order.html
https://en.cppreference.com/w/cpp/atomic/memory_order.html

Fixed DCLP in C++11

}

namespace {
std::atomic<Singleton*> g singleton;
std: :mutex g _mutex;

Singleton* Singleton::GetInstance() {
Singleton* tmp = g singleton.load(std::memory order_seq _cst);

50

// namespace

load:

no reads or writes in the current thread can be
reordered "before" this load

All writes in other threads that release the same
atomic variable are visible in the current thread

)/
if (tmp) { x No reorderi

const std::lock _guard<std::mutex> lock(g _mutex);
tmp = g_singleton.load(std: :memory_order_seq_cst); <

\ Visible to load (

no reads or writes in the current thread can be reordered "after" this store
All writes in the current thread are visible in other threads that acquire the
same atomic variable

L S reads)
if (ttmp) { x .
void* raw = operator new(sizeof(Singleton)); No reorderlng
tmp = static_cast<Singleton*>(raw); // assign.
new (raw) Singleton; // construct. x" No reordering| __— Store (write) here
[/ mmmm e e — o
g_singleton.store(tmp, std::memory_order_seq_cst);
}
}
return tmp;
}
store:




Fixed DCLP in C++11

namespace {

std::atomic<Singleton*> g singleton; | Load will always provide a null pointer
std::mutex g_mutex; or a fully constructed value.

} // namespace
Singleton* Singleton::GetInstance() { ////’

Singleton* tmp = g singleton.load(std::memory orden seq cst);

e LRt bbb
if (!tmp) { xu .
Only one thread can hold mutex. mmmmam) CONSt Std::lock guard<std: :mutex> lock(g_mutex); No reordering
And hence only one can enter. tmp = g_singleton.load(std::memory_order_seq_cst);
e bl
A
if (Mtmp) { x .
void* raw = operator new(sizeof(Singleton)); No reordering

No re-ordering possible. So only “fully
constructed” value will be saved.

And only one thread will be able to
“store”.

tmp = static _cast<Singleton*>(raw); // assign.

new (raw) Singleton; // construct. x" No reordering
[/ == mmm oo
— g singleton.store(tmp, std::memory order_seq cst);

}
}

return tmp;

}
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Fixed DCLP in C++11: Making it better

namespace {

std::atomic<Singleton*> g singleton;
std: :mutex g _mutex;

} // namespace

Singleton* Singleton::GetInstance() {
Singleton* tmp = g singleton.load(std::memory order_seq_cst);
if ('tmp) {
const std::lock_guard<std::mutex> lock(g_mutex);
tmp = g _singleton.load(std: :memory order_seq cst);
if ('tmp) {
tmp = new Singleton;
g singleton.store(tmp, std::memory_order_seq cst);
}
}

return tmp;

}
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This works fine. But its performance can be improved!

namespace {

std::atomic<Singleton*> g singleton;
std::mutex g mutex;

} // namespace

Singleton* Singleton::GetInstance() {
Singleton* tmp = g singleton.load(std::memory order_acquire);
if (!tmp) {
const std::lock_guard<std::mutex> lock(g mutex);
tmp = g _singleton.load(std: :memory order_relaxed);
if (!tmp) {
tmp = new Singleton;
g singleton.store(tmp, std::memory order_release);
}
}

return tmp;

}

This “also” works fine and is more performant.

acquire / relaxed / release works for this scenario and is
more performant than just seq_cst.



Fixed DCLP in C++11: Making it better

namespace {

std::atomic<Singleton*> g singleton;
std: :mutex g mutex;

} // namespace

Singleton* Singleton::GetInstance() {
Singleton* tmp = g singleton.load(std::memory order_acquire);
if ('tmp) {
const std::lock guard<std::mutex> lock(g _mutex);
tmp = g singleton.load(std::memory order relaxed);
if (!tmp) {
tmp = new Singleton;
g singleton.store(tmp, std::memory order _release);
}
}

return tmp;
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Fixed DCLP in C++11: Making it better >

namespace {

std::atomic<Singleton*> g singleton;
std: :mutex g mutex;

} // namespace

Singleton* Singleton::GetInstance() { — Visible to load (reads)
Singleton* tmp = g_singleton.load(std::memory_order_acquire);“"'ﬂ——___
[/ mm e e ommmom oo

if (1tmp) { I No ,
const std::lock guard<std::mutex> lock(g mutex); § This Can.be relaxeq bece"use
tmp = g_singleton.load(std::memory order relaxed); .~ the lock in the previous line

if (ftmp) { adds a memory barrier.
void* raw = operator new(sizeof(Singleton));

tmp = static_cast<Singleton*>(raw); // assign.

new (raw) Singleton; // construc No reorderin .
// “l g | __— Store (write) here

g _singleton.store(tmp, std::memory order_release); 4————”””——’———

}
}

return tmp;




Fixed DCLP in C++11: Making it better

Clang x86-64 22.1.0: -std=c++23 -stdlib=Libc++ -03 -D_LIBCPP_HARDENING_MODE=_LIBCPP_HARDENING_MODE_EXTENSIVE

Just seq_cst

acquire / relaxed / release

Singleton: :GetInstance():

push
mov
test
je
pop
ret
.LBB2_1:
lea
call
mov
test
jne
mov
call
mov
mov
xchg
.LBB2_4:

lea
mov
call
mov
pop
ret
mov
lea
call
mov
call

rbx

rax, qword ptr [rip + (anonymous namespace)::g singleton (.0)]
rax, rax

.LBB2_1

rbx

rdi, [rip + (anonymous namespace)::g mutex]
std::_1::mutex::lock()@PLT

rax, qword ptr [rip + (anonymous namespace)::g_singleton (.9)]
rax, rax

.LBB2_4

edi, 4

operator new(unsigned long)@PLT

dword ptr [rax], 5

rcx, rax

gword ptr [rip + (anonymous namespace)::g singleton (.0)], rcx

rdi, [rip + (anonymous namespace)::g mutex]
rbx, rax

std::__1::mutex::unlock()@PLT

rax, rbx

rbx

rbx, rax

rdi, [rip + (anonymous namespace)::g mutex]
std::__1::mutex::unlock()@PLT

rdi, rbx

_Unwind_Resume@PLT

Singleton::GetInstance():

push
mov
test
je
pop
ret
.LBB2_1:
lea
call
mov
test
jne
mov
call
mov
mov
.LBB2_4:

lea
mov
call
mov
pop
ret
mov
lea
call
mov
call

rbx

rax, qword ptr [rip + (anonymous namespace)::g_singleton (.90)]
rax, rax

.LBB2_1

rbx

rdi, [rip + (anonymous namespace)::g _mutex]

std::_ 1::mutex::lock()@PLT

rax, qword ptr [rip + (anonymous namespace)::g_singleton (.0)]
rax, rax

.LBB2_4

edi, 4

operator new(unsigned long)@PLT

dword ptr [rax], 5

gword ptr [rip + (anonymous namespace)::g singleton (.0)], rax

rdi, [rip + (anonymous namespace)::g _mutex]
rbx, rax

std::__1::mutex::unlock()@PLT

rax, rbx

rbx

rbx, rax

rdi, [rip + (anonymous namespace)::g_mutex]
std::__1::mutex::unlock()@PLT

rdi, rbx

_Unwind_Resume@PLT
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Fixed DCLP in C++11: Making it better

Clang x86-64 22.1.0: -std=c++23 -stdlib=Libc++ -03 -D_LIBCPP_HARDENING_MODE=_LIBCPP_HARDENING_MODE_EXTENSIVE

Just seq_cst

acquire / relaxed / release
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Singleton: :GetInstance():

Singleton::GetInstance():

push rbx push rbx
mov rax, qword ptr [rip + (anonymous namespace)::g singleton (.0)] mov rax, qword ptr [rip + (anonymous namespace)::g_singleton (.90)]
test rax, rax test rax, rax
mov rcx, rax
xchg gword ptr [rip + (anonymous namespace)::g singleton (.9)], rcx
call std::_1::mutex::lock()@PLT call std::__1::mutex::lock()@PLT
mov rax, qword ptr [rip + (anonymous namespace)::g_singleton (.9)] mov rax, qword ptr [rip + (anonymous namespace)::g_singleton (.0)]
mov gword ptr [rip + (anonymous namespace)::g singleton (.9)], rax
call operator new(unsigned long)@PLT call operator new(unsigned long)@PLT
mov dword ptr [rax], 5 mov dword ptr [rax], 5
mov rcx, rax mov gword ptr [rip + (anonymous namespace)::g singleton (.0)], rax
xchg gword ptr [rip + (anonymous namespace)::g singleton (.0)], rcx .LBB2 4:
.LBB2 4: lea rdi, [rip + (anonymous namespace)::g _mutex]
lea rdi, [rip + (anonymous namespace)::g mutex] mov rbx, rax
mov rbx, rax call std::__1::mutex::unlock()@PLT
call std::__1::mutex::unlock()@PLT mov rax, rbx
mov rax, rbx pop rbx
pop rbx ret
ret mov rbx, rax
mov rbx, rax lea rdi, [rip + (anonymous namespace)::g _mutex]
lea rdi, [rip + (anonymous namespace)::g mutex] call std::__1::mutex::unlock()@PLT
call std::__1::mutex::unlock()@PLT mov rdi, rbx
mov rdi, rbx call _Unwind_Resume@PLT
call _Unwind_Resume@PLT

x86-64 has a strong memory model, so the difference is minor.



Fixed DCLP in C++11: Making it better

Clang ARMv7 22.1.0:

-std=c++23 -stdlib=Libc++ -03 -D_LIBCPP_HARDENING MODE=_LIBCPP_HARDENING MODE_EXTENSIVE
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Singleton::GetInstance():

push
ldr
mov
.LPC2_0:
add
ldr
mcr
cmp
popne
add
mov
bl
ldr
mcr
cmp
bne
mov
bl
mov
str
mov
mcr
str
mcr
.LBB2_4:
mov
mov
bl
mov
pop
mov
bl
bl
.LCPI2_o:
.long

{r4, r5, r6, 1lr}
r5, .LCPI2_©@
ré, #0

r5, pc, r5

re, [r5]

pl5, #0, r6, c7, cle, #5
ro, #0

{r4, r5, ré6, pc}

r4d, r5, #4

ro, r4
std::_1::mutex::lock()
re, [r5]

pl5, #0, r6, c7, clo, #5
re, #0

.LBB2_4

re, #4

operator new(unsigned int)
rl, #5

ri, [ro]

ri, #0

pl5, #0, rl, c7, clo, #5
re, [r5]

pl5, #0, rl, c7, clo, #5

r5, re

ro, rd
std::__1::mutex::unlock()
re, r5

{r4, r5, r6, pc}

ro, rd
std::__1::mutex::unlock()
__cxa_end_cleanup

.L_MergedGlobals-(.LPC2_0+8)

Just seq_cst

Singleton::GetInstance():

push
ldr
mov
.LPC2_0:
add
ldr
mcr
cmp
popne
add
mov
bl
ldr
cmp
bne
mov
bl
mov
str
mov
mcr
str
.LBB2_4:
mov
mov
bl
mov
pop
mov
bl
bl
.LCPI2_0:
.long

{r4, r5, ri11, 1r}
rs, .LCPI2_©
rl, #0

r5, pc, r5

re, [r5]

pl5, #0, rl, c7, clo, #5
re, #0

{r4, r5, rll, pc}

r4d, r5, #4

ro, r4
std::__1::mutex::lock()
re, [r5]

ro, #0

.LBB2_4

ro, #4

operator new(unsigned int)
rl, #5

rl, [ro]

rl, #0

pl5, #0, rl, c7, cle, #5
re, [r5]

r5, re

ro, r4
std::__1::mutex::unlock()
re, r5

{r4, r5, rl1l, pc}

re, r4
std::__1::mutex::unlock()
__cxa_end_cleanup

.L_MergedGlobals-(.LPC2_0+8)

acquire / relaxed / release




Fixed DCLP in C++11: Making it better

Clang ARMv7 22.1.0:

-std=c++23 -stdlib=Libc++ -03 -D_LIBCPP_HARDENING MODE=_LIBCPP_HARDENING MODE_EXTENSIVE
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Singleton::GetInstance():

push
ldr
mov
.LPC2_0:
add
ldr
mcr
cmp
popne
add
mov
bl
ldr
mcr

rmn

SLuIi’
mcr
.LBB2_4:
mov
mov
bl
mov
pop
mov
bl
bl
.LCPI2_o:
.long

{r4, r5, r6, 1lr}
r5, .LCPI2_©@
ré, #0

r5, pc, r5

re, [r5]

pl5, #0, r6, c7, cle, #5
ro, #0

{r4, r5, ré6, pc}

r4d, r5, #4

ro, r4
std::_1::mutex::lock()
re, [r5]

pl5, #0, r6, c7, clo, #5

mcr pl5, #9, r6

o

mcr pl5, #9, ril

pl5, #0, rl, c7, clo, #5

\o

r5, re

ro, rd
std::__1::mutex::unlock()
re, r5

{r4, r5, r6, pc}

ro, rd
std::__1::mutex::unlock()
__cxa_end_cleanup

.L_MergedGlobals-(.LPC2_0+8)

Just seq_cst

c/,

c/,

push
ldr
mov
.LPC2_0:
add
ldr
mcr
cmp
popne
add
mov
bl
ldr
cmp

hna

c10, #5

clo, #5

«LDDZ_“.
mov
mov
bl
mov
pop
mov
bl
bl

.LCPI2_0:

.long

Singleton::GetInstance():

{r4, r5, ri11, 1r}
rs, .LCPI2_©
rl, #0

r5, pc, r5
re, [r5]
pl5, #0, rl, c7, clo, #5
re, #0
{r4, r5, rll, pc}
r4d, r5, #4
ro, r4
std::__1::mutex::lock()
re, [r5]
ro, #0
I RR? 4

r5, re

ro, r4
std::__1::mutex::unlock()
re, r5

{r4, r5, rl1l, pc}

re, r4
std::__1::mutex::unlock()
__cxa_end_cleanup

.L_MergedGlobals-(.LPC2_0+8)

acquire / relaxed / release

ARM has a weak memory model, so more differences
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Differences with seq_cst

On x86-64, the only difference is in the store:

_ g singleton.store(tmp, std::memory_order_seq_cst) | g_singleton.store(tmp, std::memory_order_release)

Instruction xchg qword ptr [rip + g singleton], rcx mov qword ptr [rip + g singleton], rax

xchg involves a full memory barrier, so is costlier than mov

_ Latency - Intel Skylake Latency - AMD K7 From Agner Fog’s testing.

mov [mem],reg 1 1

xchg [mem],reg 23 16

However, the penalty is felt during the store —the fast path after that just reads and
there is no penalty.


https://www.agner.org/optimize/instruction_tables.pdf
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Differences with seq_cst

On armv7, the difference is both in load and store

e [cerabed ot

Inner load: ldr re, [r5] ldr ro, [r5]

const std::lock_guard<std::mutex> lock(g_mutex); mcr pl5, #0, r6, c7, clo, #5

tmp = g singleton.load(std::memory_order_seq_cst);

V.S

tmp = g singleton.load(std::memory_order_relaxed);

Final store: mcr pl5, #0, rl, c7, clO, #5 mcr pl5, #0, rl, c7, clo, #5
g singleton.store(tmp, std::memory_order_seq_cst); str ro, [r5] str ro, [r5]

V.S mcr pl5, #0, rl, c7, clO, #5

g singleton.store(tmp, std::memory order_release);
2 extra MCR instructions.
These are Data Memory Barrier (DMB) instructions.

Typical case = ~20-50 cycles for L2 Cache Latency.

Again, the penalty felt only during the inner load and store - the fast path is not
impacted.



What are C++11 Magic
Statics?



Singleton with magic statics

// singleton.cc

namespace {

std: :atomic<Singleton*> g singleton;
std: :mutex g mutex;

} // namespace

Singleton::Singleton() : v_(5) {}
Singleton::~Singleton() = default;

Singleton* Singleton::GetInstance() {
Singleton* tmp = g singleton.load(std::memory _order_acquire);
if ('tmp) {
const std::lock _guard<std::mutex> lock(g_mutex);
tmp = g _singleton.load(std::memory order relaxed);
if ('tmp) {
tmp = new Singleton;
g singleton.store(tmp, std::memory order_release);
}
}

return tmp;

// singleton.cc
Singleton::Singleton() : v_(5) {}
Singleton::~Singleton() = default;

C++11

——>

Singleton* Singleton::GetInstance() {
static auto* singleton = new Singleton;
return singleton;

}

With C++11, this function local static “magically”
works to handle all concurrency issues.

* No “explicit” atomics / mutex / DCLP.
* The compiler handles all thread-safety
machinery behind the scenes.



The standard guarantee

C++11 stmt.dcl/4 added the concurrent initialization clause.

Here’s the related portion from C++23 stmt.dcl/3

Dynamic initialization of a block variable with static storage duration or thread storage duration is performed the
first time control passes through its declaration; such a variable is considered initialized upon the completion of
its initialization.

Ifthe initialization exits by throwing an exception, the initialization is not complete, so it will be tried again the next
time control enters the declaration.

If control enters the declaration concurrently while the variable is being initialized, the concurrent execution shall
wait for completion of the initialization.

[Note 2: A conforming implementation cannot introduce any deadlock around execution of the initializer.
Deadlocks might still be caused by the program logic; the implementation need only avoid deadlocks due to its
own synchronization operations. — end note]

If control re-enters the declaration recursively while the variable is being initialized, the behavior is undefined.
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https://timsong-cpp.github.io/cppwp/n3337/stmt.dcl#4
https://timsong-cpp.github.io/cppwp/n4950/stmt.dcl#3
https://timsong-cpp.github.io/cppwp/n4950/basic.stc.static
https://timsong-cpp.github.io/cppwp/n4950/basic.stc.thread
https://timsong-cpp.github.io/cppwp/n4950/stmt.dcl#note-2

The standard guarantee

These rules mean the compiler must generate code that ensures:

Exactly-once initialization — only one thread runs the initializer.

Blocking — other threads wait until initialization completes.

Exception retry — if the initializer throws, the next thread to arrive retries

initialization (the variable is not considered initialized).

Visibility — after initialization, all threads see the fully constructed value.
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Retry on Exception

struct A {

AQ) {
static std::atomic<int> g attempt{0};

const int n = g _attempt.fetch _add(1l, std::memory order relaxed) + 1;

if (n <= 2) {
printf("A constructor throwing on attempt %d\n", n);
throw n;

}

// Succeeds only in attempt 3.

printf("A constructor succeeded on attempt %d\n", n);

}
~A() { puts("~A()"); }
void Foo() const { puts("A::Foo()"); }

}s

const A& get() {
const static A instance;

return instance;
} A constructor throwing on attempt 1

Caught exception in thread - exiting
A constructor throwing on attempt 2
A constructor succeeded on attempt 3
A::Foo()

A::Foo()

Caught exception in thread - exiting
all threads joined - exiting main

~A()

int main() {
std::thread threads[4];
for (auto& t : threads) {
t = std::thread([] {

try {

get().Foo();
} catch (int e) {

puts("Caught exception in thread - exiting");

}
})s

}
for (auto& t

t.join();
}

puts("all threads joined - exiting main");

}

: threads) {




Magic Statics: Where Did the Name Come from?

The term “magic statics” is not in the C++ standard. It is informal jargon.

The term is widely attributed to Stephan 1. Lavave], a Principal Software Engineer on the Microsoft Visual C++ team.

A 2011 public post by him also uses this term.

You're thinking of C++11 "magic statics” {my term). http://www.open-std.org/jtcl/sc22/wgl1/docs/papers/2008/n2660.htm

"Dynamic Initialization and Destruction with Concurrency”.

Meither VC10 nor GCC 4.6 implement magic statics (see hitp://blogs.msdn.com/b/vcblog/archive/2010/04/06/c-0x-core-
language-feature... and http://gcc.gnu.org/gec-4.6/cmlx status.html ). I've heard (but don't take my word for it) that GCC
currently ensures correctness here by taking a lock, which is far less desirable than the novel magic statics algorithm. VC does not

ensure correctness here,

We haven't yet revealed VC11's Core Language features, except for the bugfix-level ones that I've mentioned in passing (e.g.
lambdas v1.1).

Stephan T. Lavave)
Visual C++ Libraries Developer
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https://nuwen.net/stl.html
https://lists.boost.org/archives/list/boost@lists.boost.org/message/OODRZELNJS52OQXGTTBK3YVS4YSTDC7U/

What IS a Magic Static?

Not every static inside a function is “magic”.



Magic Static needs Dynamic Initialization

A function local static is a magic static when its initializer requires dynamic initialization — code that
must run at runtime.

int ComputeValue();

int GetValue() {
static const int value = ComputeValue(); // Vv Magic static.
return value;

}

struct A {
A(); // Does runtime work.

};

const A& GetA() {
static const A a; // v Magic static.
return a;

}

Singleton* Singleton::GetInstance() {
static auto* s = new Singleton; // v Magic static.
return s; // Heap allocation is runtime work.

}




What Is NOT a Magic Static?

When the compiler can fully evaluate the initializer at compile time, it is “not” a magic static.

int GetAnswer() {
static const int kAnswer = 42; // X Not magic.
return kAnswer;

}

double GetPi() {
static constexpr double kPi = 3.14; // X Not magic.
return kPi;

}

constexpr int Square(int x) {
return x * Xx;

}

int GetSquare() {
// constexpr function - value known at compile time.
static const int kval = Square(7); // X Not magic.
return kval;

}

struct A {
A() = default;

}s

const A& GetA() {
// Trivial constructor.
static const A a; // X Not magic.
return a;

}

const A& GetA2() {
// Trivial constructor.
static A a; // X Not magic.
return a;

}
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What about these?

struct A {
// Non-trivial constructor.

ACQ) {3
}s

const A& GetA() {
static const A a;
return a;

}

These are dependent on the compiler.
« MSVC with /01: “Not” magic statics.
* Clang/ GCC with -O3: Magic statics.

int ComputeValue() {
return 20;

}

int GetValue() {
static const int value = ComputeValue();
return value;

}

int GetValue2() {
static int value = ComputeValue();
return value;

}

This is allowed by basic.start.static#3
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https://timsong-cpp.github.io/cppwp/n4950/basic.start.static#3

Lambda: C++14 / C++17/

int GetConfig() {
static const int kConfig = [] { return 42; }();
return kConfig;

}

C++17 allowed lambda to become constexpr.

C++17 expr.prim.lambda.closure/4 made the rule change from C++14

So, in C++14:

* Magic statics in clang/ GCC.

* “Not” magic statics in MSVC

And in C++17:

* “Not” magic statics in clang / GCC / MSVC.
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https://timsong-cpp.github.io/cppwp/n4659/expr.prim.lambda.closure#4
https://timsong-cpp.github.io/cppwp/n4659/expr.prim.lambda.closure#4
https://timsong-cpp.github.io/cppwp/n4659/expr.prim.lambda.closure#4
https://timsong-cpp.github.io/cppwp/n4659/expr.prim.lambda#3

Magic static: Destruction

Magic static objects with destructors are destroyed as part of the call to std::exit.

Returning from main invokes std::exit.

So, destructors of magic static objects are called after main has exited.

If the completion of the constructor or dynamic initialization of an object with static storage duration strongly
happens before that of another, the completion of the destructor of the second is sequenced before the initiation
of the destructor of the first (from basic.start.term)

Strongly happens before is defined in intro.races

In simpler terms - for the same thread, if one magic static A’s creation is completed before another B’s,
they will be destroyed in the reverse order — destroy B, destroy A.
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https://timsong-cpp.github.io/cppwp/n4950/basic.start.term
https://timsong-cpp.github.io/cppwp/n4950/basic.start.main#5
https://timsong-cpp.github.io/cppwp/n4950/basic.start.term#3
https://timsong-cpp.github.io/cppwp/n4950/intro.races#12

Magic static: Destruction

class A {
A() { puts("A()"); }
~A() { puts("~A()"); }
public:
static const A& Get() {
static const A a;
return a;

}
}s

class B {
B() {
// First get A.
A::Get();
puts("B()");
}
~B() { puts("~B()"); }
public:
static const B& Get() {
static const B b;
return b;

}
}s

class C {
C() { puts("C()"); }
~C() { puts("~C()"); }
public:
static const C& Get() {
static const C c;
return c;

}
}s

Thread ©

A()

B()
Thread 6 - Exit

Thread 1

c()

Thread 1 - Exit
Thread 2

Thread 2 - Exit
Thread 3

Thread 3 - Exit
all threads joined - exiting main
~C()

~B()

~A()

int main() {
std: :thread threads[4];
for (auto i = Quz; i < std::size(threads); ++i) {
threads[i] = std::thread([i] {
printf("Thread %zu\n", i);
if (i % 2 == 0) {
B::Get();
} else {
C::Get();
}
printf("Thread %zu - Exit\n", i);
1)

}
for (auto& t

t.join();
}

puts("all threads joined - exiting main");

}

: threads) {

A gets constructed before B, so they get destroyed in
the reverse order, B is destroyed before A.
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Magic static: Destruction: atexit

atexit can be used to run code after main.

void Foo() { Exiting main void Foo() { int main() { Exiting main
puts("Foo()"); Foo() puts("Foo()"); atexit(Foo); Bar()

} } atexit(Bar); Foo()

puts("Exiting main");

int main() { void Bar() { }
atexit(Foo); puts("Bar()");
puts("Exiting main"); }

}

The calls are ordered - the functions are called in the reverse order
of registration.

Interaction between atexit and magic statics.

basic.start.term/5: describes it in details.

Explained in simpler terms - if a magic static A creation is completed before atexit(Func) registration, A’s
destruction is sequenced after the Func function’s execution. And the reverse is also true.


https://timsong-cpp.github.io/cppwp/n4950/basic.start.term#5
https://timsong-cpp.github.io/cppwp/n4950/basic.start.term#5

Magic static

: Destruction: Interaction with atexit
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void Foo() {
puts("Foo()");
}

void Bar() {
puts("Bar()");
}

struct A { int main() { A()

A() { atexit(Foo); Exiting main
atexit(Bar); IE’ static const A a; f:?g)
puts("A()"); atexit(Baz); Bar()

} puts("Exiting main"); Foo()

} ~A() { puts("~A()"); } }

void Baz() {
puts("Baz()");
}

Foo (A), Bar (B) are registered “before” the magic static A’s initialization is
complete, so their calls are sequenced “after” the A’s destruction.

Baz (C) is registered “after” the magic static A’s initialization is complete, so it
gets called before it’s destructor.

struct A {
A() { puts("A()"); }
~A() { puts("~A()"); }
¥

int main() {
atexit(Foo);

void Foo() {
puts(“Foo() - start");
static const A a;
puts(“Foo() - end");

}

puts("Exiting main"); This may be undefined behaviorin C++
} standard
Exiting main .
Foo() - start support.start.term mentions:
A() : - .
Foo() - end It is unspecified whether a call to atexit() that does not
~A() happen before a call to exit() will succeed.



https://timsong-cpp.github.io/cppwp/n4950/support.start.term#6

Magic static: Destruction: Exception

basic.start.term/3: If the destruction of an object with static or thread storage duration exits via an exception, the

function std::terminate is called ([except.terminate]).

int g a = 0;

void Foo() {
puts(“Foo()");
if (g.a > 1) {
throw 10;
}
}

struct A {
A() { puts("A()"); }
~A() A
puts("~A()");
Foo();
}
}s

int main(int args, const char**) {
static const A a;
g a = args;
puts("Exiting main");

}

If this exe is invoked without any arguments, it works fine and outputs:

A()

Exiting main

~A()
Foo()

If this exe is invoked with arguments, we hit the exception path and
terminate:

terminate called after throwing an instance of 'int'
Program terminated with signal: SIGSEGV
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https://timsong-cpp.github.io/cppwp/n4950/basic.start.term#3
https://timsong-cpp.github.io/cppwp/n4950/basic.start.term#3
https://timsong-cpp.github.io/cppwp/n4950/except.terminate
https://timsong-cpp.github.io/cppwp/n4950/except.terminate
https://timsong-cpp.github.io/cppwp/n4950/except.terminate
https://timsong-cpp.github.io/cppwp/n4950/basic.start.term#3.sentence-5

The Algorithm(s) Behind
the Magic

N2660 — The Burrows Epoch Algorithm



WG21 Paper: N2660 A— 78

Dynamic Initialization and Destruction with Concurrency

ISO/IEC JTC1 SC22 WG21 N2660 = 08-0170 - 2008-06-13

Lawrence Crowl, crowl@google.com, Lawrence@Crowl.org @

One part of this proposal was about “initialization of function-local static-duration objects”.

This proposal exploits properties of a new algorithm for fast synchronized initialization by Mike Burrows

of Google. (See the appendix for an implementation and an argument for its correctness.) The algorithm
has three attributes significantto its use here.

* The "already initialized" check (e.g. for function-local static-duration objects already initialized) requires

only one additional regular load over a non-concurrent check, presuming a fast implementation
of N2280 Thread-Local Storage.

* The initialization does not occur while holding any lock required by the synchronization mechanism.

* The algorithm is portable.


https://www.open-std.org/jtc1/sc22/wg21/docs/papers/2008/n2660.htm
https://www.open-std.org/jtc1/sc22/wg21/docs/papers/2007/n2280.html
https://www.open-std.org/jtc1/sc22/wg21/docs/papers/2007/n2280.html
https://www.open-std.org/jtc1/sc22/wg21/docs/papers/2007/n2280.html

Mike Burrows Algorithm

Each function-local static gets a guard variable — a single integer that tracks its initialization state.

The algorithm uses a single mutex and a single condition variable shared across all function-local statics in a
binary.

Variable Type Purpose Count for 1 CountforN
magic static | magic statics

guard integer (per static) Tracks init state of each static | 1 N
global_epoch | integer (global) Counter, incremented once 1 1
per completed init.
thread_epoch | integer (thread local) The thread’s “last known” 1 per thread 1 per thread
epoch
mu mutex (global) Protects global_epoch and 1 1

guard, thread_epoch writes.

cVv condition variable (global) Wakes threads waiting foran | 1 1
init to finish




Mike Burrows Algorithm

Header fast_pthread_once.h:

typedef sig atomic_t fast pthread once_ t;
#define FAST_PTHREAD ONCE_INIT SIG_ATOMIC_MAX
extern _ thread fast pthread once t fast pthread once per thread epoch;

#ifdef __cplusplus \\\\\\\\“\\\\\\» Thread local

extern "C" {
#endif

extern void fast_pthread once(pthread once t* once, void (*func)(void));

inline static void fast pthread once_inline(fast_pthread_once_t* once,
void (*func)(void)) {
fast_pthread once t x = *once; /* unprotected access */
if (x > _fast _pthread once_per_thread_epoch) {
fast _pthread once(once, func);

}
} \\\\\\\\\\*>Skvaath

#ifdef _ cplusplus

}
#tendif
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Mike Burrows Algorithm

Source fast_pthread_once.cc:

static pthread mutex t mu = PTHREAD MUTEX INITIALIZER;
/* protects global epoch and all fast pthread once t writes */

static pthread cond t cv = PTHREAD COND INITIALIZER;
/* signalled whenever a fast pthread once t is finalized */

#tdefine BEING_INITIALIZED (FAST_PTHREAD ONCE_INIT - 1)

static fast _pthread once t global epoch = 0; /* under mu */
__thread fast pthread once t fast pthread once per thread epoch;
static void check(int x) {

if (x == 0)
abort();
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Mike Burrows Algorithm

Source fast_pthread_once.cc:

void fast pthread once( fast pthread once_t *once, void (*func)(void) ) {

/*01*/ fast_pthread once t x = *once; /* unprotected access */
/*02*/ if ( x > fast pthread once_per_thread epoch ) {
/*03*/ check( pthread mutex_lock(&mu) == 0 );
/*04%*/ if ( *once == FAST PTHREAD ONCE_INIT ) {
/*05%*/ *once = BEING _INITIALIZED;
/*06*/ check( pthread mutex _unlock(&mu) == 0 );
/*07*/ (*func)();
/*08*/ check( pthread mutex lock(&mu) == 0 );
/*09%*/ global epoch++;
/*10*/ *once = global epoch;
/*¥11%*/ check( pthread cond broadcast(&cv) == 0 );
/*¥12%*/ } else {
/*13%/ while ( *once == BEING_INITIALIZED ) {
/*14*/ check( pthread cond wait(&cv, &mu) == 0 );
/*15%/ }
/*16%*/ }
/*17%/ _fast_pthread once per_thread epoch = global epoch;
/*18*/ check (pthread mutex_unlock(&mu) == 0);
}

}




Mike Burrows Algorithm (Simplified)

// Per-static variable:
int guard = NOT_YET_INIT,;

// Global shared state:

int global epoch = 0; // protected by mu
mutex mu;

condition variable cv;

// Per-thread (TLS):
thread _local int thread epoch = 0;

inline void maybe init(int& guard, void (*init func)()) {

}

int x = guard; // (1) Unprotected load.

if (x > thread _epoch) { // (2) Compare with thread™~pcal epoch.
slow path(guard, init func); // Only called if needed.

}

(1), (2) and return is the “fast”
path.

This “does not” need any locks /
atomics.

Needs read only from thread_local and a global (guard variable)

N

We will see later why this “unprotected load” works.
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Mike Burrows Algorithm (Simplified)
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void slow_path(int& guard, void (*init_func)())

{
int x = guard; // Unprotected read. /

if (x > thread epoch) { // Still needs attention?

lock(mu);

if (guard == NOT_YET _INIT) { // First thread to arrive.
guard = BEING_INIT; //  Claim ownership.
unlock(mu); //  RELEASE LOCK.

init_func(); //  >>> RUN INITIALIZER <<<
lock(mu); //  Reacquire.
global epoch++; //  Advance epoch.

//
//

guard = global epoch;
broadcast(cv);
} else {
while (guard
wait(cv, mu);

Wake all waiters.

BEING _INIT) { // Wait for compl

}

}
thread _epoch = global epoch;
unlock(mu);

// Update thread-local epoch.

— We will look at this later.

Otherwise, the guard variable is written
/ read under lock.

The “init function” runs without any locks.
So, the algorithm itself is deadlock free.

global_epoch and thread_epoch are
updated under lock.




Mike Burrows Algorithm (Simplified)

void slow_path(int& guard, void (*init_func)()) {
int x = guard; // Unprotected read.
if (x > thread epoch) { // Still needs attention?

lock(mu);

if (guard == NOT_YET _INIT) { // First thread to arrive.
guard = BEING_INIT; //  Claim ownership.
unlock(mu); //  RELEASE LOCK.

// >>> RUN INITIALIZER <<<

init_func();

T~

lock(mu); //  Reacquire.

global epoch++; //  Advance epoch.
guard = global epoch; // Mark complete.
broadcast(cv); //  Wake all waiters.

} else {
while (guard
wait(cv, mu);

BEING_INIT) { // Wait for completion.

}

}
thread _epoch = global epoch;
unlock(mu);

// Update thread-local epoch.
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Guard variable state:

1. NOT_YET_INIT - Default state.

2. BEING_INIT -Some thread (only one) is
initializing.

Epoch (a number) - Initialization
completed - by only one thread, same
thread as above.

3.

The “init_func” will be called “only once”
—_ foraguard variable.

Because only the thread that sets guard
= BEING_INIT can call it.
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Mike Burrows Algorithm (Simplified)

void slow_path(int& guard, void (*init func)()) { Guard variable state:
int x = guard; // Unprotected read.
if (x > thread epoch) { // Still needs attention? 1. NOT_YET_INIT - Default state. |
lock(mu); 2. BEING_INIT -Some thread (only one) is
if (guard == NOT_YET_INIT) { // First thread to arrive. initializing. o
gual"d = BEING_INIT; // Claim owner\ship. 3. EPOCh (a number)—|n|t|al|zat|on
unlock(mu); //  RELEASE LOCK. completed - by only one thread, same

thread as above.

init_func(); //  >>> RUN INITIALIZER <<<
global_epoch - starts with 0 and then

lock(mu); //  Reacquire. advances by 1, every time an initialization is
global epoch++; <« 77 Advance epoch. completed.-0,1, 2, 3...
guard = global epoch; // Mark complete.
broadcast(cv); //  Wake all waiters. guard: NOT_YET_INIT, BEING_INIT,
} else { global_epoch-when-init-complete.

while (guard == BEING_INIT) { // Wait for completion.
wait(cv, mu);
}

} - thread_epoch - starts with 0 and gets set to
thread_epoch = global_epoch; // Update thread-local epoch. global_epoch value when that thread’s slow

unlock(mu); path completed. -0, [1.. N], ..

} Possible progression: 0, 2, 3, 6..




Mike Burrows Algorithm (Simplified)

void slow_path(int& guard, void (*init_func)()) {

int x = guard; // Unprotected read.
if (x > thread epoch) { // Still needs attention?
lock(mu);
if (guard == NOT_YET _INIT) { // First thread to arrive.
guard = BEING_INIT; //  Claim ownership.
unlock(mu); //  RELEASE LOCK.

init_func(); //  >>> RUN INITIALIZER <<<

lock(mu); //  Reacquire.

global epoch++; //  Advance epoch.

guard = global epoch; // Mark complete.

broadcast(cv); //  Wake all waiters.
} else {

while (guard == BEING INIT) { // Wait for completion.
wait(cv, mu);
}
}

unlock(mu);

global_epoch - starts with 0 and then
advances by 1, every time an initialization is
completed.-0,1, 2, 3 ...

guard: NOT_YET_INIT, BEING_INIT,
global_epoch-when-init-complete.

In the proposal:

e NOT_YET_INIT =SIG_ATOMIC_MAX

« BEING_INIT =SIG_ATOMIC_MAX -1

e epoch-canbe (0,1, 2,...), always less
than BEING_INIT.

These three value ranges never overlap.

SIG_ATOMIC_MAX = Ox7fffffff
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thread _epoch = global epoch; // Update thread-local epoch.

Possible progressions:

o Ox7fffffff, Ox7ffffffe, 1

o Ox7fffffff, Ox7ffffffe, 3
o Ox7fffffff, Ox7ffffffe, 20




Example transformation of code

// Function that does some calculation.
int Foo();

int GetFoo() {
static const int s _foo = Foo();
return s_foo;

}

int s foo guard = ex7fffffff; // NOT_YET INIT
int s_foo;

static int global epoch = 0;
thread local int thread epoch = 0;

void SetFoo() {
s_foo = Foo();

}

int GetFoo() {
if (s_foo _guard > thread _epoch) {
slow _path(s foo guard, &SetFoo);

}

return s_foo;

}
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Walkthrough for a single thread

int Foo() { return 42; }

void SetFoo() {
s _foo = Foo();

}

int GetFoo() {
if (s_foo_guard > thread _epoch) {
slow path(s_foo_guard, &SetFoo);
}

return s_foo;

}
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To make it easier to following, we will make
some further simplifications:

* NOT_YET_INIT=100

 BEING_INIT =99

void slow_path(int& guard, void (*init_func)()) {
// Unprotected read.

int x = guard;

if (x > thread_epoch) { // Still needs attention?
lock(mu);
if (guard == NOT_YET_INIT) { // First thread to arrive.
guard = BEING_INIT;

}

}

thread _epoch = global epoch;

unlock(mu);

init_func(); //

lock(mu);
global epoch++;

//  Claim ownership.
// RELEASE LOCK.

>>> RUN INITIALIZER <<X

//
//

guard = global_epoch; //

broadcast(cv);
else {

while (guard ==

wait(cv, mu);

}

unlock(mu);

//

Reacquire.
Advance epoch.
Mark complete.
Wake all waiters.

BEING_INIT) { // Wait for completion.

// Update thread-local epoch.




Walkthrough for a single thread

int Foo() { return 42; }

void SetFoo() {
s _foo = Foo();

}

int GetFoo() {
if (s_foo_guard > thread _epoch) {
slow path(s_foo_guard, &SetFoo);
}

return s_foo;

}
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To make it easier to following, we will make
some further simplifications:

* NOT_YET_INIT=100

 BEING_INIT =99

void slow_path(int& guard, void (*init_func)()) {

int x = guard;

// Unprotected read.

if (x > thread_epoch) { // Still needs attention?

lock(mu);

if (guard == 100) { // First thread to arrive.

guard = 99; //
unlock(mu);

init_func(); //

lock(mu); //

global epoch++; //

guard = global epoch; //

broadcast(cv); //
} else {

while (guard == 99) { //
wait(cv, mu);
}

}
thread _epoch = global epoch;

unlock(mu);

Claim ownership.

// RELEASE LOCK.

>>> RUN INITIALIZER <<X

Reacquire.
Advance epoch.
Mark complete.
Wake all waiters.

Wait for completion.

// Update thread-local epoch.




Walkthrough for a single thread

int Foo() { return 42; }

void SetFoo() {
s _foo = Foo();

}

91

int GetFoo() {
if (s_foo_guard > thread _epoch) {
slow path(s_foo_guard, &SetFoo);
}

return s_foo;

}

Time t0

s_foo_guard 100

global_epoch |©

thread_epoch | @

s_foo 0

void slow_path(int& guard, void (*init_func)()) {
int x = guard; // Unprotected read.
if (x > thread_epoch) { // Still needs attention?

lock(mu);

if (guard == 100) { // First thread to arrive.
guard = 99; //  Claim ownership.
unlock(mu); // RELEASE LOCK.

init_func(); //  >>> RUN INITIALIZER <<<

lock(mu); //

global epoch++; //

guard = global epoch; //

broadcast(cv); //
} else {

while (guard == 99) { //
wait(cv, mu);
}
}
thread _epoch = global epoch;
unlock(mu);

Reacquire.
Advance epoch.
Mark complete.
Wake all waiters.

Wait for completion.

// Update thread-local epoch.




Walkthrough for a single thread

int Foo() { return 42; }

void SetFoo() {
s _foo = Foo();

}

int GetFoo() {
if (s_foo_guard > thread epoch) { <=mmmt1
slow path(s_foo_guard, &SetFoo);

}

return s_foo;

}
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Time t0

s_foo_guard 100

global_epoch |©

thread_epoch | @

s_foo 0

void slow_path(int& guard, void (*init_func)()) {
int x = guard; // Unprotected read.
if (x > thread_epoch) { // Still needs attention?

lock(mu);

if (guard == 100) { // First thread to arrive.
guard = 99; //  Claim ownership.
unlock(mu); // RELEASE LOCK.

init_func(); //  >>> RUN INITIALIZER <<<

lock(mu); //

global epoch++; //

guard = global epoch; //

broadcast(cv); //
} else {

while (guard == 99) { //
wait(cv, mu);
}
}
thread _epoch = global epoch;
unlock(mu);

Reacquire.
Advance epoch.
Mark complete.
Wake all waiters.

Wait for completion.

// Update thread-local epoch.




Walkthrough for a single thread

void SetFoo() {
s _foo = Foo();

}

int Foo() { return 42; }

93

int GetFoo() {

}

return s_foo;

}

if (s_foo_guard > thread _epoch) {
slow_path(s_foo guard, &SetFoo); <mmmmt2

s_foo

Time to

s_foo_guard 100

global_epoch |©

thread_epoch | @
)

void slow_path(int& guard, void (*init_func)()) {
int x = guard; // Unprotected read.
if (x > thread_epoch) { // Still needs attention?

lock(mu);

if (guard == 100) { // First thread to arrive.
guard = 99; //  Claim ownership.
unlock(mu); // RELEASE LOCK.

init_func(); //  >>> RUN INITIALIZER <<<

lock(mu); //

global epoch++; //

guard = global epoch; //

broadcast(cv); //
} else {

while (guard == 99) { //
wait(cv, mu);
}
}
thread _epoch = global epoch;
unlock(mu);

Reacquire.
Advance epoch.
Mark complete.
Wake all waiters.

Wait for completion.

// Update thread-local epoch.




Walkthrough for a single thread

int Foo() { return 42; }

void SetFoo() {
s _foo = Foo();

}

int GetFoo() {
if (s_foo_guard > thread _epoch) {
slow path(s_foo_guard, &SetFoo);
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void slow_path(int& guard, void (*init_func)()) {

t3 mmm) int x = guard; // Unprotected read.
if (x > thread_epoch) { // Still needs attention?
lock(mu);
if (guard == 100) { // First thread to arrive.
guard = 99; //  Claim ownership.
unlock(mu); // RELEASE LOCK.

}
return s_foo;

} lock(mu); //
global epoch++; //
guard = global epoch; //

Time {0 broadcast(cv); //

} else {

s_foo_guard 100

while (guard == 99) { //

global_epoch |©

wait(cv, mu);

}

thread_epoch | @

}
thread _epoch = global epoch;

s_foo 0

unlock(mu);

init_func(); //  >>> RUN INITIALIZER <<<

Reacquire.
Advance epoch.
Mark complete.
Wake all waiters.

Wait for completion.

// Update thread-local epoch.




Walkthrough for a single thread

int Foo() { return 42; }

void SetFoo() {
s _foo = Foo();

}

int GetFoo() {
if (s_foo_guard > thread _epoch) {
slow path(s_foo_guard, &SetFoo);

95

void slow_path(int& guard, void (*init_func)()) {

int x = guard; // Unprotected read.
t4 o) if (x > thread_epoch) { // Still needs attention?
lock(mu);
if (guard == 100) { // First thread to arrive.
guard = 99; //  Claim ownership.
unlock(mu); // RELEASE LOCK.

}
return s_foo;

} lock(mu); //
global epoch++; //
guard = global epoch; //

Time {0 broadcast(cv); //

} else {

s_foo_guard 100

while (guard == 99) { //

global_epoch |©

wait(cv, mu);

}

thread_epoch | @

}
thread _epoch = global epoch;

s_foo 0

unlock(mu);

init_func(); //  >>> RUN INITIALIZER <<<

Reacquire.
Advance epoch.
Mark complete.
Wake all waiters.

Wait for completion.

// Update thread-local epoch.




Walkthrough for a single thread

int Foo() { return 42; }

void SetFoo() {
s _foo = Foo();

}

int GetFoo() {
if (s_foo_guard > thread _epoch) {
slow path(s_foo_guard, &SetFoo);
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void slow_path(int& guard, void (*init_func)()) {

int x = guard; // Unprotected read.
if (x > thread_epoch) { // Still needs attention?
lock(mu);
t5 mmmm) if (guard == 100) { // First thread to arrive.
guard = 99; //  Claim ownership.
unlock(mu); // RELEASE LOCK.

init_func(); //  >>> RUN INITIALIZER <<<

}
return s_foo; )
} lock(mu); //  Reacquire.
global epoch++; //  Advance epoch.
guard = global epoch; // Mark complete.
Time t0 broadcast(cv); //  Wake all waiters.
} else {

s_foo_guard 100

while (guard == 99) { // Wait for completion.

global_epoch |©

wait(cv, mu);

}

thread_epoch | @

}
thread _epoch = global epoch; // Update thread-local epoch.

s_foo 0

unlock(mu);




Walkthrough for a single thread

void SetFoo() {
s _foo = Foo();

}

int Foo() { return 42; }

int GetFoo() {

}

return s_foo;

if (s_foo_guard > thread _epoch) {
slow path(s_foo_guard, &SetFoo);
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void slow_path(int& guard, void (*init_func)()) {

int x = guard; // Unprotected read.
if (x > thread_epoch) { // Still needs attention?
lock(mu);
if (guard == 100) { // First thread to arrive.
t6 =) guard = 99; //  Claim ownership.
unlock(mu); // RELEASE LOCK.

init_func(); //  >>> RUN INITIALIZER <<<

s_foo

} lock(mu); //  Reacquire.
global epoch++; //  Advance epoch.
guard = global epoch; // Mark complete.
Time t0 t6 broadcast(cv); //  Wake all waiters.
} else {
s_foo_guard 100 | 99 while (guard == 99) { // Wait for completion.
wait(cv, mu);
global_epoch |®© 9 }
}
thread_epoch | © ° thread _epoch = global epoch; // Update thread-local epoch.
0 0 unlock(mu);




Walkthrough for a single thread

void SetFoo() {
s _foo = Foo();

}

int Foo() { return 42; }

int GetFoo() {

}

return s_foo;

}

if (s_foo_guard > thread _epoch) {
slow path(s_foo_guard, &SetFoo);
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t7 =)

s_foo

Time t0O |t6 |[t7
s_foo_guard 166 |99 |99
global_epoch |© 0 i
thread_epoch | @ 0 0
) 0 42

void slow_path(int& guard, void (*init_func)()) {
int x = guard;
if (x > thread_epoch) { // Still needs attention?

// Unprotected read.

lock(mu);

if (guard == 100) { // First thread to arrive.
guard = 99; //  Claim ownership.
unlock(mu); // RELEASE LOCK.

init_func(); //  >>> RUN INITIALIZER <<<

lock(mu); //  Reacquire.

global epoch++; //  Advance epoch.

guard = global epoch; // Mark complete.

broadcast(cv); //  Wake all waiters.
} else {

while (guard == 99) { // Wait for completion.
wait(cv, mu);
}

}
thread _epoch = global epoch; // Update thread-local epoch.

unlock(mu);




Walkthrough for a single thread

void SetFoo() {
s _foo = Foo();

}

int Foo() { return 42; }

int GetFoo() {

}

return s_foo;

}

if (s_foo_guard > thread _epoch) {
slow path(s_foo_guard, &SetFoo);
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t8 mmmm)

s_foo

Time t0O |t6 |[t7 t8
s_foo_guard 100 | 99 |99 99
global_epoch |© 0 0 1
thread_epoch |© 0 0 0
) 0 42 42

int x = guard;

lock(mu);

void slow_path(int& guard, void (*init_func)()) {
// Unprotected read.
if (x > thread_epoch) { // Still needs attention?

if (guard == 100) { // First thread to arrive.
guard = 99; //  Claim ownership.

unlock(mu);

// RELEASE LOCK.

init_func(); //  >>> RUN INITIALIZER <<<

lock(mu); //

global epoch++; //

guard = global epoch; //

broadcast(cv); //
} else {

while (guard == 99) { //
wait(cv, mu);
}
}
thread _epoch = global epoch;
unlock(mu);

Reacquire.
Advance epoch.
Mark complete.
Wake all waiters.

Wait for completion.

// Update thread-local epoch.




Walkthrough for a single thread

void SetFoo() {
s _foo = Foo();

}

int Foo() { return 42; }

int GetFoo() {

}

return s_foo;

}

if (s_foo_guard > thread _epoch) {
slow path(s_foo_guard, &SetFoo);

Time t0O |t6 |[t7 t8 |19
s_foo_guard 100 | 99 |99 99 |1
global_epoch |®© 0 0 1 1
thread_epoch |© 0 0 0 0
s_foo 0 0 42 42 |42

100

t9

void slow_path(int& guard, void (*init_func)()) {
int x = guard; // Unprotected read.
if (x > thread_epoch) { // Still needs attention?

lock(mu);

if (guard == 100) { // First thread to arrive.
guard = 99; //  Claim ownership.
unlock(mu); // RELEASE LOCK.

init_func(); //  >>> RUN INITIALIZER <<<

lock(mu); //  Reacquire.
global epoch++; //  Advance epoch.
mmm) guard = global epoch; // Mark complete.
broadcast(cv); //  Wake all waiters.
} else {

while (guard == 99) { // Wait for completion.

wait(cv, mu);
}
}

thread _epoch = global epoch; // Update thread-local epoch.

unlock(mu);




Walkthrough for a single thread

void SetFoo() {
s _foo = Foo();

}

int Foo() { return 42; }

int GetFoo() {

}

return s_foo;

}

if (s_foo_guard > thread _epoch) {
slow path(s_foo_guard, &SetFoo);

Time t0 t6 |t/ t8 t9 t10
s_foo_guard 100 |99 |99 99 |1 1
global_epoch |© 0 ) 1 1 1
thread_epoch |© e e 0 0 1
s_foo ) 0 42 42 |42 42
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t10

void slow_path(int& guard, void (*init_func)()) {
int x = guard; // Unprotected read.
if (x > thread_epoch) { // Still needs attention?

lock(mu);

if (guard == 100) { // First thread to arrive.
guard = 99; //  Claim ownership.
unlock(mu); // RELEASE LOCK.

init_func(); //  >>> RUN INITIALIZER <<<

lock(mu); //  Reacquire.

global epoch++; //  Advance epoch.

guard = global epoch; // Mark complete.

broadcast(cv); //  Wake all waiters.
} else {

while (guard == 99) { // Wait for completion.
wait(cv, mu);
}
}
mmm) thread _epoch = global epoch; // Update thread-local epoch.
unlock(mu);

}
}




Walkthrough for a single thread

void SetFoo() {
s _foo = Foo();

}

int Foo() { return 42; }

int GetFoo() {

if (s_foo_guard > thread _epoch) {
slow path(s_foo_guard, &SetFoo);
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}

return s_foo; <=mmmt11 Returns 42
}
Time t0 t6 t7 t8 t9 t10
s_foo_guard 100 |99 |99 99 |1 1
global_epoch |© 0 ) 1 1 1
thread_epoch |© 0 0 0 0 1
s_foo 0 0 42 42 | 42 42

void slow_path(int& guard, void (*init_func)()) {
// Unprotected read.
if (x > thread_epoch) { // Still needs attention?

int x = guard;

lock(mu);

if (guard == 100) { // First thread to arrive.
guard = 99; //  Claim ownership.
unlock(mu); // RELEASE LOCK.

init_func(); //  >>> RUN INITIALIZER <<<

lock(mu); //

global epoch++; //

guard = global epoch; //

broadcast(cv); //
} else {

while (guard == 99) { //
wait(cv, mu);
}
}
thread _epoch = global epoch;
unlock(mu);

Reacquire.
Advance epoch.
Mark complete.
Wake all waiters.

Wait for completion.

// Update thread-local epoch.




Walkthrough for a single thread: second call

int Foo() { return 42; }

void SetFoo() {
s _foo = Foo();

}

int GetFoo() {
if (s_foo_guard > thread_epoch) { <{=mmmt12
slow path(s_foo_guard, &SetFoo);
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}

return s_foo;
}
Time t0 |t6 |[t7 t8 |19 t10
s_foo_guard 100 [ 99 |99 99 |1 1
global_epoch |© 0 ) 1 1 1
thread_epoch |© e e 0 0 1
s_foo 0 0 42 42 | 42 42

void slow_path(int& guard, void (*init_func)()) {
int x = guard; // Unprotected read.
if (x > thread_epoch) { // Still needs attention?

lock(mu);

if (guard == 100) { // First thread to arrive.
guard = 99; //  Claim ownership.
unlock(mu); // RELEASE LOCK.

init_func(); //  >>> RUN INITIALIZER <<<

lock(mu); //

global epoch++; //

guard = global epoch; //

broadcast(cv); //
} else {

while (guard == 99) { //
wait(cv, mu);
}
}
thread _epoch = global epoch;
unlock(mu);

Reacquire.
Advance epoch.
Mark complete.
Wake all waiters.

Wait for completion.

// Update thread-local epoch.




Walkthrough for a single thread: second call

void SetFoo() {
s _foo = Foo();

}

int Foo() { return 42; }

int GetFoo() {

}

if (s_foo_guard > thread _epoch) {
slow path(s_foo_guard, &SetFoo);

return s_foo; 4=mmmt13 = Returns 42, without
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} going into slow_path
Time t0 |t6 |17 t8 |19 t10
s_foo_guard 100 |99 |99 99 |1 1
global_epoch |© 0 ) 1 1 1
thread_epoch | © 0 0 0 0 1
s_foo 0 0 42 42 |42 42

void slow_path(int& guard, void (*init_func)()) {
// Unprotected read.
if (x > thread_epoch) { // Still needs attention?

int x = guard;

lock(mu);

if (guard == 100) { // First thread to arrive.
guard = 99; //  Claim ownership.
unlock(mu); // RELEASE LOCK.

init_func(); //  >>> RUN INITIALIZER <<<

lock(mu); //

global epoch++; //

guard = global epoch; //

broadcast(cv); //
} else {

while (guard == 99) { //
wait(cv, mu);
}
}
thread _epoch = global epoch;
unlock(mu);

Reacquire.
Advance epoch.
Mark complete.
Wake all waiters.

Wait for completion.

// Update thread-local epoch.




Walkthrough: 2 threads racing

int Foo() { return 42; }

void SetFoo() {

t1

s _foo = Foo();
}
Time t0
s_foo_guard 100

global_epoch 0

thread1_epoch | @

thread2_epoch | ©

s_foo 0

void slow_path(int& guard, void (*init_func)()) {
int x = guard;

mmm) if (x > thread_epoch) { <(=mmt1

lock(mu);

if (guard == 100) {
guard = 99;
unlock(mu);

init_func();

lock(mu);
global epoch++;
guard = global epoch;
broadcast(cv);
} else {
while (guard == 99) {
wait(cv, mu);
}
}
thread _epoch = global epoch;
unlock(mu);
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Walkthrough: 2 threads racing

void SetFoo() {
s _foo = Foo();

int Foo() { return 42; }

t2 ommp

}

Time t0
s_foo_guard 100
global_epoch 0
thread1_epoch | @
thread2_epoch | ©
s_foo %)

void slow path(int& guard, void (*init func)()) {
int x = guard;
if (x > thread_epoch) { <==mt1

lock(mu);

if (guard == 100) {
guard = 99;
unlock(mu);

init_func();

lock(mu);
global epoch++;
guard = global epoch;
broadcast(cv);
} else {
while (guard == 99) {
wait(cv, mu);
}
}
thread _epoch = global epoch;
unlock(mu);
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Walkthrough: 2 threads racing

void SetFoo() {
s _foo = Foo();

int Foo() { return 42; }

t2 ommp

}

Time t0
s_foo_guard 100
global_epoch 0
thread1_epoch | @
thread2_epoch | ©
s_foo %)

void slow_path(int& guard, void (*init_func)()) {
int x = guard;
if (x > thread _epoch) {

lock(mu); i t3
if (guard == 100) {

guard = 99;

unlock(mu);

init_func();

lock(mu);
global epoch++;
guard = global epoch;
broadcast(cv);
} else {
while (guard == 99) {
wait(cv, mu);
}
}
thread _epoch = global epoch;
unlock(mu);
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Walkthrough: 2 threads racing

int Foo() { return 42; }

void SetFoo() {

s _foo = Foo();
}

t4 =)

Time t0
s_foo_guard 100
global_epoch 0
thread1_epoch | @
thread2_epoch | ©
s_foo 0 }

void slow_path(int& guard, void (*init_func)()) {

int x = guard;
if (x > thread _epoch) {
lock(mu); i t3
if (guard == 100) {
guard = 99;
unlock(mu);

init_func();

lock(mu);
global epoch++;
guard = global epoch;
broadcast(cv);
} else {
while (guard == 99) {
wait(cv, mu);
}
}
thread _epoch = global epoch;
unlock(mu);

Waits on the lock
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Walkthrough: 2 threads racing

void SetFoo() {
s _foo = Foo();

int Foo() { return 42; }

tS5

}

Time t0 |15
s_foo_guard 100 | 99
global_epoch 0 0
thread1_epoch | @ 0
thread2_epoch | © 0
s_foo ) %)

int x = guard;

if (x > thread _epoch) {
lock(mu); i t3
if (guard == 100) {

) guard = 99;

unlock(mu);
init_func();

lock(mu);
global epoch++;
guard = global epoch;
broadcast(cv);
} else {
while (guard == 99) {
wait(cv, mu);
}
}
thread _epoch = global epoch;
unlock(mu);

void slow_path(int& guard, void (*init_func)()) {

Waits on the lock
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Walkthrough: 2 threads racing

void SetFoo() {
s _foo = Foo();

int Foo() { return 42; }

t6

}

Time t0 |15
s_foo_guard 100 | 99
global_epoch 0 0
thread1_epoch | @ 0
thread2_epoch | © 0
s_foo ) %)

void slow_path(int& guard, void (*init_func)()) {

int x = guard;
if (x > thread _epoch) {
lock(mu); i t3
if (guard == 100) {
guard = 99;

) unlock(mu);

init_func();

lock(mu);
global epoch++;
guard = global epoch;
broadcast(cv);
} else {
while (guard == 99) {
wait(cv, mu);
}
}
thread _epoch = global epoch;
unlock(mu);

Waits on the lock
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Walkthrough: 2 threads racing

int Foo() { return 42; }

void SetFoo() {
s _foo = Foo();

t7

}
Time t0 (tS5 [ t7
s_foo_guard 100 | 99 | 99

global_epoch 0 0 0

thread1_epoch | © 0 0

thread2_epoch | @ %) 0

s_foo 0 0 42

void slow_path(int& guard, void (*init_func)()) {
int x = guard;
if (x > thread _epoch) {
lock(mu); i t3
if (guard == 100) {
guard = 99;
unlock(mu);

=) init_func();

lock(mu);

global epoch++;

guard = global epoch;

broadcast(cv);

} else {

while (guard == 99) {
wait(cv, mu);

}

}
thread _epoch = global epoch;
unlock(mu);
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Walkthrough: 2 threads racing

int Foo() { return 42; }

void SetFoo() {
s _foo = Foo();

t7

}
Time t0 (tS5 [ t7
s_foo_guard 100 | 99 | 99

global_epoch 0 0 0

thread1_epoch | © 0 0

thread2_epoch | @ %) 0

s_foo 0 0 4?2

void slow_path(int& guard, void (*init_func)()) {
int x = guard;
if (x > thread _epoch) {
lock(mu);
if (guard == 100) { @ t8
guard = 99;
unlock(mu);

=) init_func();

lock(mu);

global epoch++;

guard = global epoch;

broadcast(cv);

} else {

while (guard == 99) {
wait(cv, mu);

}

}
thread _epoch = global epoch;
unlock(mu);
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Walkthrough: 2 threads racing

int Foo() { return 42; }

void SetFoo() {
s _foo = Foo();

t7

}
Time t0 (tS5 [ t7
s_foo_guard 100 | 99 | 99

global_epoch 0 0 0

thread1_epoch | © 0 0

thread2_epoch | @ %) 0

s_foo 0 0 4?2

void slow_path(int& guard, void (*init_func)()) {
int x = guard;
if (x > thread _epoch) {
lock(mu);
if (guard == 100) {
guard = 99;
unlock(mu);

=) init_func();

lock(mu);

global epoch++;

guard = global epoch;

broadcast(cv);

} else {

while (guard == 99) {{===mt9
wait(cv, mu);

}

}
thread _epoch = global epoch;
unlock(mu);
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Walkthrough: 2 threads racing

int Foo() { return 42; }

void SetFoo() {
s _foo = Foo();

t7

}
Time t0 (tS5 [ t7
s_foo_guard 100 | 99 | 99

global_epoch 0 0 0

thread1_epoch | © 0 0

thread2_epoch | @ %) 0

s_foo 0 0 42

void slow_path(int& guard, void (*init_func)()) {

int x = guard;

if (x > thread_

lock(mu);

if (guard ==
guard = 99;
unlock(mu);

lock(mu);

epoch) {

100) {

init_func();

global epoch++;
guard = global epoch;
broadcast(cv);

} else {

while (guard == 99) {
wait(cv, mu); @E=mt10

}

}
thread_epoch

unlock(mu);

= global epoch;
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Walkthrough: 2 threads racing

int Foo() { return 42; }

void SetFoo() {
s _foo = Foo();

}
Time t0 (tS5 [ t7
s_foo_guard 100 | 99 | 99

global_epoch 0 0 0

thread1_epoch | © 0 0

thread2_epoch | @ %) 0

s_foo 0 0 4?2

t11

void slow_path(int& guard, void (*init_func)()) {

int x = guard;

if (x > thread_

lock(mu);

if (guard ==
guard = 99;
unlock(mu);

epoch) {

100) {

init_func();

mmm) lock(mu);

global epoch++;
guard = global epoch;
broadcast(cv);

} else {

while (guard == 99) {
wait(cv, mu); @E=mt10

}

}
thread_epoch

unlock(mu);

= global epoch;
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Walkthrough: 2 threads racing

int Foo() { return 42; }

void SetFoo() {
s _foo = Foo();

}

Time t0 |t5 | t7 |t12
s_foo_guard 100 [ 99 |99 |99
global_epoch 0 0 0 1
thread1_epoch | © 0 0 %)
thread2_epoch | @ %) 0 0
s_foo %) %) 42 | 42

t12

void slow_path(int& guard, void (*init_func)()) {

int x = guard;

if (x > thread_

lock(mu);

if (guard ==
guard = 99;
unlock(mu);

epoch) {

100) {

init_func();

lock(mu);

global epoch++;

guard = global epoch;
broadcast(cv);

} else {

while (guard == 99) {

wait(cv, mu);

}

}
thread_epoch

unlock(mu);

& t10

= global epoch;
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Walkthrough: 2 threads racing

int Foo() { return 42; }

void SetFoo() {
s _foo = Foo();

}

Time t0 [t [t7 | t12 [t13
s_foo_guard 100 | 99 | 99 | 99 1
global_epoch 0 0 0 1 1
thread1_epoch | © 0 0 0 0
thread2_epoch | @ %) 0 0 %)
s_foo %) %) 42 | 42 42

t13

void slow_path(int& guard, void (*init_func)()) {

int x = guard;

if (x > thread_

lock(mu);

if (guard ==
guard = 99;
unlock(mu);

epoch) {

100) {

init_func();

lock(mu);

global epoch++;

mmm) guard = global epoch;
broadcast(cv);

} else {

while (guard == 99) {

wait(cv, mu);

}

}
thread_epoch

unlock(mu);

& t10

= global epoch;
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Walkthrough: 2 threads racing

int Foo() { return 42; }

void SetFoo() {
s _foo = Foo();

}

Time t0 [t [t7 | t12 [t13
s_foo_guard 100 | 99 | 99 | 99 1
global_epoch 0 0 0 1 1
thread1_epoch | © 0 0 0 0
thread2_epoch | @ %) 0 0 %)
s_foo %) %) 42 | 42 42

t14

void slow_path(int& guard, void

int x = guard;

if (x > thread_

lock(mu);

if (guard ==
guard = 99;
unlock(mu);

epoch) {

100) {

init_func();

lock(mu);

global epoch++;
guard = global epoch;
mm) broadcast(cv);

} else {

while (guard == 99) {

wait(cv, mu);

}

}
thread_epoch

unlock(mu);

& t10

= global epoch;

(*init_func)()) {
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Walkthrough: 2 threads racing

void SetFoo() {
s _foo = Foo();

int Foo() { return 42; }

}

Time t0 (t5 [t7 [t12 [t13 | t15
s_foo_guard 100 | 99 | 99 | 99 1 1
global_epoch 0 0 0 1 1 1
thread1_epoch | © 0 0 %) 0 1
thread2_epoch | @ %) 0 0 %) 0
s_foo 0 %) 42 | 42 42 42

t15

void slow_path(int& guard, void (*init_func)()) {
int x = guard;
if (x > thread _epoch) {
lock(mu);
if (guard == 100) {
guard = 99;
unlock(mu);

init_func();

lock(mu);
global epoch++;
guard = global epoch;
broadcast(cv);
} else {
while (guard == 99) {
wait(cv, mu); & t10
}
}
mmm) thread_epoch = global epoch;
unlock(mu);
}
}

119



Walkthrough: 2 threads racing

int Foo() { return 42; }

void SetFoo() {
s _foo = Foo();

}

Time t0 (t5 [t7 [t12 [t13 | t15
s_foo_guard 100 | 99 | 99 | 99 1 1
global_epoch 0 0 0 1 1 1
thread1_epoch | © 0 0 %) %) 1
thread2_epoch | @ %) 0 0 %) 0
s_foo 0 %) 42 | 42 42 42

int x = guard;

lock(mu);

if (guard ==
guard = 99;
unlock(mu);

lock(mu);

} else {

}

}
thread_epoch

unlock(mu);

t16 e }

void slow_path(int& guard, void

if (x > thread_

epoch) {

100) {

init_func();

global epoch++;
guard = global epoch;
broadcast(cv);

while (guard == 99) {
wait(cv, mu);

& t10

= global epoch;

(*init_func)()) {
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Walkthrough: 2 threads racing

int Foo() { return 42; }

void SetFoo() {
s _foo = Foo();

}

Time t0 (t5 [t7 [t12 [t13 | t15
s_foo_guard 100 | 99 | 99 | 99 1 1
global_epoch 0 0 0 1 1 1
thread1_epoch | © 0 0 %) %) 1
thread2_epoch | @ %) 0 0 %) 0
s_foo 0 %) 42 | 42 42 42

int x = guard;

lock(mu);

if (guard ==
guard = 99;
unlock(mu);

lock(mu);

} else {

}

}
thread_epoch

unlock(mu);

t16 e }

void slow_path(int& guard, void

if (x > thread_

epoch) {

100) {

init_func();

global epoch++;
guard = global epoch;
broadcast(cv);

while (guard == 99) {{=mmt17
wait(cv, mu);

= global epoch;

(*init_func)()) {
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Walkthrough: 2 threads racing

void SetFoo() {
s _foo = Foo();

int Foo() { return 42; }

}

Time t0 (t5 [t7 [t12 [t13 | t15 | t18
s_foo_guard 100 | 99 | 99 | 99 1 1 1
global_epoch 0 0 0 1 1 1 1
thread1_epoch | © 0 0 %) %) 1 1
thread2_epoch | © 0 0 %) 0 %) 1
s_foo 0 5 42 | 42 42 42 42

void slow_path(int& guard, void (*init_func)()) {
int x = guard;
if (x > thread _epoch) {
lock(mu);
if (guard == 100) {
guard = 99;
unlock(mu);

init_func();

lock(mu);
global epoch++;
guard = global epoch;
broadcast(cv);
} else {
while (guard == 99) {
wait(cv, mu);
}
}
thread_epoch = global epoch; 4==mt18
unlock(mu);

t16 e }
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Walkthrough: 2 threads racing

int Foo() { return 42; }

void SetFoo() {
s _foo = Foo();

}

Time t0 (t5 [t7 [t12 [t13 | t15 | t18
s_foo_guard 100 | 99 | 99 | 99 1 1 1
global_epoch 0 0 0 1 1 1 1
thread1_epoch | © 0 0 %) %) 1 1
thread2_epoch | © 0 0 %) 0 %) 1
s_foo 0 5 42 | 42 42 42 42

void slow_path(int& guard, void (*init_func)()) {
int x = guard;
if (x > thread _epoch) {
lock(mu);
if (guard == 100) {
guard = 99;
unlock(mu);

init_func();

lock(mu);
global epoch++;
guard = global epoch;
broadcast(cv);
} else {
while (guard == 99) {
wait(cv, mu);
}
}
thread _epoch = global epoch;
unlock(mu);

t16 e } E&=mt19
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Walkthrough: 2 threads racing: Thread 3

int Foo() { return 42; }

void SetFoo() {
s _foo = Foo();

}

int GetFoo() {
if (s_foo_guard > thread _epoch) {
slow path(s_foo_guard, &SetFoo);

}

return s_foo;
}
Time t19
s_foo_guard 1

global_epoch 1

thread1_epoch |1

thread2_epoch | 1

thread3_epoch | @

s_foo 42

void slow_path(int& guard, void (*init_func)()) {
int x = guard;

t20 mmm) if (x > thread _epoch) {

lock(mu);

if (guard == 100) {
guard = 99;
unlock(mu);

init_func();

lock(mu);
global epoch++;
guard = global epoch;
broadcast(cv);
} else {
while (guard == 99) {
wait(cv, mu);
}
}
thread _epoch = global epoch;
unlock(mu);
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Walkthrough: 2 threads racing: Thread 3

int Foo() { return 42; }

void SetFoo() {
s _foo = Foo();

}

int GetFoo() {
if (s_foo_guard > thread _epoch) {
slow path(s_foo_guard, &SetFoo);

}

return s_foo;
}
Time t19
s_foo_guard 1

global_epoch 1

thread1_epoch |1

thread2_epoch | 1

thread3_epoch | @

s_foo 42

void slow_path(int& guard, void (*init_func)()) {
int x = guard;
if (x > thread _epoch) {
t21 mmm)p lock(mu);
if (guard == 100) {
guard = 99;
unlock(mu);

init_func();

lock(mu);
global epoch++;
guard = global epoch;
broadcast(cv);
} else {
while (guard == 99) {
wait(cv, mu);
}
}
thread _epoch = global epoch;
unlock(mu);
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Walkthrough: 2 threads racing: Thread 3

int Foo() { return 42; }

void SetFoo() {
s _foo = Foo();

}

int GetFoo() {
if (s_foo_guard > thread _epoch) {
slow path(s_foo_guard, &SetFoo);

}

return s_foo;
}
Time t19
s_foo_guard 1

global_epoch 1

thread1_epoch |1

thread2_epoch | 1

thread3_epoch | @

s_foo 42

void slow_path(int& guard, void (*init_func)()) {
int x = guard;
if (x > thread _epoch) {
lock(mu);
t22 mmm) if (guard == 100) {
guard = 99;
unlock(mu);

init_func();

lock(mu);
global epoch++;
guard = global epoch;
broadcast(cv);
} else {
while (guard == 99) {
wait(cv, mu);
}
}
thread _epoch = global epoch;
unlock(mu);
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Walkthrough: 2 threads racing: Thread 3

}

void SetFoo() {
s _foo = Foo();

int Foo() { return 42; }

int GetFoo() {

}

return s_foo;

}

if (s_foo_guard > thread _epoch) {
slow path(s_foo_guard, &SetFoo);

Time t19
s_foo_guard 1
global_epoch 1
thread1_epoch |1
thread2_epoch | 1
thread3_epoch | @
s_foo 42

void slow_path(int& guard, void (*init_func)()) {
int x = guard;
if (x > thread _epoch) {
lock(mu);
if (guard == 100) {
guard = 99;
unlock(mu);

init_func();

lock(mu);
global epoch++;
guard = global epoch;
broadcast(cv);
} else {
t23 mmm) while (guard == 99) {
wait(cv, mu);
}
}
thread _epoch = global epoch;
unlock(mu);
}
}
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Walkthrough: 2 threads racing: Thread 3

int Foo() { return 42; }

void SetFoo() {
s _foo = Foo();

}

int GetFoo() {
if (s_foo_guard > thread _epoch) {
slow path(s_foo_guard, &SetFoo);

}
return s_foo; =mmmt25 Returns 42

}

Time t19 | t24
s_foo_guard 1 1
global_epoch 1 1
thread1_epoch |1 1
thread2_epoch | 1 1
thread3_epoch | @ 1
s_foo 42 42

void slow_path(int& guard, void (*init_func)()) {

int x = guard;
if (x > thread _epoch) {
lock(mu);
if (guard == 100) {
guard = 99;
unlock(mu);

init_func();

lock(mu);
global epoch++;

guard = global epoch;

broadcast(cv);
} else {

while (guard == 99) {

wait(cv, mu);
}
}

t24 mmm) thread_epoch = global_epoch;

unlock(mu);

}
}
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Why does the fast path work?

// Per-static variable:
int guard = NOT_YET_INIT;

// Global shared state:

int global epoch = @6; // protected by mu
mutex mu;

condition_variable cv;

// Per-thread (TLS):
thread local int thread _epoch = 0;

inline void maybe init(int& guard, void (*init_func)()) {

int x = guard; // (1) Unprotected load.

if (x > thread _epoch) { // (2) Compare with thread-local epoch.
slow path(guard, init_func); // Only called if needed.

}

}

Whyis if (x > thread_epoch) checkinline 2 supposed to work?

thread_epoch is a thread_local variable, so accessing it for a thread is correct.

If guard was a std::atomic, then this access would have been fine, but here itis “not”.
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Why does the fast path work?

inline void maybe init(int& guard, void (*init func)()) {

int x = guard; // (1) Unprotected load.
if (x > thread_epoch) { // (2) Compare with thread-local epoch.
slow_path(guard, init_func); // Only called if needed.
}
}
The algorithm specified guard to be sig_atomic_t and made the following assumptions:
[atomicity]
* There exists an integral type T (such as sig_atomic_t) such that loads and stores of a variable of type T are
atomic.

* Itis not possible to read from such a variable any value that was not written to the variable, even if multiple
reads and writes occur on many processors.

* Another way to say this is that variables of type T do not exhibit word tearing when accessed with full-width
accesses.

For Intel, AMD, ARM for 32/ 64 bit, an aligned “int” satisfies these properties.



Why does the fast path work? o

inline void maybe init(int& guard, void (*init func)()) {
int x = guard; // (1) Unprotected load.
if (x > thread_epoch) { // (2) Compare with thread-local epoch.
slow_path(guard, init_func); // Only called if needed.
}
}

thread_epoch - starts with 0 and gets set to global_epoch value when that thread’s slow path completed. -0, [1.. N], ..
Possible progression: 0, 2, 3, 6..

guard: NOT_YET_INIT, BEING_INIT, global_epoch-when-init-complete.

Simplifying NOT_YET_INIT =100 and BEING_INIT =99

Possible progressions: if (x> thread_epoch) will “definitely” hold in the range [100, 99] for
* 100,99, 1 guard.

100,99, 3 _ : :

« 100, 99, 20 Which will force it down the “slow path”.

The no-tearing assumption ensures that if guard is 100, 99, it cannot be read as 0.. 98.

if (x> thread_epoch) can be “false” and hence fast path, guard isinrange 0 .. 98.



Why does the fast path work?

inline void maybe init(int& guard, void (*init func)()) {

}

int x = guard; // (1) Unprotected load.

if (x > thread_epoch) { // (2) Compare with thread-local epoch.
slow_path(guard, init_func); // Only called if needed.

}

thread_epoch, possible progressions: 0, 2, 3, 6..

Guard: Possible progressions:
* {100, 99, 1},{100, 99, 3},{100, 99, 20}

if (x> thread_epoch) can be “false” and
hence fast path, guard isinrange 0 .. 98.

Write to guard in 0 ... 98 range is made under lock and after
init_func has been called.

thread_epoch is also updated under the same lock and
hence “sees” the global_epoch and hence init_func updates
guarded by the same lock.

So, if (x> thread_epoch) is “false”, init_func must have been
called and its values visible to the current thread and hence
fast path is correct.
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void slow_path(int& guard, void (*init_func)()) {
int x = guard;
if (x > thread_epoch) {
lock(mu);
if (guard == 100) {
guard = 99;
unlock(mu);

init_func();

lock(mu);
global _epoch++;
guard = global_epoch;
broadcast(cv);

} else {
// wait

}

thread_epoch = global_epoch;

unlock(mu);

}
}
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Why does the fast path work?

inline void maybe init(int& guard, void (*init func)()) {

int x = guard; // (1) Unprotected load.

if (x > thread_epoch) { // (2) Compare with thread-local epoch.
slow_path(guard, init_func); // Only called if needed.

}

}

void slow_path(int& guard, void (*init_func)()) {
int x = guard;

The code may hit the slow path more often than if guard was 1f (x > thread_epoch) {

. _ lock(mu);
an atomic variable. if (guard == 100) {
guard = 99;
But if it hits fast path, itis always correct. unlock(mu);

init_func();

lock(mu);

global _epoch++;

guard = global_epoch;
broadcast(cv);

} else {
// wait
}
So, if (x> thread_epoch) is “false”, init_func must have been thr‘ead_epoc.:h = global_epoch;
called and its values visible to the current thread and hence } Snoelde

fast path is correct. }




Fast path scenarios

Consider 3 magic statics: a,band c
Consider them being initialized by thread 1, thread 2 and thread 3 in a
sequence.

* thread 1 inits a, then

 thread 2 inits b, then

* thread 3 inits c.

Variable Value
global_epoch 3
guard_a 1
guard_b 2
guard_c 3
thread1_epoch 1
thread2_epoch 2
thread3_epoch 3
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Fast path scenarios

Consider 3 magic statics: a,band c
Consider them being initialized by thread 1, thread 2 and thread 3 in a
sequence.

* thread 1 inits a, then

 thread 2 inits b, then

* thread 3 inits c.

Variable Value
global_epoch 3
guard_a 1
guard_b 2
guard_c 3
thread1_epoch 1
thread2_epoch 2
thread3_epoch 3
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Fast path scenarios

Consider 3 magic statics: a,band c
Consider them being initialized by thread 1, thread 2 and thread 3 in a
sequence.

* thread 1 inits a, then

 thread 2 inits b, then

* thread 3 inits c.

Variable Value
global_epoch 3
guard_a 1
guard_b 2
guard_c 3
thread1_epoch 1
thread2_epoch 2
thread3_epoch 3
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Fast path scenarios

Consider 3 magic statics: a,band c
Consider them being initialized by thread 1, thread 2 and thread 3 in a
sequence.

* thread 1 inits a, then

 thread 2 inits b, then

* thread 3 inits c.

Variable Value
global_epoch 3
guard_a 1
guard_b 2
guard_c 3
thread1_epoch 1
thread2_epoch 2
thread3_epoch 3
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Fast path scenarios

Consider 3 magic statics: a,band c
Consider them being initialized by thread 1, thread 2 and thread 3 in a
sequence.

* thread 1 inits a, then

 thread 2 inits b, then

* thread 3 inits c.

Consider thread 3, now wants to get value a.

Variable Value
global_epoch 3
guard_a 1
guard_b 2
guard_c 3
thread1_epoch 1
thread2_epoch 2
thread3_epoch 3
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Fast path scenarios

* Consider 3 magic statics: a,band c
* Considerthem being initialized by thread 1, thread 2 and thread 3in a

sequence.
* thread 1 inits a, then
 thread 2 inits b, then
* thread 3 initsc.

Consider thread 3, now wants to get value a.

int GetA() {
if (guard_a > thread_epoch) {
slow_path(guard a, &SetA);

}

thread3_epoch ==
guard_a ==

return a; <4==== |mmediately exits with fast path.

}

Variable Value
global_epoch 3
guard_a 1
guard_b 2
guard_c 3
thread1_epoch 1
thread2_epoch 2
thread3_epoch 3
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Fast path scenarios

i“th?tA()d{ . o ¢ Now we have a new thread 4, which Variable Value
if (guard_a > thread_epoc . .
slow path(guard a, &SetA); starts, its thread_epoch is 0. global_epoch 3
} guard_a 1
return a;
} guard_b 2
Consider thread 4, now wants to getvaluea. | thread4_epoch == guard_c 3
guard_a == thread1_epoch 1
It will hit the slow_path thread2_epoch 2
thread3_epoch 3
thread4_epoch 0
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Fast path scenarios

i“th?tA()d{ . o ¢ Now we have a new thread 4, which | | Variable Value
if (guard_a > thread_epoc . .
slow_path(guard a, &SetA); starts, its thread_epoch is 0. global_epoch 3

} guard_a 1

return a;
} guard_b 2
Consider thread 4, now wants to get value a. | thréad4_epoch == guard_c 3

guard_a == thread1_epoch 1

It will hit the slow_path thread2_epoch 2
Upon existing slow_path, its thread_epoch will be 3, because thread3_epoch 3
thatis global_epoch value. thread4_epoch 3
Consider thread 4, now wants to get value c.
intht(?tC() { v thread4_epoch ==

if (guard_c > thread_epoch ——

slow_path(guard c, &SetC); guard_c

}

return ¢; <4==== |mmediately exits with fast path.
} |

One slow-path “catch-up” syncs the thread for “all” the other statics in this scenario.



MSVC Implementation
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MSVC Implementation

* MSVC uses Burrow’s epoch-based algorithm with some modifications.

* [f MSVC is installed at: C:\Program Files\Microsoft Visual
Studio\2022\Enterprise\VC\Tools\MSVC\14.44.35207

e The code can be found in:

* C:\Program Files\Microsoft Visual
Studio\2022\Enterprise\VC\Tools\MSVC\14.44.35207\crt\src\vcruntime\thread_s
afe_statics.cpp

Consider the following code:

const std::string& GetName() {
static const std::string name = ComputeName();
return name;

}
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MSVC Implementation
// Compiler-generated equivalent (MSVC).

const std::string& GetName() { static int guard = @; // Per-variable, zero-initialized.
static const std::string name = ComputeName(); alignas(std::string) static char storage[sizeof(std::string)];

return name; ‘
} // Provided by CRT (vcruntime):
// TLS, starts at INT_MIN
l extern _ declspec(thread) int _Init_thread_epoch;

// Global, starts at INT_MIN.
extern int _Init global epoch;

const std::string& GetName() {

if (_Init_thread epoch < guard) { // Fast path: 2 reads, 1 compare. * —Imt—glObal—ePOCh:glObal epoch

_Init_thread_header(&guard); // Slow path entry. * _Init_thread_epoch: thread (local)
if (guard == -1) { // Did we win the race? epoch
try {
new (storage) std::string(ComputeName()); < Actual creation.

// Register destructor.

atexit([] {
reinterpret_cast<std::string*>(storage)->~basic_string(); <+«———— Registration for destructor.

})s
_Init _thread footer(&guard); // Mark complete.
} catch (...) {
_Init_thread_abort(&guard); // Reset on exception.
throw;

}
}
}

return *reinterpret _cast<std::string*>(storage);

}
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MSVC Implementation
// Compiler-generated equivalent (MSVC).

const std::string& GetName() { static int guard = @; // Per-variable, zero-initialized.
static const std::string name = ComputeName(); alignas(std::string) static char storage[sizeof(std::string)];

return name; ‘
} // Provided by CRT (vcruntime):
// TLS, starts at INT_MIN
l extern _ declspec(thread) int _Init_thread_epoch;

// Global, starts at INT_MIN.
extern int _Init global epoch;

const std::string& GetName() {

if (_Init_thread epoch < guard) { // Fast path: 2 reads, 1 compare. * —Imt—glObal—ePOCh:glObal epoch

_Init_thread_header(&guard); // Slow path entry. * _Init_thread_epoch: thread (local)
if (guard == -1) { // Did we win the race? epoch
try {

new (storage) std::string(ComputeName()); Actual creation.
// Register destructor.
atexit([] {

reinterpret _cast<std::string*>(storage)->~basic_string(); +———— Registration for destructor.

A

})s
_Init_thread_footer(&guard); // Mark complete. . ]

} catch (...) ¢ Sep.Jarate functions:
_Init_thread_abort(&guard); // Reset on exception. _Init_thread_header - Slow path entry
throw; _Init_thread_footer - Mark complete.

} _Init_thread_abort - Reset on exception.

}
}

return *reinterpret _cast<std::string*>(storage);

}
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MSVC Implementation

// Compiler-generated equivalent (MSVC). * _Init_global _epoch: global epoch

static int guard = ©0; // Per-variable, zero-initialized. . .
alignas(std::string) static char storage[sizeof(std::string)]; * —Imt—thread—epOCh' thread (local) epoch

// Provided by CRT (vcruntime):

// TLS, starts at INT_MIN static int const uninitialized = 0;
extern _ declspec(thread) int _Init_thread_epoch; static int const being initialized = -1;
// Global, starts at INT_MIN. static int const epoch_start = INT_MIN;

extern int _Init_global_ epoch;

_Init_global_epoch progression: INT_MIN, INT MIN + 1, INT MIN + 2, INT _MIN + 3, ..

_Init_thread_epoch progression possibilities:
e INT_MIN, INT_MIN + 2, INT_MIN + 3, INT_MIN + 6 ..
e INT_MIN, INT_MIN + 1, INT_MIN + 4, INT_MIN + 7.

Guard variable state:

1. uninitialized — Default state (0)

2. being_initialized - Some thread (only one) is initializing (-1)

3. Epoch (a number)- by only one thread, imbibes from __Init_global_epoch.

guard possible progression:
« 9, -1, INT_MIN + 1
« 9, -1, INT_MIN + 2
« 9, -1, INT_MIN + 4
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MSVC Implementation: Variable value differences

_Init_global_epoch progression: INT_MIN, INT MIN + 1, INT_MIN + 2, INT_MIN + 3, ..

_Init_thread_epoch progression possibilities:
e INT_MIN, INT _MIN + 2, INT MIN + 3, INT_MIN + 6 ..
e INT_MIN, INT _MIN + 1, INT MIN + 4, INT_MIN + 7.

guard possible progression:
« 9, -1, INT MIN + 1
« 0, -1, INT_MIN + 2
« 9, -1, INT_MIN + 4

hspect | N2se0 Burrows

Guard initial value SIG_ATOMIC_MAX (large +ve) 0
Guard “Being initialized” SIG_ATOMIC_MAX - 1 -1
Epoch direction Starts at 0, grows up Starts at INT_MIN, grows up.
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MSVC Implementation: Variable value differences

_Init_global_epoch progression: INT_MIN, INT MIN + 1, INT_MIN + 2, INT_MIN + 3, ..

_Init_thread_epoch progression possibilities:
e INT_MIN, INT _MIN + 2, INT MIN + 3, INT_MIN + 6 ..
e INT_MIN, INT _MIN + 1, INT MIN + 4, INT_MIN + 7.

guard possible progression:
« 9, -1, INT MIN + 1
« 0, -1, INT_MIN + 2
« 9, -1, INT_MIN + 4

hspect | N2seo Burrows

Guard initial value SIG_ATOMIC_MAX (large +ve) 0
Guard “Being initialized” SIG_ATOMIC_MAX - 1 -1
Epoch direction Starts at 0, grows up Starts at INT_MIN, grows up.

* MSVC's guard = 0 gets implicit zero-initialization — no explicit initialization needed.
* N2660's SIG_ATOMIC_MAX would have needed explicit initialization.



MSVC Implementation: Functional differences

149

const std::string& GetName() {
if (_Init_thread_epoch < guard) { // Fast path: 2 reads, 1 compare.
_Init_thread_header(&guard); // Slow path entry.
if (guard == -1) { // Did we win the race?
try {
new (storage) std::string(ComputeName());
// Register destructor.
atexit([] {
reinterpret cast<std::string*>(storage)->~basic_string();

})s
_Init_thread_footer(&guard); // Mark complete.
} catch (...) {
_Init_thread_abort(&guard); // Reset on exception.
throw;
}
}
}
return *reinterpret_cast<std::string*>(storage);

}

Separate functions:
_Init_thread_header - Slow path entry
_Init_thread_footer - Mark complete.
_Init_thread_abort - Reset on exception.

Separating the function implementation allows the compiler to add those functions (and variables) and then the

linker can fitthem all in.




MSVC Implementation: High level working

t1

const std::string& GetName() {
if (_Init_thread_epoch < guard) { // Fast path: 2 reads, 1 compare.

mmm) TInit_thread_header(&guard); // Slow path entry. &==nt1
if (guard == -1) { // Did we win the race?
try {

new (storage) std::string(ComputeName());

// Register destructor.

atexit([] {
reinterpret_cast<std::string*>(storage)->~basic_string();

}s
_Init_thread_footer(&guard); // Mark complete.
} catch (...) {
_Init_thread_abort(&guard); // Reset on exception.
throw;

}
}
}

return *reinterpret_cast<std::string*>(storage);
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MSVC Implementation: High level working

Only one
thread can
proceed to
here

t2

const std::string& GetName() {
if (_Init_thread_epoch < guard) { // Fast path: 2 reads, 1 compare.

new (storage) std::string(ComputeName());

// Register destructor.

atexit([] {
reinterpret_cast<std::string*>(storage)->~basic_string();

1)
_Init_thread_footer(&guard); // Mark complete.
} catch (...) {
_Init_thread_abort(&guard); // Reset on exception.
throw;

}
}
}

return *reinterpret_cast<std::string*>(storage);

_Init_thread_header (&guard); // Slow path entry. Emnt
mmm) if (guard == -1) { // Did we win the race?
try {

Others will wait inside
_Init_thread header
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MSVC Implementation: High level working

Initializes

t3

const std::string& GetName() {
if (_Init_thread_epoch < guard) { // Fast path: 2 reads, 1 compare.
_Init_thread_header (&guard); // Slow path entry.

if (guard == -1) { // Did we win the race?
try {
) new (storage) std::string(ComputeName());
// Register destructor.
atexit([] {
reinterpret_cast<std::string*>(storage)->~basic_string();
})s
_Init_thread_footer(&guard); // Mark complete.
} catch (...) {
_Init_thread_abort(&guard); // Reset on exception.
throw;
}
}
}

return *reinterpret_cast<std::string*>(storage);

Emnt

Others will wait inside
_Init_thread header
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MSVC Implementation: High level working

Marks as
complete,
and guard is
setto some
epoch and
also
broadcasts

t4

const std::string& GetName() {
if (_Init_thread_epoch < guard) { // Fast path: 2 reads, 1 compare.

_Init_thread_header (&guard); // Slow path entry. Emnt
if (guard == -1) { // Did we win the race?
try {

new (storage) std::string(ComputeName());

// Register destructor.

atexit([] {
reinterpret_cast<std::string*>(storage)->~basic_string();

1)
m—) _Init_thread_footer(&guard); // Mark complete.
} catch (...) {
_Init_thread_abort(&guard); // Reset on exception.
throw;

}
}
}

return *reinterpret_cast<std::string*>(storage);

}

Others will wait inside
_Init_thread header
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MSVC Implementation: High level working

Marks as
complete,
and guard is
setto some
epoch and
also
broadcasts

t4

const std::string& GetName() {
if (_Init_thread_epoch < guard) { // Fast path: 2 reads, 1 compare.
_Init_thread_header (&guard); // Slow path entry.

if (guard == -1) { // Did we win the race? &=at5 guard!=-1

try {
new (storage) std::string(ComputeName());

// Register destructor.
atexit([] {
reinterpret_cast<std::string*>(storage)->~basic_string();

1)
m—) _Init_thread_footer(&guard); // Mark complete.
} catch (...) {
_Init_thread_abort(&guard); // Reset on exception.
throw;

}
}
}

return *reinterpret_cast<std::string*>(storage);

}
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MSVC Implementation: High level working

Marks as
complete,
and guard is
setto some
epoch and
also
broadcasts

t4

const std::string& GetName() {
if (_Init_thread_epoch < guard) { // Fast path: 2 reads, 1 compare.
_Init_thread_header (&guard); // Slow path entry.
if (guard == -1) { // Did we win the race?
try {
new (storage) std::string(ComputeName());
// Register destructor.
atexit([] {
reinterpret_cast<std::string*>(storage)->~basic_string();

1)
m—) _Init_thread_footer(&guard); // Mark complete.
} catch (...) {
_Init_thread_abort(&guard); // Reset on exception.
throw;
¥
}
}
return *reinterpret_cast<std::string*>(storage); &===at6

}

Returns the pointer
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MSVC Implementation: High level working

Returns the
pointer

t7

const std::string& GetName() {
if (_Init_thread_epoch < guard) { // Fast path: 2 reads, 1 compare.
_Init_thread_header (&guard); // Slow path entry.
if (guard == -1) { // Did we win the race?
try {
new (storage) std::string(ComputeName());
// Register destructor.
atexit([] {
reinterpret_cast<std::string*>(storage)->~basic_string();
1)
_Init_thread_footer(&guard); // Mark complete.

}catch (.._) { /
_Init_thread_abort(&guard);

// Reset on exception.
throw;

}
}
}

return *reinterpret_cast<std::string*>(storage);

}

Thisis used to reset the
guard to 0 on exception. So
— that the next thread can
again proceed with
initialization.

é&=t6 Returnsthe pointer
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MSVC Implementation: The functions

void _Init_thread_header(int* const pOnce) noexcept {
_Init_thread lock();

if (*pOnce == uninitialized) {
// Only one thread enters here and will initialize.
*pOnce = being _initialized;
} else {
while (*pOnce == being_initialized) {
// Other threads wait here.
_Init_thread_wait_v2();

// Hit an exception.

if (*pOnce == uninitialized) {
// This thread wins and will now initialize.
*pOnce = being _initialized;
_Init_thread_unlock();
return;

}

}
_Init _thread epoch = Init global epoch;

}

_Init_thread_unlock();
}

void Init_thread footer(int* const pOnce) noexcept {
_Init _thread lock();
++_Init_global epoch;
*pOnce = _Init global epoch;
_Init_thread_epoch = Init global epoch;
_Init _thread_unlock();
_Init_thread_notify();

}

void _Init_thread_abort(int* const pOnce) noexcept {
_Init_thread_lock();
*pOnce = uninitialized;
_Init_thread_unlock();
_Init_thread_notify();

}

~
Called when there is an exception, so that guard is

“reset” to “uninitialized”, so that next run can
attempt to construct it.
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MSVC Implementation: Walkthrough

void Init_thread header(int* const pOnce) noexcept {
_Init _thread lock();

if (*pOnce == uninitialized) {
// Only one thread enters here and will initialize.
*pOnce = being_initialized;
} else {
while (*pOnce == being_initialized) {
// Other threads wait here.
_Init_thread wait_v2();

// Hit an exception.
if (*pOnce == uninitialized) {
// This thread wins and will now initialize.
*pOnce = -1;
_Init_thread_unlock();
return;

}

}
_Init _thread _epoch = Init global epoch;

}

_Init_thread_unlock();
}
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void Init _thread footer(int* const pOnce)
_Init_thread lock();
++_Init_global epoch;
*pOnce = _Init _global epoch;
_Init_thread_epoch = _Init_global epoch;
_Init_thread_unlock();
_Init_thread_notify();

}

noexcept {

Simplify: INT_MIN =>-100
uninitialized = 0, being_initialized = -1
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void _Init_thread_header(int* const pOnce) noexcept { void _Init_thread_footer(int* const pOnce) noexcept {
_Init_thread_lock(); ¢t ==t _Init_thread_lock();

++_Init_global epoch;

*pOnce = _Init _global epoch;

if (*pOnce == 0) {
// Only one thread enters here and will initialize.

_Init_thread_epoch = _Init_global epoch;
*pOnce = -1; . -
} else { _Init_thread_unlock();
while (*ponce == -1) { _Init_thread_notify();
// Other threads wait here. t

_Init_thread wait_v2();

// Hit an exception. Simplify: INT_MIN =>-100

if (*pOnce == 0) { uninitialized = 0, being_initialized = -1
// This thread wins and will now initialize.
*pOnce = -1;
_Init_thread_unlock();

Time t0
return;
} guard (pOnce) 0
} : _
_Init _thread _epoch = Init global epoch; —Init_global_epoch 100

} _Init_thread1_epoch | -100

, _Init_thread_unlock(); _Init_thread2_epoch | -100

Objectinit done 0
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void _Init_thread_header(int* const pOnce) noexcept { void Init thread footer(int* const pOnce) noexcept {

_Init_thread_lock(); &t _Init_thread lock();
. ++_Init_global epoch;
if (*pOnce == 0) { = 2 *pOnce = _Init_global epoch;

// Only one thread enters here and will initialize. Init_thread epoch = Init_global epoch;

% = -1 — - - — - - g
) egggci =L _Init_thread_unlock();

while (*pOnce == -1) { _Init_thread_notify();

// Other threads wait here. }

_Init_thread_wait_v2();

// Hit an exception. Simplify: INT_MIN =>-100

if (*pOnce == 0) { uninitialized = 0, being_initialized = -1
// This thread wins and will now initialize.
*pOnce = -1;
_Init_thread_unlock();

Time t0
return;
} guard (pOnce) 0
} : ]
_Init_thread_epoch = _Init_global_epoch; _Init_global_epoch 100

} _Init_thread1_epoch | -100

, _Init_thread_unlock(); _Init_thread2_epoch | -100

Objectinitdone 0
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void Init_thread header(int* const pOnce) noexcept {

void Init thread footer(int* const pOnce) noexcept {

_Init_thread_lock(); &t _Init_thread lock();
. ++_Init_global epoch;
if (*pOnce == 0) { *pOnce = Init _global epoch;
// Only one thread enters here and will initialize. Init_thread epoch = Init_global epoch;
* = -1- — - - —] - - g
pOnce = -1; 4= 13 _Init_thread_unlock();
} else { Init_thread notify();
while (*pOnce == -1) { - - - ?
// Other threads wait here. t

_Init_thread_wait_v2();

// Hit an exception. Simplify: INT_MIN =>-100

if (*pOnce == 0) { uninitialized = 0, being_initialized = -1
// This thread wins and will now initialize.

*pOnce = -1;
_Init_thread_unlock();

Time t0 t3
return;
¥ guard (pOnce) 0 -1
} - : :
_Init_thread _epoch = Init_global epoch; _Init_global_epoch 100 100

}

_Init_thread1_epoch | -166 | -100

}_Init_thr‘ead_unlock(); _Init_thread2_epoch | -100 | -100

Objectinit done 0 0




MSVC Implementation: Walkthrough

}

}

if (*pOnce ==

void Init_thread header(int* const pOnce) noexcept {
_Init_thread_lock();

&t
0) {

// Only one thread enters here and will initialize.
*pOnce = -1;

} else {

while (*pOnce == -1) {
// Other threads wait here.
_Init_thread wait_v2();

// Hit an exception.
if (*pOnce == 0) {
// This thread wins and will now initialize.
*pOnce = -1;
_Init_thread_unlock();
return;
}

}
_Init _thread _epoch = Init global epoch;

_Init_thread_unlock();

a4
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void Init _thread footer(int* const pOnce)
_Init_thread lock();
++_Init_global epoch;
*pOnce = _Init _global epoch;
_Init_thread_epoch = _Init_global epoch;
_Init_thread_unlock();
_Init_thread_notify();

}

noexcept {

Simplify: INT_MIN =>-100
uninitialized = 0, being_initialized = -1

Time t0 t3
guard (pOnce) 0 -1
_Init_global_epoch -100 | -100
_Init_thread1_epoch | -166 | -100
_Init_thread2_epoch | -100 | -100

Objectinit done 0 0




MSVC Implementation: Walkthrough

void Init_thread header(int* const pOnce) noexcept {
_Init_thread_lock();

if (*pOnce == 0) {
// Only one thread enters here and will initialize.

*pOnce = -1;
} else {
while (*pOnce == -1) { &= t5

// Other threads wait here.
_Init_thread wait_v2();

// Hit an exception.
if (*pOnce == 0) {
// This thread wins and will now initialize.
*pOnce = -1;
_Init_thread_unlock();
return;
}
}
_Init _thread _epoch = Init global epoch;
}

_Init_thread_unlock();

} ¢ t4
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void Init _thread footer(int* const pOnce)
_Init_thread lock();
++_Init_global epoch;
*pOnce = _Init _global epoch;
_Init_thread_epoch = _Init_global epoch;
_Init_thread_unlock();
_Init_thread_notify();

}

noexcept {

Simplify: INT_MIN =>-100
uninitialized = 0, being_initialized = -1

Time t0 t3
guard (pOnce) 0 -1
_Init_global_epoch -100 | -100
_Init_thread1_epoch | -166 | -100
_Init_thread2_epoch | -100 | -100

Objectinit done 0 0




MSVC Implementation: Walkthrough

}

void Init_thread header(int* const pOnce) noexcept {

_Init_thread_lock();

if (*pOnce == 0) {
// Only one thread enters here and will initialize.
*pOnce = -1;
} else {
while (*pOnce == -1) {
// Other threads wait here.

_Init_thread wait v2(); &=mt6 Starts waiting

// Hit an exception.
if (*pOnce == 0) {
// This thread wins and will now initialize.
*pOnce = -1;
_Init_thread_unlock();
return;
}
}
_Init _thread _epoch = Init global epoch;
}

_Init_thread_unlock();

a4
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void Init _thread footer(int* const pOnce)
_Init_thread lock();
++_Init_global epoch;
*pOnce = _Init _global epoch;
_Init_thread_epoch = _Init_global epoch;
_Init_thread_unlock();
_Init_thread_notify();

}

noexcept {

Simplify: INT_MIN =>-100
uninitialized = 0, being_initialized = -1

Time t0 t3
guard (pOnce) 0 -1
_Init_global_epoch -100 | -100
_Init_thread1_epoch | -166 | -100
_Init_thread2_epoch | -100 | -100

Objectinit done 0 0
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void Init_thread header(int* const pOnce) noexcept {
_Init _thread lock();

void Init thread footer(int* const pOnce) noexcept {
_Init_thread lock();

++_Init_global_epoch;

if (*pOnce == 0) { *pOnce = Init _global epoch;

// Only one thread enters here and will initialize.

. o _Init_thread_epoch = _Init_global epoch;
) e?gzc? =L _Init_thread _unlock();
while (*ponce == -1) { _Init_thread_notify();
// Other threads wait here. t
_Init_thread wait v2(); &=mt6 Starts waiting
// Hit an exception. Simplify: INT_MIN =>-100

if (*pOnce == 0) {

uninitialized = 0, being_initialized = -1
// This thread wins and will now initialize.

*pOnce = -1;
_Init_thread_unlock(); Time t0 t3 [ t7
return;
} guard (pOnce) 0 -1 -1
} . _ _ -
_Init _thread _epoch = Init global epoch; ~Init_global_epoch 100 199 109

}

_Init_thread1_epoch | -160 | -100 | -100

} _Init_thread_unlock(); _Init_thread2_epoch | -100 | -100 | -100

Objectinit done 0 ) 1

Initializes the object =t
inside the outer function.
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}

}

void Init_thread header(int* const pOnce) noexcept {
_Init_thread_lock();

if (*pOnce == 0) {

// Only one thread enters here and will initialize.
*pOnce = -1;

} else {

while (*pOnce == -1) {
// Other threads wait here.
_Init_thread wait v2(); &=mt6 Starts waiting

// Hit an exception.
if (*pOnce == 0) {
// This thread wins and will now initialize.

*pOnce = -1;
_Init_thread_unlock();
return;

}

}
_Init _thread _epoch = Init global epoch;

_Init_thread_unlock();
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void Init _thread footer(int* const pOnce)
_Init_thread lock(); 4= 18
++_Init_global epoch;
*pOnce = _Init _global epoch;
_Init_thread_epoch = _Init_global epoch;
_Init_thread_unlock();
_Init_thread_notify();

}

noexcept {

Simplify: INT_MIN =>-100
uninitialized = 0, being_initialized = -1

Time t0 13 t7
guard (pOnce) 0 -1 -1
_Init_global_epoch -100 [ -100 | -100
_Init_thread1_epoch | -160 | -100 | -100
_Init_thread2_epoch | -100 | -100 | -100

Objectinitdone 0 ) 1
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}

void Init_thread header(int* const pOnce) noexcept {

_Init_thread_lock();

if (*pOnce == 0) {
// Only one thread enters here and will initialize.
*pOnce = -1;
} else {
while (*pOnce == -1) {
// Other threads wait here.

_Init_thread wait v2(); &=mt6 Starts waiting

// Hit an exception.
if (*pOnce == 0) {
// This thread wins and will now initialize.
*pOnce = -1;
_Init_thread_unlock();
return;
}
}
_Init _thread _epoch = Init global epoch;
}

_Init_thread_unlock();
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void Init _thread footer(int* const pOnce)
_Init_thread lock();
++_Init _global epoch; <mmmmmt9
*pOnce = _Init _global epoch;
_Init_thread_epoch = _Init_global epoch;
_Init_thread_unlock();
_Init_thread_notify();

}

noexcept {

Simplify: INT_MIN =>-100
uninitialized = 0, being_initialized = -1

Time t0 t3 t7 19
guard (pOnce) 0 -1 -1 -1
_Init_global_epoch -100 | -100 | -100 | -99
_Init_thread1_epoch | -160 | -100 | -100 | -100
_Init_thread2_epoch | -100 | -160 | -160 | -100

Objectinitdone 0 0 1 1
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}

void Init_thread header(int* const pOnce) noexcept {

_Init_thread_lock();

if (*pOnce == 0) {
// Only one thread enters here and will initialize.
*pOnce = -1;
} else {
while (*pOnce == -1) {
// Other threads wait here.

_Init_thread wait v2(); &=mt6 Starts waiting

// Hit an exception.
if (*pOnce == 0) {
// This thread wins and will now initialize.
*pOnce = -1;
_Init_thread_unlock();
return;
}
}
_Init _thread _epoch = Init global epoch;
}

_Init_thread_unlock();
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void Init _thread footer(int* const pOnce)
_Init_thread lock();
++_Init_global epoch;
*pOnce = _Init _global epoch; <=mmmt10
_Init_thread_epoch = _Init_global epoch;
_Init_thread_unlock();
_Init_thread_notify();

}

noexcept {

Simplify: INT_MIN =>-100
uninitialized = 0, being_initialized = -1

Time t0 t3 t7 19 t10
guard (pOnce) 0 -1 -1 -1 -99
_Init_global_epoch -100 -100 | -100 | -99 -99
_Init_thread1_epoch -100 -100 | -100 | -100 -100
_Init_thread2_epoch | -10@ | -100 | -100 | -100 -100
Objectinitdone 0 0 1 1 1
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void Init_thread header(int* const pOnce) noexcept {

_Init_thread_lock();

if (*pOnce == 0) {
// Only one thread enters here and will initialize.
*pOnce = -1;
} else {
while (*pOnce == -1) {
// Other threads wait here.

_Init_thread wait v2(); &=mt6 Starts waiting

// Hit an exception.

if (*pOnce == 0) {
// This thread wins and will now initialize.
*pOnce = -1;
_Init_thread_unlock();
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_Init_thread lock();
++_Init_global epoch;
*pOnce = _Init _global epoch;

_Init_thread_unlock();
_Init_thread_notify();
}

void Init thread footer(int* const pOnce) noexcept {

_Init_thread_epoch = _Init_global_epoch; <mmmmt11

Simplify: INT_MIN =>-100
uninitialized = 0, being_initialized = -1

Time t0 t3 |t7 |19 t10 | t11
return;
} guard (pOnce) 0 -1 -1 -1 -99 -99
_Init_thread_epoch = _Init_global_epoch; _Init_global_epoch 100 100 | -100 | -99 99 93
} _Init_thread1_epoch -100 -100 | -100 | -100 -100 -99
} —Init_thread_unlock(); _Init_thread2_epoch -100 -100 | -100 | -100 -100 -100
Objectinitdone 0 0 1 1 1 1




MSVC Implementation: Walkthrough

void Init_thread header(int* const pOnce) noexcept {

_Init_thread_lock();

if (*pOnce == 0) {
// Only one thread enters here and will initialize.
*pOnce = -1;
} else {
while (*pOnce == -1) {
// Other threads wait here.

_Init_thread wait v2(); &=mt6 Starts waiting

// Hit an exception.

if (*pOnce == 0) {
// This thread wins and will now initialize.
*pOnce = -1;
_Init_thread_unlock();
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_Init_thread lock();
++_Init_global epoch;
*pOnce = _Init _global epoch;
_Init_thread_epoch = _Init_global epoch;
_Init_thread_unlock(); <(mmmmt12
_Init_thread_notify();

}

void Init thread footer(int* const pOnce) noexcept {

Simplify: INT_MIN =>-100
uninitialized = 0, being_initialized = -1

Time t0 t3 |t7 |19 t10 | t11
return;
} guard (pOnce) 0 -1 -1 -1 -99 -99
_Init_thread_epoch = _Init_global_epoch; _Init_global_epoch 100 100 | -100 | -99 99 93
} _Init_thread1_epoch -100 -100 | -100 | -100 -100 -99
} —Init_thread_unlock(); _Init_thread2_epoch -100 -100 | -100 | -100 -100 -100
Objectinitdone 0 0 1 1 1 1
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void Init_thread header(int* const pOnce) noexcept {

_Init_thread_lock();

if (*pOnce == 0) {
// Only one thread enters here and will initialize.
*pOnce = -1;
} else {
while (*pOnce == -1) {
// Other threads wait here.

_Init_thread wait v2(); &=mt6 Starts waiting

// Hit an exception.

if (*pOnce == 0) {
// This thread wins and will now initialize.
*pOnce = -1;
_Init_thread_unlock();
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_Init_thread lock();

++_Init_global epoch;

*pOnce = _Init _global epoch;
_Init_thread_epoch = _Init_global epoch;
_Init_thread_unlock();

Init _thread notify();
_ _ - mmt13
}

void Init thread footer(int* const pOnce) noexcept {

Simplify: INT_MIN =>-100
uninitialized = 0, being_initialized = -1

Time t0 t3 |t7 |19 t10 | t11
return;
} guard (pOnce) 0 -1 -1 -1 -99 -99
_Init_thread_epoch = _Init_global_epoch; _Init_global_epoch 100 100 | -100 | -99 99 93
} _Init_thread1_epoch -100 -100 | -100 | -100 -100 -99
} —Init_thread_unlock(); _Init_thread2_epoch -100 -100 | -100 | -100 -100 -100
Objectinitdone 0 0 1 1 1 1




MSVC Implementation: Walkthrough

void Init_thread header(int* const pOnce) noexcept {

_Init_thread_lock();

if (*pOnce == 0) {
// Only one thread enters here and will initialize.
*pOnce = -1;
} else {
while (*pOnce == -1) {
// Other threads wait here.
_Init_thread wait_v2();

// Hit an exception.

if (*pOnce == @) { ¢=mt14 pOnce==-99
// This thread wins and will now initialize.
*pOnce = -1;
_Init_thread_unlock();
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_Init_thread lock();

++_Init_global epoch;

*pOnce = _Init _global epoch;
_Init_thread_epoch = _Init_global epoch;
_Init_thread_unlock();

Init _thread notify();
_ _ - mmt13
}

void Init thread footer(int* const pOnce) noexcept {

Simplify: INT_MIN =>-100
uninitialized = 0, being_initialized = -1

Time t0 t3 |t7 |19 t10 | t11
return;
} guard (pOnce) 0 -1 -1 -1 -99 -99
_Init_thread_epoch = _Init_global_epoch; _Init_global_epoch 100 100 | -100 | -99 99 93
} _Init_thread1_epoch -100 -100 | -100 | -100 -100 -99
} —Init_thread_unlock(); _Init_thread2_epoch -100 -100 | -100 | -100 -100 -100
Objectinitdone 0 0 1 1 1 1




MSVC Implementation: Walkthrough

void Init_thread header(int* const pOnce) noexcept {

_Init_thread_lock();

if (*pOnce == 0) {

// Only one thread enters here and will initialize.

*pOnce = -1;
} else {
while (*pOnce == -1) {
// Other threads wait here.
_Init_thread wait_v2();

// Hit an exception.

if (*pOnce == 0) {
// This thread wins and will now initialize.
*pOnce = -1;
_Init_thread_unlock();
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_Init_thread lock();

++_Init_global epoch;

*pOnce = _Init _global epoch;
_Init_thread_epoch = _Init_global epoch;
_Init_thread_unlock();

Init _thread notify();
_ _ - mmt13
}

void Init thread footer(int* const pOnce) noexcept {

Simplify: INT_MIN =>-100
uninitialized = 0, being_initialized = -1

Time t0 t3 | t7 t9 t10 | t11 t15
return;
} guard (pOnce) 0 -1 -1 -1 -99 -99 -99
_Init_thread_epoch = _Init_global_epoch; 4=mmmt15 ~Init_global_epoch 100 100 | -100/] -99 %9 29 29
} _Init_thread1_epoch -100 -100 | -100 | -100 -100 -99 -99
} R SIRCEe_IOEL)S _Init_thread2_epoch -100 -100 | -100 | -100 -100 -100 -99
Objectinitdone 0 0 1 1 1 1 1




MSVC Implementation: Walkthrough

void Init_thread header(int* const pOnce) noexcept {
_Init_thread_lock();

if (*pOnce == 0) {
// Only one thread enters here and will initialize.
*pOnce = -1;
} else {
while (*pOnce == -1) {
// Other threads wait here.
_Init_thread wait_v2();

// Hit an exception.

if (*pOnce == 0) {
// This thread wins and will now initialize.
*pOnce = -1;
_Init_thread_unlock();
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_Init_thread lock();

++_Init_global epoch;

*pOnce = _Init _global epoch;
_Init_thread_epoch = _Init_global epoch;
_Init_thread_unlock();

Init _thread notify();
_ _ - mmt13
}

void Init thread footer(int* const pOnce) noexcept {

Simplify: INT_MIN =>-100
uninitialized = 0, being_initialized = -1

Time t0 t3 t7 19 t10 t11 t15
return;

} guard (pOnce) 0 -1 -1 -1 -99 -99 -99
} :

Init_thread_epoch = _Init_global_epoch; —Init_global_epoch ~100 | -160 | -100 | -99 -99 -99 -99

} _Init_thread1_epoch -100 -100 | -100 | -100 -100 -99 -99
Init_thread_unlock(); .

- - - -100 -100 | -100 | -100 -100 -100 -99

} &==t16 _Init_thread2_epoch
Objectinitdone 0 0 1 1 1 1 1




Clang Implementation



176

Clang implementation

* If clang-cl is used on Windows, then it falls back to MSVC implementation.

 Otherwise, it uses Itanium ABI functions:
* _ cxa_guard_acquire
* _cxa_guard_release
* _cxa_guard_abort
e cXa_atexit

e MicrosoftCXXABI::EmitGuardedInitin clang/lib/CodeGen/MicrosoftCXXABI.cpp
does MSVC transformation.

e TItaniumCXXABI::EmitGuardedInitin clang/lib/CodeGen/ItaniumCXXABI.cpp does
[tanium ABI transformation.



https://github.com/llvm/llvm-project/blob/main/clang/lib/CodeGen/MicrosoftCXXABI.cpp#L2661
https://github.com/llvm/llvm-project/blob/main/clang/lib/CodeGen/MicrosoftCXXABI.cpp#L2661
https://github.com/llvm/llvm-project/blob/main/clang/lib/CodeGen/MicrosoftCXXABI.cpp#L2661
https://github.com/llvm/llvm-project/blob/main/clang/lib/CodeGen/ItaniumCXXABI.cpp#L2721
https://github.com/llvm/llvm-project/blob/main/clang/lib/CodeGen/ItaniumCXXABI.cpp#L2721
https://github.com/llvm/llvm-project/blob/main/clang/lib/CodeGen/ItaniumCXXABI.cpp#L2721
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ltanium ABI defines One-time construction API

As described in Section 2.8, certain objects with static storage duration have associated guard variables used to
support the requirement that they be initialized exactly once, the first time the scope declaring them is entered.

However, an implementation intending to support automatically thread-safe, one-time initialization (as opposed to
requiring explicit user control for thread safety) may make use of the following APl functions:

extern "C" int __cxa_guard_acquire (__int64_t *guard_object);

extern "C" void __cxa_guard_release (__int64_t *guard_object);

extern "C" void __cxa_guard_abort (__int64_t *guard_object);

The following is pseudo-code showing how these functions can be used:

if (obj_guard.first byte == 0) {
if ( __cxa_guard_acquire (&obj guard) ) {

Clang’s Itanium implementation follows this

contract.
try {
// ... initialize the object ...; : : : :
} catch (...) { It provides its own implementation of these
__cxa_guard_abort (&obj_guard); functions in libcxxabi
throw;
}
// ... queue object destructor with _ cxa_atexit() ...;

__cxa_guard_release (&obj _guard);
}
}



https://itanium-cxx-abi.github.io/cxx-abi/abi.html#once-ctor
https://itanium-cxx-abi.github.io/cxx-abi/abi.html#once-ctor
https://itanium-cxx-abi.github.io/cxx-abi/abi.html#once-ctor
https://itanium-cxx-abi.github.io/cxx-abi/abi.html#guards

Clang: ltanium implementation

if (obj guard.first byte == 0) {
if ( __cxa_guard _acquire (&obj guard) ) {n
try {
// ... initialize the object ...;
} catch (...) {

__cxa_guard_abort (&obj guard);
throw;

}
// ... queue object destructor with cxa_ atexit() .. .;E
__cxa_guard _release (&obj guard);
}
}
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Only one thread will:

A) initialize the object

B) register with atexit

C) Mark initialization as complete.

Other threads will:

D) Wait inside “acquire”, while first thread
completes initialization and exit. OR

E) Check first_byte and exit.

If an exception is thrown, F will hit and “reset” guard object state, which will ensure that A, B, C can be executed by

another thread.

* Clang’s implementation “does not” use thread locals.
* And thereis no global epoch or thread epoch.
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There is one guard object for each magic static: There are 2 different implementations:
e 32biton ARM  Uses Futex - Linux, OpenBSD
* 64 bit on AMD / Intel * Uses Mutex-MacOS, etc.

ARM: 32-bit guard object: No thread recursion detection:

Guard byte (O or 1) Init Byte (0/1/2/4/6)  Not used Not used
\ }
| |
Atomic used for Mutex impl-read /
read / write for write under global
both mutex.

implementations.
Futex impl-read/

write uses Atomic.

Futex impl - uses entire guard object address
as “address” for futex wait & wake.
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There is one guard object for each magic static: There are 2 different implementations:
e 32biton ARM  Uses Futex - Linux, OpenBSD
* 64 bit on AMD / Intel * Uses Mutex-MacOS, etc.

AMD/Intel: 64-bit guard object: Supports thread recursion detection:

Guard byte (O or 1) InitByte (0/1/2/4/6) Notused Notused Thread id ofinitializerthread.

\ } \ J
| | !

Atomic used for Mutex impl-read / Mutex impl-read /
read / write for write under global write under global
both mutex. mutex.
manlamantaticnna

Futex impl-read/ Futex impl-read/

write uses Atomic. write uses Atomic.

Futex impl - uses entire guard object address
as “address” for futex wait & wake.
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Clang: ltanium implementation: state variables

* Thisimplementation “does not” use thread locals.
* Thereis no global epoch or thread epoch.

There is one guard object for each magic static: There are 2 different implementations:

« 32 biton ARM * Uses Futex - Linux, OpenBSD

e 64 biton AMD/ Intel e Uses Mutex-MacOS, etc.
. |Mutex(ARM) | Mutex (Other) | Futex (ARM) | Futex (Other)
atomic (part of guard) 1 1 1 1

atomic (thread reentrancy check — part of guard) | N/A 0 N/A 1

global mutex 1 1 0 0

global condition variable 1 1 0 0

futex (uses memory in guard) 0 0 1 1

atomic (init byte — part of guard) 0 0 1 1




Clang: ltanium implementation: state variables

* Thisimplementation “does not” use thread locals.
* Thereis no global epoch or thread epoch.

There is one guard object for each magic static:
e 32biton ARM
* 64 bit on AMD / Intel

There are 2 different implementations:

* Uses Futex - Linux, OpenBSD
e Uses Mutex-MacOS, etc.

atomic (part of guard) 1/N 1/N 1/N 1/N
atomic (thread reentrancy check — part of guard) | N/A 0 N/A 1/N
global mutex 1/1 1/1 0 0
global condition variable 1/1 1/1 0 0
futex (uses memory in guard) 0 0 1/N 1/N
atomic (init byte — part of guard) 0 0 1/N 1/N

For N magic statics.
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Clang: ltanium implementation

const std::string& GetName() { static uint64 _t _ guard for_name = 0;

static const std::string name = ComputeName(); =)

return name; alignas(std::string) static char _ storage for name[sizeof(std::string)];
}

!

const std::string& GetName() { |

uint8_t* guard_byte ptr = reinterpret_cast<uint8_ t*>(&_ _guard_for_name); . .
uint8_t guard_val = __atomic_load_n(guard_byte_ptr, _ ATOMIC_ACQUIRE); -— Step 1:Load guard byte (byte O) with

acquire ordering
if (guard_val == 0) {
if (__cxa_guard_acquire(& guard for_name) != 0) {
try {

new (__storage for name) std::string(ComputeName());

__cxa_atexit(
/*dtor=*/
[](void* p) { reinterpret_cast<std::string*>(p)->~basic_string(); },
/*obj=*/__storage for_ name,
/*dso=*/& dso_handle);

___cxa_guard _release(& guard_for _name);

} catch (...) {
__cxa_guard_abort(& guard for_name);
throw;

}
}
}

return *reinterpret cast<std::string*>(__storage for_name);

}
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Clang: ltanium implementation

const std::string& GetName() { static uint64 _t _ guard for_name = 0;

static const std::string name = ComputeName(); =)

return name; alignas(std::string) static char _ storage for name[sizeof(std::string)];
}

!

const std::string& GetName() {
uint8_t* guard_byte ptr = reinterpret_cast<uint8_t*>(&__guard_for_name);

uint8_t guard_val = __atomic_load_n(guard_byte_ptr, __ ATOMIC_ACQUIRE);
Step 2: If guard byte is zero, we might
if (guard_val == 0) { < Ao el
if (__cxa_guard_acquire(& guard for_name) != 0) { needto initiatize
try {

new (__storage for name) std::string(ComputeName());
__cxa_atexit(
/*dtor=*/
[](void* p) { reinterpret_cast<std::string*>(p)->~basic_string(); },
/*obj=*/__storage for_ name,
/*dso=*/& dso_handle);

___cxa_guard _release(& guard_for _name);

} catch (...) {
__cxa_guard_abort(& guard for_name);
throw;

}
}
}

return *reinterpret cast<std::string*>(__storage for_name);

}
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const std::string& GetName() { static uint64 _t _ guard for_name = 0;

static const std::string name = ComputeName(); =)

return name; alignas(std::string) static char _ storage for name[sizeof(std::string)];
}

!

const std::string& GetName() {
uint8_t* guard_byte ptr = reinterpret_cast<uint8_t*>(&__guard_for_name);

uint8_t guard_val = __atomic_load_n(guard_byte_ptr, __ ATOMIC_ACQUIRE);
if (guard val == 9) { Step 3: Call __cxa_guard_acquire — does the heavy
if (__cxa_guard_acquire(& guard_for_name) != 0) { ~—_ synchronization
try { . T .
new (_ storage for name) std::string(ComputeName()); Returr?s.1 if THIS thread should initialize, O if someone
__cxa_atexit( else did it
/*dtor=*/

[J(void* p) { reinterpret_cast<std::string*>(p)->~basic_string(); },
/*obj=*/__storage for_ name,
/*dso=*/& dso_handle);

___cxa_guard _release(& guard_for _name);

} catch (...) {
__cxa_guard_abort(& guard for_name);
throw;

}
}
}

return *reinterpret cast<std::string*>(__storage for_name);

}
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const std::string& GetName() { static uint64 _t _ guard for_name = 0;

static const std::string name = ComputeName(); =)

return name; alignas(std::string) static char _ storage for name[sizeof(std::string)];
}

!

const std::string& GetName() {
uint8_t* guard_byte ptr = reinterpret_cast<uint8_t*>(&__guard_for_name);
uint8_t guard_val = __atomic_load_n(guard_byte_ptr, __ ATOMIC_ACQUIRE);

if (guard_val == 0) {
if (__cxa_guard_acquire(& guard for_name) != 0) {

try { Step 4: This thread is the initializer

new (__storage for name) std::string(ComputeName()); . . .
 cxa atexit( Step 5: Construct the object in place

/*dtor=*/

[](void* p) { reinterpret_cast<std::string*>(p)->~basic_string(); },
/*obj=*/__storage for_ name,

/*dso=*/& dso_handle);

___cxa_guard _release(& guard_for _name);

} catch (...) {
__cxa_guard_abort(& guard for_name);
throw;

}
}
}

return *reinterpret cast<std::string*>(__storage for_name);

}
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const std::string& GetName() { static uint64_t __ guard_for_name = 0;

static const std::string name = ComputeName(); =)

return name; alignas(std::string) static char _ storage for name[sizeof(std::string)];

}

!

const std::string& GetName() {
uint8_t* guard_byte ptr = reinterpret_cast<uint8_t*>(&__guard_for_name);
uint8_t guard_val = __atomic_load_n(guard_byte_ptr, __ ATOMIC_ACQUIRE);

if (guard_val == 0) {
if (__cxa_guard_acquire(& guard for_name) != 0) {
try {

new (__ storage for name) std::string(ComputeName());

__cxa_atexit(
/*dtor=%*/
[J(void* p) { reinterpret cast<std::string*>(p)->~basic_string(); },
/*obj=*/__storage for_ name,
/*dso=*/& dso_handle);

___cxa_guard _release(& guard_for _name);

} catch (...) {
__cxa_guard_abort(& guard for_name);
throw;

}
}
}

return *reinterpret cast<std::string*>(__storage for_name);

}

<«

 Step 6: Register destructor for
program exit
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const std::string& GetName() {
static const std::string name = ComputeName(); =)
return name;

}

!
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static uint64 _t _ guard for_name = 0;

alignas(std::string) static char _ storage for name[sizeof(std::string)];

const std::string& GetName() {

uint8_t* guard_byte ptr = reinterpret_cast<uint8_t*>(&__guard_for_name);
uint8_t guard_val = __atomic_load_n(guard_byte_ptr, __ ATOMIC_ACQUIRE);

if (guard_val == 0) {
if (__cxa_guard_acquire(& guard for_name) != 0) {
try {

new (__storage for name) std::string(ComputeName());

__cxa_atexit(
/*dtor=*/

[](void* p) { reinterpret_cast<std::string*>(p)->~basic_string(); },

/*obj=*/__storage for_ name,
/*dso=*/& dso_handle);

___cxa_guard release(& guard_for _name);

} catch (...) {
__cxa_guard_abort(& guard for_name);
throw;

}
}
}

}

return *reinterpret cast<std::string*>(__storage for_name);

Step 7: Mark initialization
complete
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const std::string& GetName() { static uint64_t __ guard_for_name = 0;

static const std::string name = ComputeName(); =)

return name; alignas(std::string) static char _ storage for name[sizeof(std::string)];

}

!

const std::string& GetName() {
uint8_t* guard_byte ptr = reinterpret_cast<uint8_t*>(&__guard_for_name);
uint8_t guard_val = __atomic_load_n(guard_byte_ptr, __ ATOMIC_ACQUIRE);

if (guard_val == 0) {
if (__cxa_guard_acquire(& guard for_name) != 0) {
try {

new (__storage for name) std::string(ComputeName());

__cxa_atexit(
/*dtor=*/
[J(void* p) { reinterpret_cast<std::string*>(p)->~basic_string();
/*obj=*/__storage for_ name,
/*dso=*/& dso_handle);

___cxa_guard _release(& guard_for _name);
} catch (...) {
__cxa_guard_abort(& guard for_name); <

}s

Step 8: Only if exception, reset

throw;

}
}
}

return *reinterpret cast<std::string*>(__storage for_name);

}

guard so next call retries
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const std::string& GetName() {
static const std::string name = ComputeName(); =)
return name;

}

!
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static uint64 _t _ guard for_name = 0;

alignas(std::string) static char _ storage for name[sizeof(std::string)];

const std::string& GetName() {

uint8_t* guard_byte ptr = reinterpret_cast<uint8_t*>(&__guard_for_name);
uint8_t guard_val = __atomic_load_n(guard_byte_ptr, __ ATOMIC_ACQUIRE);

if (guard_val == 0) {
if (__cxa_guard_acquire(& guard for_name) != 0) {
try {

new (__storage for name) std::string(ComputeName());

__cxa_atexit(
/*dtor=*/

[](void* p) { reinterpret_cast<std::string*>(p)->~basic_string(); },

/*obj=*/__storage for_ name,
/*dso=*/& dso_handle);

___cxa_guard _release(& guard_for _name);

} catch (...) {
__cxa_guard_abort(& guard for_name);
throw;

}
}
}

}

return *reinterpret cast<std::string*>(__storage for_name);

Step 9: Return reference to the (now-
<« initialized) object
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const std::string& GetName() { static uint64 _t _ guard for_name = 0;

static const std::string name = ComputeName(); =)

return name; alignas(std::string) static char _ storage for name[sizeof(std::string)];
}

!

const std::string& GetName() { | .
uint8 t* guard byte ptr = reinterpret _cast<uint8 t*>(& guard for_name); A, B, C, D is the fast path for a thread

uint8 t guard val = _ atomic_load n(guard _byte ptr, _ ATOMIC_ACQUIRE); E through this function once the magic static
4R Qi el == @) 4 initialization has been completed.
if (__cxa_guard_acquire(& guard _for_name) != 0) { |
try { And this has a “single” atomic load.

new (__storage for name) std::string(ComputeName());
__cxa_atexit(
/*dtor=*/
[](void* p) { reinterpret_cast<std::string*>(p)->~basic_string(); },
/*obj=*/__storage for_ name,
/*dso=*/& dso_handle);

___cxa_guard _release(& guard_for _name);

} catch (...) {
__cxa_guard_abort(& guard for_name);
throw;

}
}

}
return *reinterpret cast<std::string*>(__storage for_name); n
}
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Clang: Itanium: Guard object

Guard byte 0 — Not initialized.
1 — Magic static initialization completed.

: UNSET: 0: Initialization hasn't successfully completed, and nobody is currently
Init byte performing the initialization.

PENDING: 2: Somebody has started the initialization already. The first thread which
acquires sets PENDING.

PENDING | WAITING: 6: Somebody has started the initialization already. The thread
which sees PENDING, adds WAITING and waits for update.
The threads that see PENDING|WAITING, waits for updates.

COMPLETE: 1: Initialization was finished

Not used

Not used

Thread id of
initializer thread.




Clang: Itanium: Guard object

Guard byte

0 — Not initialized.
1 — Magic static initialization completed.

Init byte

Not used

Not used

Thread id of

initializer thread.

const std::string& GetName() {
uint8 t* guard_byte ptr = reinterpret_cast<uint8 t*>(& guard for_name);
uint8 t guard val = _ atomic_load n(guard byte ptr, _ ATOMIC_ACQUIRE); n
if (guard_val == 0) {
if (__cxa_guard_acquire(&_ guard for_name) != 0) {
try {

new (__storage for name) std::string(ComputeName());
__cxa_atexit(
/*dtor=*/
[ ](void* p) { reinterpret cast<std::string*>(p)->~basic_string(); },
/*obj=*/ storage_ for_name,
/*dso=*/& dso_handle);

___cxa_guard _release(& guard _for_name);

} catch (...) {
__cxa_guard_abort(& guard for_name);
throw;

}
}

}
return *reinterpret cast<std::string*>(__storage for_ name); E
}

Separation of the guard byte from init byte makes the above “fast path” possible.
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Clang: Itanium: Guard object

SWENRE Guard byte
— struct GuardByte . :
/// Co-ordinates between GuardByte and InitByte.
L template <class InitByteT>
Init byte struct GuardObject {
// <<SNIPPED>>
rivate:
GuardByte guard byte;
InitByteT init byte;
// OTHER STUFF.
}s
= struct InitByteT )
__cxa_guard_acquire
N q GuardObject<initByteT>::cxa_guard_acquire()
otuse  GuardByte::acquire()
Not used * [InitByteT::acquire()
Thread id of
initializer thread.
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Clang: Itanium: Guard object

SWENRE Guard byte
— struct GuardByte . :
/// Co-ordinates between GuardByte and InitByte.
L template <class InitByteT>
Init byte struct GuardObject {
// <<SNIPPED>>
rivate:
GuardByte guard byte;
InitByteT init byte;
// OTHER STUFF.
}s
= struct InitByteTl
__cxa_guard_release
N q GuardObject<initByteT>::cxa_guard_release()
otuse  GuardByte::release()
Not used * InitByteT::release()
Thread id of
initializer thread.




Clang: ltanium: Guard object: InitByte state machine

SWENRE Guard byte

Init byte

Not used

Not used

Thread id of

initializer thread.

— struct GuardByte

= struct InitByteTl

Flags: UNSET: 0, COMPLETE: 1, PENDING: 2, WAITING: 4

UNSET (0)

A

PENDING (2)

acquire(): set PENDING (2)

Another thread calls
acquire()

abort(): sets
UNSET (0)

\ 4

A\ 4

PENDING |
WAITING (6)

release(): sets

UNSET (0)
Can retry

COMPLETE (1)

\ 4

COMPLETE (1)
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Clang: ltanium Implementation

libcxxabi/src/cxa guard impl.h

static constexpr uint8 t UNSET = 0;
struct GuardByte wraps around the guard-byte. static constexpr uint8_t COMPLETE_BIT = (1 << 0);

/// Manages reads and writes to the guard byte.
struct GuardByte {
// <<Snipped>>
explicit GuardByte(uint8 t* const guard byte address) : guard byte(guard byte address) {}

/// The guard byte portion of cxa_guard_acquire. Returns true if

/// initialization has already been completed.

bool acquire() {
// if guard _byte is non-zero, we have already completed initialization
// (i.e. release has been called)
return guard _byte.load(std:: AO Acquire) != UNSET;

}

/// The guard byte portion of cxa_guard release.
void release() { guard byte.store(COMPLETE BIT, std:: AO Release); }

/// The guard byte portion of cxa_guard_abort.
void abort() {} // Nothing to do

private:
AtomicInt<uint8 t> guard byte;

}s
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libcxxabi/src/cxa guard impl.h

struct GuardObject contains both GuardByte and InitByteT and wraps the full guard object.

GuardByte
wrapping on
guard-byte of
guard object.

7

/// Co-ordinates between GuardByte and InitByte.

template <class InitByteT>
e \ This class is configurable so that it can be

1 E<5NIPPED>> InitByteGlobalMutex / InitByteFutex/ InitByteNoThreads
private: |

GuardByte guard_byte; . Sy .
InitByteT init byte; This wraps init-byte and rest of the guard object.

public:
/// ARM Constructor
explicit GuardObject(uint32_t* raw_guard object)
: guard byte(reinterpret cast<uint8 t*>(raw_guard object
init byte(reinterpret _cast<uint8 t*>(raw_guard object) + 1, nullptr)

Wraps the guard
object pointer.

/// Itanium Constructor
explicit GuardObject(uint64_t* raw_guard object)
: guard byte(reinterpret cast<uint8 t*>(raw_guard object)),
init byte(reinterpret _cast<uint8 t*>(raw_guard object) + 1,
reinterpret cast<uint32 t*>(raw_guard object) + 1) {

}
// OTHER STUFF.

s
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libcxxabi/src/cxa guard impl.h

199

Time | Guard | Init Initialized
Byte Byte

struct GuardObject contains both GuardByte and InitByteT and wraps the full guai tO false

t1

/// Co-ordinates between GuardByte and InitByte.
template <class InitByteT>
struct GuardObject {
// <<SNIPPED>>
private:
GuardByte guard byte;
InitByteT init_ byte;
// <<SNIPPED>>
AcquireResult cxa_guard_acquire() {
mmm) if (guard byte.acquire() || init_byte.acquire())
return INIT_IS_ DONE;
return INIT_IS_ PENDING;

}

void cxa_guard_release() {
guard_byte.release();
init_byte.release();

}

void cxa_guard_abort() {
guard_byte.abort();
init_byte.abort();
}
}s

t1: guard-byte is 0, so guard_byte.acquire() returns false
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libcxxabi/src/cxa guard impl.h

Time | Guard | Init Initialized
Byte Byte

struct GuardObject contains both GuardByte and InitByteT and wraps the full guai tO false

}s

/// Co-ordinates between GuardByte and InitByte.
template <class InitByteT>
struct GuardObject {

// <<SNIPPED>>

private:

GuardByte guard byte;
InitByteT init_byte; &
// <<SNIPPED>>
AcquireResult cxa_guard_acquire() {
if (guard_byte.acquire() || init_byte.acquire())
return INIT_IS_ DONE;
return INIT_IS_ PENDING;

y t2: Gets inside init_byte.acquire()
void cxa_guard_release() {
guard_byte.release();

init_byte.release();

}

void cxa_guard_abort() {
guard_byte.abort();
init byte.abort();

}
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Time | Guard | Init Initialized
libcxxabi/src/cxa guard impl.h Byte Byte

struct GuardObject contains both GuardByte and InitByteT and wraps the full guai tO false

/// Co-ordinates between GuardByte and InitByte. t3 0 2 false
template <class InitByteT>
struct GuardObject {
// <<SNIPPED>>
private:
GuardByte guard byte;
InitByteT init_ byte;
// <<SNIPPED>>
AcquireResult cxa_guard_acquire() {
if (guard_byte.acquire() || init_byte.acquire())
return INIT_IS_ DONE;

return INIT_IS_PENDING; t3: Inside acquire(), it sets init-byte to PENDING (2)

o

}

void cxa_guard_release() {
guard_byte.release();
init_byte.release();

}

void cxa_guard_abort() {
guard_byte.abort();
init_byte.abort();
}
}s
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Time | Guard | Ini Initialized
libcxxabi/src/cxa guard impl.h -

struct GuardObject contains both GuardByte and InitByteT and wraps the full guai tO false

/// Co-ordinates between GuardByte and InitByte. t3 0 2 false
template <class InitByteT>
struct GuardObject {

// <<SNIPPED>>
private:

GuardByte guard byte;

InitByteT init_ byte;

// <<SNIPPED>>

AcquireResult cxa_guard_acquire() {

if (guard_byte.acquire() || init_byte.acquire())
return INIT_ IS DONE;

t ‘} return INIT_IS_PENDING; t3: Inside acquire(), it sets init-byte to PENDING (2)
|

void cxa_guard_release() { t4: Since this thread in acquire(), sets init-byte to

guard_byte.release(); PENDING (2) it will return false from acquire().
init_byte.release(); '

} B So, it will hit INIT_IS_PENDING

void cxa_guard_abort() {
guard_byte.abort();
init_byte.abort();
}
}s



https://github.com/llvm/llvm-project/blob/main/libcxxabi/src/cxa_guard_impl.h
https://github.com/llvm/llvm-project/blob/main/libcxxabi/src/cxa_guard_impl.h
https://github.com/llvm/llvm-project/blob/main/libcxxabi/src/cxa_guard_impl.h
https://github.com/llvm/llvm-project/blob/main/libcxxabi/src/cxa_guard_impl.h
https://github.com/llvm/llvm-project/blob/main/libcxxabi/src/cxa_guard_impl.h

Clang: ltanium Implementation

Time | Guard | Init Initialized
libcxxabi/src/cxa guard impl.h Byte Byte

struct GuardObject contains both GuardByte and InitByteT and wraps the full guai tO false

/// Co-ordinates between GuardByte and InitByte. t3 0 2 false
template <class InitByteT>
struct GuardObject {

// <<SNIPPED>>
private:

GuardByte guard byte;

InitByteT init_ byte;

// <<SNIPPED>>

AcquireResult cxa_guard_acquire() {

if (guard_byte.acquire() || init_byte.acquire()) $===mt5
return INIT_ IS DONE;

t4 === rotyrn INIT_IS_PENDING;

y t5: guard-byte is 0, so guard_byte.acquire() returns false

void cxa_guard_release() {
guard_byte.release();
init_byte.release();

}

void cxa_guard_abort() {
guard_byte.abort();
init byte.abort();

}

}s



https://github.com/llvm/llvm-project/blob/main/libcxxabi/src/cxa_guard_impl.h
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libcxxabi/src/cxa guard impl.h

t4

Time | Guard | Init Initialized
Byte Byte

struct GuardObject contains both GuardByte and InitByteT and wraps the full guai tO false
/// Co-ordinates between GuardByte and InitByte. t3 0 2 false
template <class InitByteT>
struct GuardObject { t6 0 6 false
// <<SNIPPED>>
private:
GuardByte guard byte;
[/ <<SNIPPED>> / inside acquire
AcquireResult cxa_guard_acquire() {
if (guard_byte.acquire() || init_byte.acquire())
return INIT_ IS DONE;
=== return INIT_IS_PENDING; t6: Inside acquire(), since init-byte is PENDING (2), this
} thread sets it to PENDING | WAITING (6) and keeps

void cxa_guard_release() { waiting.
guard byte.release();
init_byte.release();

}

void cxa_guard_abort() {
guard_byte.abort();
init_byte.abort();
}
}s
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Time | Guard | Init Initialized
libcxxabi/src/cxa guard impl.h Byte Byte

struct GuardObject contains both GuardByte and InitByteT and wraps the full guai tO false

/// Co-ordinates between GuardByte and InitByte. t3 0 2 false
template <class InitByteT>
struct GuardObject { t6 0 6 false
// <<SNIPPED>>
private:
GuardByte guard byte;

InitByteT init_byte; ©| Thread waiting
// <<SNIPPED>> . .
. . inside acquire

AcquireResult cxa_guard_acquire() {
if (guard_byte.acquire() || init_byte.acquire())
return INIT_IS_ DONE;
return INIT_IS_ PENDING;

} if (guard_val == 0) {
if (__cxa_guard_acquire(& guard_for_name) != 0) {

void cxa_guard_release() { try { ¢ £ td::string(C feN )
suard_byte.release(); t7| mmmp DOV (__storage_ or.‘_name) std::s rlng( omputeName());
. . // <SNIPPED>> Register for destruction
init_byte.release(); )

} __cxa_guard_release(& guard_for_name);

|

void cxa_guard_abort() { Since the thread exited cxa_guard_acquire with
guard_byte.abort(); INIT_IS_PENDING (1) it initializes the object.
init_byte.abort();

}

}s
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Time | Guard | Init Initialized
libcxxabi/src/cxa guard impl.h Byte Byte

struct GuardObject contains both GuardByte and InitByteT and wraps the full guai tO false

/// Co-ordinates between GuardByte and InitByte. t3
template <class InitByteT>
struct GuardObject { t6
// <<SNIPPED>>
: t7
private:
GuardByte guard byte;

InitByteT init_byte; ©| Thread waiting
// <<SNIPPED>> . .
. . inside acquire

AcquireResult cxa_guard_acquire() {
if (guard_byte.acquire() || init_byte.acquire())
return INIT_IS_ DONE;
return INIT_IS_ PENDING;

o
N

false

o
o

false

o
(0]

true

} if (guard_val == 0) {
if (__cxa_guard_acquire(& guard_for_name) != 0) {

void cxa_guard_release() { try { ¢ £ td::string(C feN )
suard_byte.release(); t7| s DOV (__storage_ or.‘_name) std::s rlng( omputeName());
. . // <SNIPPED>> Register for destruction
init_byte.release(); )

} __cxa_guard_release(& guard_for_name);

|

void cxa_guard_abort() { Since the thread exited cxa_guard_acquire with
guard_byte.abort(); INIT_IS_PENDING (1) it initializes the object.
init_byte.abort();

}

}s
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Time | Guard | Ini Initialized
libcxxabi/src/cxa guard impl.h -

struct GuardObject contains both GuardByte and InitByteT and wraps the full guai tO false

/// Co-ordinates between GuardByte and InitByte. t3
template <class InitByteT>
struct GuardObject { t6
// <<SNIPPED>>
: t7
private:
GuardByte guard byte;

InitByteT init_byte; ©| Thread waiting
// <<SNIPPED>> . .
. . inside acquire

AcquireResult cxa_guard_acquire() {
if (guard_byte.acquire() || init_byte.acquire())
return INIT_IS_ DONE;
return INIT_IS_ PENDING;

o
N

false

o
o

false

o
(0]

true

} if (guard_val == 0) {
if (__cxa_guard_acquire(& guard_for_name) != 0) {
void cxa_guard_release() { try {

new (__storage for_name) std::string(ComputeName());
// <SNIPPED>> Register for destruction
t8| mmm) _ cxa_guard_release(&__guard_for_name);

guard_byte.release();
init_byte.release();

}

void cxa_guard_abort() {
guard_byte.abort();
init_byte.abort();
}
}s
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Clang: ltanium Implementation

libcxxabi/src/cxa guard impl.h

Time | Guard | Init Initialized
Byte Byte

struct GuardObject contains both GuardByte and InitByteT and wraps the full guai tO

/// Co-ordinates between GuardByte and InitByte.
template <class InitByteT>
struct GuardObject {

// <<SNIPPED>>

private:
GuardByte guard byte;
// <<SNIPPED>> . .
AcquireResult cxa_guard_acquire() { / Inside acquire

if (guard_byte.acquire() || init_byte.acquire())
return INIT_IS_ DONE;
return INIT_IS_ PENDING;

}

void cxa_guard_release() {

t9 mmm) guard_byte.release();
init_byte.release();
}

void cxa_guard_abort() {
guard_byte.abort();
init_byte.abort();
}
}s

Sets guard-byte to 1 to indicate COMPLETE.

t3
t6
t7
t9

- O O O

0O OO O N

false
false
false
true

True
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Clang: ltanium Implementation

libcxxabi/src/cxa guard impl.h

struct GuardObject contains both GuardByte and InitByteT and wraps the full guai tO

/// Co-ordinates between GuardByte and InitByte.
template <class InitByteT>
struct GuardObject {
// <<SNIPPED>>
private:
GuardByte guard byte;

InitByteT init_byte; ©| Thread waiting
// <<SNIPPED>> . .
. . inside acquire

AcquireResult cxa_guard_acquire() {

t10 =) if (guard_byte.acquire() || init_byte.acquire())
return INIT_IS_ DONE;
return INIT_IS_ PENDING;

void cxa_guard_release() {

t9 mmm) guard_byte.release();
init_byte.release();

}

void cxa_guard_abort() {
guard_byte.abort();
init_byte.abort();
}
}s

} New thread sees guard-byte 1 (COMPLETE)

t3
t6
t7
t9

- O O O

0O OO O N

Time | Guard | Init Initialized
Byte Byte

false
false
false
true

True
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Clang: ltanium Implementation

libcxxabi/src/cxa guard impl.h

struct GuardObject contains both GuardByte and InitByteT and wraps the full guai tO

/// Co-ordinates between GuardByte and InitByte.
template <class InitByteT>
struct GuardObject {

// <<SNIPPED>>

private:
GuardByte guard byte;
// <<SNIPPED>> . .
AcquireResult cxa_guard_acquire() { / Inside acquire

if (guard_byte.acquire() || init_byte.acquire())
t11 ==» return INIT_IS_DONE;
return INIT_IS_ PENDING;

} Moves to return INIT_IS_DONE

void cxa_guard_release() {

t9 mmm) guard_byte.release();
init_byte.release();

}

void cxa_guard_abort() {
guard_byte.abort();
init_byte.abort();
}
}s

t3
t6
t7
t9

- O O O

0O OO O N

Time | Guard | Init Initialized
Byte Byte

false
false
false
true

True
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Clang: ltanium Implementation
Time | Guard | Ini Initialized
libcxxabi/src/cxa guard impl.h -

struct GuardObject contains both GuardByte and InitByteT and wraps the full guai tO false
/// Co-ordinates between GuardByte and InitByte. t3 0 2 false
template <class InitByteT>
struct GuardObject { t6 0 6 false
// <<SNIPPED>> 7 0 6 true
private:
GuardByte guard byte; t9 1 6 True
InitByteT init_byte; ©| Thread waiting
// <<SNIPPED>> .. .
AcquireResult cxa_guard_acquire() { / Inside acquire

if (guard_byte.acquire() || init_byte.acquire())
return INIT_IS_ DONE;

return INIT IS PENDING; if (guard_val == 9) {
} if (__cxa_guard_acquire(& guard for_name) != 0) {
try {

new (__storage for name) std::string(ComputeName());
// <SNIPPED>
} catch (...) { /*<SNIPPED>*/ }

}

void cxa_guard_release() {

t9 mmm) guard_byte.release();
init_byte.release();
} }
. t12 =) return *reinterpret_cast<std::string*>(__storage_for_name);
void cxa_guard_abort() { }
guard_byte.abort(); |

} init_byte.abort(); Since __cxa_guard_acquire returned INIT_IS_DONE (0)

}s this thread moves to return the object.
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Clang: ltanium Implementation
Time | Guard | Ini Initialized
libcxxabi/src/cxa guard impl.h -

struct GuardObject contains both GuardByte and InitByteT and wraps the full guai tO false
/// Co-ordinates between GuardByte and InitByte. t3 0 2 false
template <class InitByteT> 6 0 6 fal
struct GuardObject { Why is it “safe” to return object when init-byte is aise
e still PENDING | WAITING (6)? 7 0 6 true
GuardByte guard byte; t9 1 6 True
InitByteT init_byte; \Q) Thread Wa|t|ng
// <<SNIPPED>> / inside acquire
AcquireResult cxa_guard_acquire() { 9
if (guard_byte.acquire().|| init_byte.acquire())
return INIT_IS_ DONE;
return INIT_IS_ PENDING;
} This acquire() synchronizes with this release().
. So, the memory operations done till the release() are
void cxa_guard_release() { - .
{9 » guard_byte.release(); “visible” to the thread after acquire().
init_byte.release(); |
} if (guard_val == 0) {
if (__cxa_guard_acquire(& guard_for_name) != 0) {
void cxa_guard_abort() { // <SNIPPED>
guard_byte.abort(); }
init_byte.abort(); }
} t12 —=» return *reinterpret_cast<std::string*>(__storage_for_name);
}s }
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Clang: ltanium Implementation
Time | Guard | Ini Initialized
libcxxabi/src/cxa guard impl.h -

struct GuardObject contains both GuardByte and InitByteT and wraps the full guai tO 0 false
/// Co-ordinates between GuardByte and InitByte. t3 0 2 false
template <class InitByteT>
struct GuardObject { t6 0 6 false
// <<SNIPPED>> 7 0 6 true
private:
GuardByte guard byte; t9 1 6 true
InitByteT init_byte; ©| Thread waiting
// <<SNIPPED>> / . : t13 1 1 true
AcquireResult cxa_guard_acquire() { Inside acquire

if (guard_byte.acquire() || init_byte.acquire())
return INIT_IS_ DONE;
return INIT_IS_ PENDING;

} InitByte::release() sets init-byte to 1 (COMPLETE) and

: “broadcast”s to other threads.
void cxa_guard_release() {

guard_byte.release();
t13 mmm) init_byte.release();

}

void cxa_guard_abort() {
guard_byte.abort();
init_byte.abort();
}
}s
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Clang: ltanium Implementation P ——
libcxxabi/src/cxa guard impl.h Byte | Byte

struct GuardObject contains both GuardByte and InitByteT and wraps the full guai tO 0 0 false
/// Co-ordinates between GuardByte and InitByte. t3 0 2 false
template <class InitByteT>
struct GuardObject { t6 0 6 false
// <<SNIPPED>> 7 0 6 true
private:
GuardByte guard byte; t9 1 6 true
InitByteT init_ byte;
// <<SNIPPED>> t13 1 1 true

AcquireResult cxa_guard_acquire() {
if (guard_byte.acquire() || init_byte.acquire())
return INIT_IS DONE; $==mt14
return INIT_IS_ PENDING;

} Thread 2 wakes up, checks init-byte to be 1 (COMPLETE), returns
true from acquire() and hits INIT_IS_DONE path.

void cxa_guard_release() {
guard_byte.release();
t13 mmm) init_byte.release();

}

void cxa_guard_abort() {
guard_byte.abort();
init_byte.abort();
}
}s
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Clang: ltanium Implementation P ——
libcxxabi/src/cxa guard impl.h Byte | Byte

struct GuardObject contains both GuardByte and InitByteT and wraps the full guai tO 0 0 false
/// Co-ordinates between GuardByte and InitByte. t3 0 2 false
template <class InitByteT>
struct GuardObject { t6 0 6 false
// <<SNIPPED>> 7 0 6 true
private:
GuardByte guard byte; t9 1 6 true
InitByteT init_ byte;
// <<SNIPPED>> t13 1 1 true

AcquireResult cxa_guard_acquire() {
if (guard_byte.acquire() || init_byte.acquire())
return INIT_IS_ DONE;
return INIT_IS_ PENDING;

}

. if (guard_val == 0) {
void cxa_guard_release() {

if (__cxa_guard acquire(& guard for_name) != 0) {
guard byte.release(); // <SNIPPED>
t13 -} init_byte.release(); }
r}'etur'n *reinterpret_cast<std::string*>(__storage_for_name); <{=mmt15
void cxa_guard_abort() { ¥
guard_byte.abort(); |
} init_byte.abort(); Since __cxa_guard_acquire returned INIT_IS_DONE (0)

this thread moves to return the object.

}s |
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Clang: ltanium Implementation
Time | Guard | Ini Initialized
libcxxabi/src/cxa guard impl.h -

struct GuardObject contains both GuardByte and InitByteT and wraps the full guai tO 0 false
/// Co-ordinates between GuardByte and InitByte. t3 0 2 false
template <class InitByteT>
struct GuardObject { t6 0 6 false
// <<SNIPPED>> 7 0 6 true
private:
GuardByte guard byte; t9 1 6 true
InitByteT init_ byte;
// <<SNIPPED>> t13 1 1 true

AcquireResult cxa_guard_acquire() {
if (guard_byte.acquire() || init_byte.acquire())
return INIT_IS_ DONE;

return INIT_IS_PENDING; __cxa_guard_release(& guard_for_name);

} t14 mmm) } catch (...) {
__cxa_guard_abort(& guard for_name);

void cxa_guard_release() { throw;

guard byte.release(); }

init_byte.release(); }
} }

return *reinterpret_cast<std::string*>(__storage_for_name); <mmmmt15

void cxa_guard_abort() { }

guard_byte.abort(); |
, init_byte.abort(); Thread 1 returns out of _cxa_guard_release()

}s
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Clang: ltanium Implementation
Time | Guard | Ini Initialized
libcxxabi/src/cxa guard impl.h -

struct GuardObject contains both GuardByte and InitByteT and wraps the full guai tO 0 false
/// Co-ordinates between GuardByte and InitByte. t3 0 2 false
template <class InitByteT>
struct GuardObject { t6 0 6 false
// <<SNIPPED>> t7 0 6 true
private:
GuardByte guard_byte; t9 1 6 true
InitByteT init_ byte;
// <<SNIPPED>> t13 1 1 true
AcquireResult cxa_guard_acquire() {
if (guard_byte.acquire() || init_byte.acquire())
return INIT_IS_ DONE;
return INIT_IS_PENDING; __cxa_guard_release(& guard_for_name);
} } catch (...) {
__cxa_guard_abort (& _guard_for_name);
void cxa_guard_release() { throw;
guard byte.release(); }
init_byte.release(); }
} }
t14 mmm) return *reinterpret_cast<std::string*>(__storage_for_name); <{mmmt19
void cxa_guard_abort() { }
guard_byte.abort(); |
, init_byte.abort(); All 3 threads have got the constructed object.
}s
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Summary Comparison Table.

Dimension

MSVC / clang-cl

Itanium GlobalMutex

Itanium Futex

Fast-path loads

1 TLS + 1guard

1 atomic acquire

1 atomic acquire

per thread

Guard size 4 bytes 8 bytes / 4 bytes for ARM 8 bytes / 4 bytes for ARM
Atomics 0 1 per guard 3 per guard

Global lock 1 1 0

Global condition variable | 1 1 0

Thead local storage (TLS) 1int 0 0

Recursive initialization
detection

No (deadlock)

Yes (non-ARM) abort

Yes (non-ARM) abort

Cross-static contention

Yes

Yes

No

Spurious wakeups

Yes

Yes

No

Futex does not have cross-static contention or spurious wakeups because it “does not” share a single
global mutex / condition variable.
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Magic Statics:

Issues on Windows
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Windows: Thread local storage issues

MSVC uses thread local storage (TLS) for magic static implementation.
So, it runs into the same issues on Windows related to Windows thread local storage implementation.

On Windows, Thread Environment Block (TEB) structure describes the state of a thread.

Each thread in a process has its own TEB.

Since thread local storage is “per thread” data, they have memory allocated for each thread and reachable through
TEB using ThreadLocalStoragePointer.



Windows: TEB: ThreadlLocalStoragePointer 221

Here’s an example of TEB from a WinDbg session for a thread.

9:000> dt ntdll! TEB @$teb

+0x000 NtTib : NT_TIB
+0x038 EnvironmentPointer : (null)
+0x040 ClientId : _CLIENT_ID

+0x050 ActiveRpcHandle : (null)

+0x058 ThreadlLocalStoragePointer : 0x00000273  254492d0 Void
+0x060 ProcessEnvironmentBlock : 0x00000093 49eb7000 PEB
<< snipped >>

ThreadlLocalStoragePointer points into a TLS slot array.
Each slot in that array points to a thread local storage for a dll in the process.

Variables declared with __declspec(thread) (Win specific) or thread_local will fall in this category:

__declspec(thread) int tl1 = 0;
thread local int tl2 = ©;




Windows: TLS Slot Array

ThreadlLocalStoragePointer points into a TLS slot array.
Each slot in that array points to a thread local storage for a dll in the process.

Consider the following DLLs:
 A.dll-Contains the following thread locals: int tal, int ta2 A.dUILTLS Block
* B.dll-Contains the following thread local: int tbl

Thread Environment Block (TEB) m

+0x58 Slot[0]: A.dll ' padding

C-runtime Stuff

tal

ta2

ThreadLocalStoragePointer
Slot[1]: B.dll

B.dILTLS Block
C-runtime Stuff
tb1

padding

222



Windows: TLS Slot Array

Consider the following DLLs:
 A.dll- Contains the following thread locals: int tal, int ta2 A.dILTLS Block
 B.dll-Contains the following thread locals: int tb1l

Thread Environment Block (TEB) m

+0x58 SlOt[O]: A.dll ' padding

C-runtime Stuff

tal

ta2

ThreadLocalStoragePointer
Slot[1]: B.dll

B.dIL TLS Block
C-runtime Stuff
tb1

padding

223

If C.dll has “no” thread locals, then for it:

If we add a magic static in C.dll, then MSVC implementation will add:
* Thereis“no” TLS block.

__declspec(thread) int _Init_thread _epoch

* And“no” entryin the TLS slot array.




Windows: TLS Slot Array

Consider the following DLLs:
 A.dll- Contains the following thread locals: int tal, int ta2 A.dILTLS Block
 B.dll-Contains the following thread locals: int tb1l

Thread Environment Block (TEB) m

+0x58 Slot[0]: A.dll
ThreadLocalStoragePointer

C-runtime Stuff

tal

ta2

padding

Slot[1]: B.dll

If we add a magic static in C.dll, then MSVC implementation will add:
__declspec(thread) int _Init_thread _epoch
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Windows: TLS Slot Array

Consider the following DLLs:
 A.dll- Contains the following thread locals: int tal, int ta2 A.dILTLS Block
 B.dll-Contains the following thread locals: int tb1l

Thread Environment Block (TEB) m

+0x58 Slot[0]: A.dll
ThreadLocalStoragePointer

C-runtime Stuff

tal

ta2

padding

Slot[1]: B.dll

Slot[2]: C.dll C.dUTLS Block

C-runtime Stuff

_Init_thread_epoch

padding

If we add a magic static in C.dll, then MSVC implementation will add:
__declspec(thread) int _Init_thread _epoch

So, extra memory is necessary for:
 The slotitself — 8 bytes for 64 bits system.
* The TLS Block - The minimum allocation size is 32 bytes (from some internal Windows documentation)
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Windows: Thread local: Extra memory 226

If we add a magic static in C.dll, then MSVC implementation will add:
__declspec(thread) int _Init_thread _epoch

So, extra memory is necessary for:
* The slotitself — 8 bytes for 64 bits system.
* The TLS Block - The minimum allocation size is 32 bytes (from some internal Windows documentation)

Cost of one thread local per DLL, per thread = 8 + 32 = 40 bytes.
Each thread will need to a make a copy of both slot + TLS block.
For N threads, it will be N x 40 bytes.

Process Thread 1 Thread 2

TEB TEB

ThreadlLocal ThreadLocal
l'_ StoragePointer I'_ StoragePointer

Slot[0]: A.dll Slot[0]: A.dll

—
—

\
\

Slot[1]: C.dll Slot[1]: C.dll |

ctl1, ctl2, ... ctl1, ctl2, ...




Windows: Thread local: Extra memory 227

Cost of one thread local per DLL, per thread = 8 + 32 = 40 bytes.
Each thread will need to a make a copy of both slot + TLS block.
For N threads, it will be N x 40 bytes.

Process Thread 1 Thread 2
TEB TEB

ThreadlLocal ThreadlLocal
l'_ StoragePointer I'_ StoragePointer

L TLS Slot Array atl1, atl2, ... TLS Slot Array atl1, atl2, ...

Slot[0]: A.dll Slot[0]: A.dll
Slot[1]: C.dll Slot[1]: C.dll (<

\

—

\

ctl1, ctl2, ... ctl1, ctl2, ...

For some process LargeProcess.exe with: TLS related extra memory:

e ~100 loaded DLLs 30 (dll) x 50 (threads) x 40 (bytes) = 60,000 bytes ~ 60 KB.
* 30 DLLs with magic static.
* 50 threads.




Windows: Thread local storage: Issue 2

DllMain function exists on Windows:

BOOL APIENTRY D11lMain(HMODULE hModule, DWORD reason, LPVOID lpReserved) {

228

switch (reason) {

case DLL_PROCESS ATTACH:
// Do some stuff.
break;

case DLL_PROCESS DETACH:
// Do some stuff.
break;

case DLL_THREAD ATTACH:
// Do some stuff.
break;

case DLL_THREAD DETACH:
// Do some stuff.
break;

}
return TRUE;

}

* An optional entry point into a dynamic-link library (DLL).
* When the system starts or terminates a process or thread, it calls the entry-point
function for each loaded DLL.

DLL_THREAD_ATTACH (2)
* Called when the current process is creating a new thread.
 DLLs can use this opportunity to initialize a TLS slot for the thread.

DLL_THREAD_DETACH (3)

* Called when a thread is exiting cleanly.

 [fthe DLL has stored a pointer to allocated memory in a TLS slot, it should use this
opportunity to free the memory.

just a waste.

If a DLL does not need to do anything useful for DLL_THREAD_ATTACH / DLL_THREAD_DETACH, then these calls are

DisableThreadLibraryCalls can be used to stop DLL_THREAD_ATTACH / DLL_THREAD_DETACH calls




Windows: TLS: DisableThreadLibraryCalls 228

DisableThreadLibraryCalls can be used to stop DLL_THREAD_ATTACH / DLL_THREAD_DETACH calls

BOOL APIENTRY D11lMain(HMODULE hModule, DWORD reason, LPVOID lpReserved) {
switch (reason) {
case DLL_PROCESS ATTACH:
DisableThreadlLibraryCalls(hModule);
break;
case DLL_PROCESS DETACH:
// Do some stuff.

break;

case DLL_THREAD ATTACH: From the documentation of DisablelhreadLibraryCalls:
// WILL NOT HIT. Disables the DLL_THREAD_ATTACH and DLL_THREAD_DETACH notifications for
break; op: T . ) . .

case DLL THREAD DETACH: the specified qyna?m/c link library (DLL). This can reduce the size of the working set
// WILL NOT HIT. for some applications.
break; |

} Also, from the same documentation of DisableThreadLibraryCalls:
} return TRUE; This function does not perform any optimizations if static Thread Local Storage
(TLS) is enabled.



https://learn.microsoft.com/en-us/windows/win32/api/libloaderapi/nf-libloaderapi-disablethreadlibrarycalls
https://learn.microsoft.com/en-us/windows/win32/api/libloaderapi/nf-libloaderapi-disablethreadlibrarycalls

Windows: TLS: DisableThreadLibraryCalls 230

This function does not perform any optimizations if static Thread Local Storage (TLS) is enabled.

BOOL APIENTRY D11lMain(HMODULE hModule, DWORD reason, LPVOID lpReserved) {
switch (reason) {

case DLL PROCESS ATTACH:
// Becomes no-op in presence of TLS.
DisableThreadLibraryCalls(hModule);
break;

case DLL_PROCESS DETACH:
// Do some stuff.
break;

case DLL THREAD_ATTACH:
// Will hit in presence of TLS.
break;

On Windows, if there is a thread local (as is the case with magic
static), DisableThreadLibraryCalls becomes no-op.

case DLL_THREAD DETACH: The.se handlers don’t do anything, so, what is the usefulness of
// Will hit in presence of TLS calling them?
break; |
} _ :
return TRUE; DllMain is called by “crt dll main” related handlers. Those

} handlers do additional work in presence of TLS.




Magic Statics vs
std::call once



std::call once

Defined in header <mutex>, available from C++11.

template <class Callable, class... Args>
void call once(std::once flag& flag, Callable&& func, Args&&... args);

This “executes” the Callable object func exactly once, even if called concurrently from multiple threads.

The std::once_flag object contains internal state to indicate whether the function has been called yet.

If func calls generates exception, then the next caller will get a chance to complete initialization.

const std::string& GetConfigMagicStatic() {
static const std::string config = LoadConfigFromDisk();

return config;

}

Equivalent functionality using

~

232

&all‘_once
namespace {

std::once flag g config flag; Instead of a function local static we have 2

std::string g_config; global variables.
} // namespace

const std::string& GetConfigCallOnce() {
std::call once(g _config flag, [] { g_config = LoadConfigFromDisk(); });
return g _config;

}




Magic Statics / call_once: Differences
Aspect  |MagicStatic _ stducallonce

233

Compiler involvement

Language feature — compiler generates code

Pure library feature. Implemented in STL.

What it guards

Init of one variable

Execution of any callable.

Return value

The initialized variable

void

Guard variable

Compiler generated, not visible in code

User declared once_flag

Mistake in using guard

Not possible

Yes, same once_flag can be used for
multiple functions by mistake.

template <class Callable, class... Args>
void call once(std::once flag& flag, Callable&& func, Args&&...

args);

Same flag can be used with multiple func’s by mistake
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Magic static / call_once: When to use

const std::string& GetConfigMagicStatic() { VBetter option
static const std::string config = LoadConfigFromDisk();

return config;

}

namespace {

std::once flag g config flag;
std::string g config;

} // namespace

const std::string& GetConfigCallOnce() {
std::call once(g config flag, [] { g _config = LoadConfigFromDisk(); });
return g config;

}

These are both “initializing” a variable “only” once.

Since the intention is to initialize the variable, magic static is more suited for this scenario.



Magic static / call_once: When to use

namespace {
void Foo() {
std::cout << "Foo()\n";

}

} // namespace

void CallFooMagicStatic() {
[ [maybe unused]] static const auto ok = []() {
Foo();
return true;

HOK
}

namespace {
std::once _flag g foo flag;
} // namespace

void CallFooOnce() {
std::call once(g foo flag, Foo);

}

«Better option

These are both calling the function “only” once.

Since the intention is to call the function, call_once is more suited for this scenario.
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std::call_once: MSVC/libc++ implementations

MSVC uses the Windows APIs InitOnceBeginlnitialize / InitOnceComplete

libc++ uses:

* 1 atomic: for read / write once_flag state.

* 1global mutex—For all call_once

* 1 global condition variable — For all call_once.


https://learn.microsoft.com/en-us/windows/win32/api/synchapi/nf-synchapi-initoncebegininitialize
https://learn.microsoft.com/en-us/windows/win32/api/synchapi/nf-synchapi-initoncecomplete
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Magic Statics / call_once: Fast path comparison

- [MsvC Clang/libc++

Magic Statics 1 TLSread + 1 compare (ho atomics) 1 atomic acquire load + 1
compare

call_once 1 InitOnceBeginlnitialize call + 1 1 atomic acquire load + 1
compare compare



When to Use Magic Statics
Some considerations
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Conditions for Magic Static Usage

A magic static is the right solution when the following conditions are met:

* Needs multi-threaded access:
* For single thread access, it can be used for convenience.

Lazy initialization is valuable

Cannot be constexpr — Constants can be initialized at compile time.

* Value can be computed in a reasonable time.
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Magic Static Initialization: Performance

Value can be computed in a reasonable time.

const DatabasePool& GetPool() {
static DatabasePool pool = CreatePool(); // Takes ~2 seconds.
return pool;

}

If this function is called on the main thread of an application at runtime, it will result in a
2 second “hang” - which is unacceptable.

In such cases, magic static “should not” be used.



Alternative 1: Eager Initialization (Servers)

In a server, block the main thread at startup — before spawning worker threads:

// Server: pay the cost once, at startup, before accepting requests.

class Service {
public:
explicit Service()

: pool (CreatePool()), // 2s — acceptable at server startup.

cache_(BuildCache()), // 500ms
logger (OpenLogger()) {} // 1l0@ms

void HandleRequest(const Request& req) {
// No magic statics. No blocking. No surprises.
pool .Query(...);
cache_.Get(...);
logger .Log(...);
}

private:
DatabasePool pool_;
Cache cache_;
Logger logger_;

}s

int main() {

// 2.6s — paid once before any threads.
Service service;

// Now spawn threads. Everything is ready.

StartListening(service);

Not suitable for desktop applications - Blocking main thread freezes splash screen.
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Alternative 2: Async Initialization (Desktop)

b

n
>
n
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Magic Static Destruction
Some considerations
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Magic static destruction

Magic static objects with destructors are destroyed as part of the call to std::exit.

Returning from main invokes std::exit.

So, destructors of magic static objects are called after main has exited.

Compilers emit functions which are registered, on magic static construction, to be called during destruction.

const std::string& GetName() {
if (_Init_thread _epoch < guard) {
_Init_thread_header(&guard); // Slow path entry.
if (guard == -1) { // Did we win the race?
try {

new (storage) std::string(ComputeName());
// Register destructor.
atexit([] {

This is the function
reinterpret_cast<std::string*>(storage)->~basic_string(); «+—— SIStheTunc

1) registered by MSVC
_Init_thread_footer(&guard); // Mark complete.
} catch (...) {
_Init_thread_abort(&guard); // Reset on exception.
throw;
}
}

}

return *reinterpret cast<std::string*>(storage);



https://timsong-cpp.github.io/cppwp/n4950/basic.start.term
https://timsong-cpp.github.io/cppwp/n4950/basic.start.main#5

245

Magic static destruction

Magic static objects with destructors are destroyed as part of the call to std::exit.

Returning from main invokes std::exit.

So, destructors of magic static objects are called after main has exited.

Compilers emit functions which are registered, on magic static construction, to be called during destruction.

const std::string& GetName() {
uint8_t* guard_byte ptr = reinterpret_cast<uint8_t*>(&__guard_for_name);

uint8_t guard_val = __atomic_load_n(guard_byte_ptr, _ ATOMIC_ACQUIRE);
if (guard_val == 0) {
if (__cxa_guard_acquire(& _guard_for_name) != 0) {
try {

new (__storage_for_name) std::string(ComputeName());
__cxa_atexit(

/*dtor=*/ . . .
[J(void* p) { reinterpret cast<std::string*>(p)->~basic_string(); },+—— ThI.S Is the function
/*obj=*/__storage_for_name, registered by Clang

/*dso=*/& dso_handle);
___cxa_guard _release(& guard_for_name);
} catch (...) {
__cxa_guard_abort(& guard for_name);
throw;

}
}
}

return *reinterpret cast<std::string*>(__storage for_name);

}



https://timsong-cpp.github.io/cppwp/n4950/basic.start.term
https://timsong-cpp.github.io/cppwp/n4950/basic.start.main#5
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Possible issues with destruction after main

Executing code after main exit has some downsides:

* Extratimeis spentinrunning that code.

* For magic static destructions, those small “destruction functions” increase binary
size.

* These are prone to inconsistent behavior because other global objects they rely on

may be destroyed by that point.
* Diagnostic tools “may” return inconsistent results for such code.
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Magic Static Destruction: Don’t destroy if not needed.

const std::string& GetSomeValue() {
static const std::string value = GetValue();
return value;

}

It is not necessary to call the destructor for this string “after” main exit.

const std::string& GetSomeValue() {
static const auto* value = new std::string{GetValue()};
return *value;

}

We can just do a “new”, use the pointer and never delete it.

Since the memory does not grow, there is no memory leak.
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Magic Static Destruction: absl::NoDestructor

const std::string& GetSomeValue() {
static const auto* value = new std::string{GetValue()};
return *value;

}

We can just do a “new”, use the pointer and never delete it.

Since the memory does not grow, there is no memory leak.

This pattern is formalized with types like absl::NoDestructor

const std::string& GetSomeValue() {
static const absl::NoDestructor<std::string> value{GetValue()};
return *value;

}
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Magic Static Destruction: absl::NoDestructor

They can used to call private constructors by making them friends

class SomeManager A
public:
static SomeManager& GetInstance();
SomeManager& operator=(SomeManager&&) noexcept = delete;

private:
friend absl::NoDestructor<SomeManager>;
SomeManager();

~SomeManager() = delete;

}s

SomeManager: :SomeManager() {
puts("SomeManager()");

}

SomeManager& SomeManager: :GetInstance() {
static absl::NoDestructor<SomeManager> manager;

return *manager;

}




Magic Static Destruction: Convert to trivial destructor

const A& GetA() {
static const A a;
return a;

¥

A has non-trivial destructor, so it will emit the code to call the destructor after main.

struct A {
A() { puts("A()"); }
~A() {a=29;}
int a = 10;

¥

struct A {
A() { puts("A()"); }
int a = 10;

¥

static_assert(std::is_trivially destructible v<A>);

If we remove the destructor, this class becomes trivially destructible and destruction code is removed.
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Magic Static Destruction: Deterministic Cleanup

NoDestructor works when we don’t need cleanup.

In cases where we need cleanup, we can use custom cleanup infrastructure like Chromium’s AtExitManager.

int main() {
AtExitManager exit manager; // Created on the stack.

// ... application code ...
// Singletons register their destructors with exit manager,
// NOT with atexit() / _ cxa_atexit().

return 0;

// exit _manager goes out of scope HERE.

// All registered destructors run NOW — before CRT cleanup,
// while all subsystems are still alive.

}

Create an object on the stack in main() that acts as the exit-time destructor registry.

When it goes out of scope (before CRT cleanup begins), it runs all registered callbacks in LIFO order.
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AtExitManager

Here’s the simplified interface of AtExitManager just to explain:

céa;iiﬁFExitManager { struct B {
’ B ts("B()");
using CallbackType = void (*)(void*); ~éz){{p;uii("£é(§")% }

void Foo() const { puts("B::Foo()"); }

// Other stuff. };

// Register a callback to run when this manager is destroyed.
static void RegisterCallback(CallbackType func, void* param);

B& GetB() { int main() {
static B* b = []() { AtExitManager exit_manager;
B* obj = new B(); GetB().Foo();
AtExitManager::RegisterCallback([](void* p) { GetB().Foo();
delete static_cast<B*>(p); }
}» obj);
return obj; O
YO 0
. B::Foo()
return *b; B::Foo()
} ~B()




Moving to Compile Time

The best magic static Is the one that
does not exist ©
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Benefits of moving to compile time

If we can evaluate data at compile time, we eliminate the following issues with magic
statics:

* Guard variable.

* Synchronization (lock / compare-and-swap / TLS epoch).

* Destructor thunks.

* atexit/__cxa_atexit registration.

* Runtime construction and destruction cost.

* Heap allocation.

The same strategies apply to namespace-scope globals too.
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How to detect compile time move candidates?

Clang has the following 2 warnings to catch such issues

-Wglobal-constructors Code running before main() — non-trivial global constructors

-Wexit-time-destructors Code running after main() — non-trivial static / global
destructors

namespace {
std::string g str{"This is a long string!!!"};
} // namespace

int main() {
std::cout << g str << "\n';

}

error: declaration requires an exit-time destructor [-Werror,-Wexit-time-destructors ]
std::string g str{"This 1is a long string!!!"};

error: declaration requires a global destructor [-Werror,-Wglobal-constructors]
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How to detect compile time move candidates?

Clang has the following 2 warnings to catch such issues

-Wglobal-constructors Code running before main() — non-trivial global constructors
-Wexit-time-destructors Code running after main() — non-trivial static / global

destructors
namespace {
const std::string& GetStr() {
static const std::string str{"This is a long string!!!"};

return str;

}

} // namespace

int main() {
std::cout << GetStr() << '\n';

}

error: declaration requires an exit-time destructor [-Werror,-Wexit-time-destructors ]
static const std::string str{"This 1is a long string!!!"};

N




Make data types
constexpr
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Making simple data types constexpr

struct Config {
Config(int max_retries, int timeout_ms)
: max_retries(max_retries), timeout ms(timeout ms) {}
int max_retries = 0;
int timeout ms = ©;

}s
const Config g config(3, 5000); error: declaration requires a global constructor [-Werror,-Wglobal-constructors]
Config g config2(3, 5000); const Config g _config(3, 5000);

ST ST VY VY N N N NT N NN LN VT V)

int main() {

g_config2.timeout_ms -= 20; | | A
}
struct Config { constexpr Config kConfig(3, 5000); «
constexpr Config(int max_retries, int timeout_ms) constinit Config g config2(3, 5000);
: max_retries(max_retries), timeout ms(timeout ms) {}
int max_retries = 0; int main() {
int timeout_ms = 0; g config2.timeout ms -= 20;
}; (void)kConfig;
}

struct Config { .
int max_retries = 0; Removing the constructor works too!

int timeout ms = ©;

}s




std::string -
std::string view
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std::string > std::string_view

const std::string& GetDefaultName() {
static const std::string name{"this is a long string!!!"};
return name;

}

error: declaration requires an exit-time destructor [-Werror,-Wexit-time-destructors]
static const std::string name{"this is a long string!!!"};

N

std::string view GetDefaultName() {
static constexpr std::string view kName{"this is a long string!!!"};
return kName;

}

Moving std::string to std::string_view needs some additional considerations:
* std::string_view is not null terminated, std::string is always null terminated.
* S0, need to check empty() and use size() when using std::string_view buffer.

If a null-terminated constexpr string type is necessary, then a custom type can be used like Chromium’s
base::cstring_view.



https://source.chromium.org/chromium/chromium/src/+/main:base/strings/cstring_view.h;l=6?q=cstring_view.h&sq=&ss=chromium
https://source.chromium.org/chromium/chromium/src/+/main:base/strings/cstring_view.h;l=6?q=cstring_view.h&sq=&ss=chromium

std: :vector -
std: :array
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std::vector > std::array

const std::vector<int>& GetDefaultValues() {
static const std::vector values{l, 2, 3};
return values;

}

error: declaration requires an exit-time destructor [-Werror, -Wexit-time-destructors]
static const std::vector values{1, 2, 3};

N

std: :span<const int> GetDefaultValues() {
static constexpr std::array kValues{l, 2, 3};
return kValues;

}

Note the usage of std::span<const int> as return type.

This is generally necessary to hide the “number of elements”. e.g., std::array<int, 3> which leads to less changes in
future as the number of elements change.



User defined types to
constexpr types
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User defined type to constexpr type

enum class SiteType { kSearch, kNews, kShopping, kOther };

struct WebSite { const WebSite& GetDefaultSite() {
std::string name; static const WebSite default site{
std::string url; "Example", "https://www.example.com”, SiteType::kOther};
SiteType type; return default site;

}s }

error: declaration requires an exit-time destructor [-Werror,-Wexit-time-destructors]
static const WebSite default site{

struct WebSite { const WebSite& GetDefaultSite() { ‘i”}
std::string_view name; static constexpr WebSite kDefaultSite{
std::string_view url; "Example", "https://www.example.com", SiteType::kOther};
SiteType type; return kDefaultSite;

}s; }




vector in user defined type 265

enum class DomainType { kSports, kNews, kEntertainment, kOther };

struct DomainHolder {
DomainType type;
std::vector<std::string_view> domains;

}s

bool IsInMultipleHolders(std::string view domain) {
static const absl::NoDestructor<std::vector<DomainHolder>> holders(
{{DomainType: :kSports, {"espn.com", "bbc.com", "cnn.com"}}, // 3
{DomainType: :kNews, {"bbc.com", "cnn.com"}}, /] 2
{DomainType: :kEntertainment, {"mtv.com", "vhl.com"}}, // 2
{DomainType: :kOther,

{"example.edu", "test.edu", "another.edu", "yet.another.edu"}}}); // 4

return std::ranges::count_if(*holders, [domain](const DomainHolder& holder) {
return std::ranges::count(holder.domains, domain) > ©;

) > 1;

int main() { IsInMultipleHolders("bbc.com"): true
std::cout << std::boolalpha << "IsInMultipleHolders(\"bbc.com\"): "

<< IsInMultipleHolders("bbc.com") << "\n';




vector in user defined type

enum class DomainType { kSports, kNews, kEntertainment, kOther };

struct DomainHolder {
DomainType type;
std::initializer list<std::string view> domains;

}s
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bool IsInMultipleHolders(std::string view domain) {
static constexpr DomainHolder kHolders[ ]{
{DomainType: :kSports, {"espn.com", "bbc.com", "cnn.com"}}, // 3
{DomainType: :kNews, {"bbc.com", "cnn.com"}}, // 2
{DomainType: :kEntertainment, {"mtv.com", "vhl.com"}}, // 2
{DomainType: :kOther,
{"example.edu", "test.edu", "another.edu", "yet.another.edu"}}};

return std::ranges::count(holder.domains, domain) > ©;

) > 1;

return std::ranges::count_if(kHolders, [domain](const DomainHolder& holder) {

In this case, we could convert the
vector to initializer_list to move
the structure to compile time.

/] 4

int main() {
std::cout << std::boolalpha << "IsInMultipleHolders(\"bbc.com\"): "
<< IsInMultipleHolders("bbc.com") << "\n';

IsInMultipleHolders("bbc.com"): true
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vector in user defined type

enum class DomainType { kSports, kNews, kEntertainment, kOther };

struct DomainHolder {
DomainType type;
std::initializer list<std::string view> domains;

}s

std::initializer_list is a non-owning container type backed by an invisible array. So, it needs to be used with care.

In our code base we could use this technique for user defined types which are solely limited to a source file.



std::map / std::setto
compile time



std::map / std::set to compile time 269
With C++26, flat_set / flat_map became constexpr.

So, we can use code similar to MakeFixedFlatSet and MakeFixedFlatMap in Chromium to create compile time
flat_set / flat_map backed by array.

const std::set<std::string view>& GetAllowedDomains() {
static const std::set<std::string view> domains{"example.com",
"wikipedia.org"};
return domains;

}

const std::map<int, std::string view>& GetErrorMessages() {
static const std::map<int, std::string view> error_map{
{400, "Bad Request"},
{404, "Not Found"},
{500, "Internal Server Error"},
}s

return error_map;

}

error: declaration requires an exit-time destructor [-Werror,-Wexit-time-destructors]
static const std::set<std::string view> domains{"example.com",
N
error: declaration requires an exit-time destructor [-Werror, -Wexit-time-destructors]
static const std::map<int, std::string view> error_map{

N



https://source.chromium.org/chromium/chromium/src/+/main:base/containers/fixed_flat_set.h;l=120
https://source.chromium.org/chromium/chromium/src/+/main:base/containers/fixed_flat_map.h;l=106?q=makefixedflatmap&ss=chromium

std::map / std::set to compile time 270
With C++26, flat_set / flat_map became constexpr.

So, we can use code similar to MakeFixedFlatSet and MakeFixedFlatMap in Chromium to create compile time
flat_set / flat_map backed by array.

constexpr const auto& GetAllowedDomains() {
static constexpr auto kDomains =
MakeFixedFlatSet<std::string view>({"example.com", "wikipedia.org"});
return kDomains;

) s 6)
constexpr const auto& GetErrorMessages() { o ozseests 5% 2880 e see
static constexpr auto kErrorMap = I N L L
MakeFixedFlatMap<int, std::string_view>({{400, "Bad Request"}, s I O

{404, "Not Found"}, R SRy T

{500, "Internal Server Error"}}); ;?:§ﬁ§}ﬁ2¥hfla:gﬁf§

return kErrorMap; MRS R U O HL Sl e

} @ el ituaiiinet, o

The return type uses “auto” because the actual type has N elements in it.

https://godbolt.org/z/d69zYoevq shows the code MakeFixedFlatSet and MakeFixedFlatMap.

Appendix for this presentation has example implementations for similar structures for C++23


https://source.chromium.org/chromium/chromium/src/+/main:base/containers/fixed_flat_set.h;l=120
https://source.chromium.org/chromium/chromium/src/+/main:base/containers/fixed_flat_map.h;l=106?q=makefixedflatmap&ss=chromium
https://godbolt.org/z/d69zYoevq

Conclusion
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Key points
* Pre-C++11 function local statics were not thread-safe, leading to data
races.

* DCLP failed due to compiler and hardware reorderings; C++11 atomics
finally made it reliable.

* Magic statics (C++11) guarantee thread-safe initialization with zero
boilerplate code.

* Not all function-local statics are “magic”.
* Implementations differ: MSVC uses TLS; Clang uses atomics.

* Magic statics vs std::call_once: both ensure one-time initialization, but with
different trade-offs.

* Destruction can be problematic—solutions include no-delete patterns,
absl::NoDestructor, or custom at-exit managers.

* Best practice: prefer compile-time data when possible; avoid runtime
Initialization when unnecessary.
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Big thank you!
 Kathleen Baker

* Prithvi Okade
 Stephan T Lavavej

e Jonathan Emmett

And to the wonderful C++ community for their blogs, articles,
presentations, books, etc.
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AtExitManager: Simple implementation

class AtExitManager {
public:
using CallbackType = void (*)(void*);
AtExitManager() {
assert(!g_current & & "Only one AtExitManager allowed");
g_current = this;

}

AtExitManager(const AtExitManager&) = delete;
AtExitManager& operator=(const AtExitManager&) = delete;

~AtExitManager() {
// Run all registered callbacks in LIFO order.
ProcessCallbacks();
g _current = nullptr;

}

// Register a callback to run when this manager is destroyed.
static void RegisterCallback(CallbackType func, void* param) {
assert(g_current & & "No AtExitManager exists");
std::lock_guard lock(g_current->mutex_ );
g _current->callbacks_.push({func, param});

}

private:

}s

void ProcessCallbacks() {
// Move the stack out so callbacks can't re-register during cleanup.
// (Chromium DCHECKs against this in debug builds.)
std: :stack<std::pair<CallbackType, void*>> to_run;

std::lock_guard lock(mutex_ );
to_run.swap(callbacks_);

}

while (!to_run.empty()) {
auto [func, param] = to_run.top();
to_run.pop();
func(param);

}

std: :mutex mutex_;
std: :stack<std: :pair<CallbackType, void*>> callbacks_;
static inline AtExitManager* g current = nullptr;
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Singleton using AtExitManager

template <typename T>
class Singleton {
public:
static T* GetInstance() {
static T* instance = Createlnstance();
return instance;

}

private:
static T* CreatelInstance() {
T* obj = new T();
AtExitManager: :RegisterCallback([](void* p) { delete static_cast<T*>(p); },

struct A {

A() { puts("A()"); }

~A() { puts("~A()"); }

void Foo() const { puts("A::Foo()"); }
}s

A& GetA() {
return *Singleton<A>::GetInstance();

}

struct B {

. obj); B() { puts("B()"); }
return obj; ~B() { puts("~B()"); }
} void Foo() const { puts("B::Foo()"); }
}s ¥
B& GetB() { int main() {

static B* b = []() {
B* obj = new B();
AtExitManager::RegisterCallback([](void* p) { delete static_cast<B*>(p); },
obj);
return obj;

HOF

return *b;

}

AtExitManager exit_manager;
GetA().Foo();
GetA().Foo();
GetB().Foo();

. A()
, GetB().Foo(); A+ Foo()
A::Foo()

B()
B::Foo()
B::Foo()
~B()
~A()
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Compile time set

template <typename Range, typename Comp = std::less<>>
constexpr bool IsSortedAndUnique(const Range& range) {
return std::ranges::adjacent_find(range, std::not_fn(Comp{})) ==
std::ranges::end(range);

}

void TriggerCompileError(std::string view);

template <typename Key, typename Value, size t N>
class CompileTimeMap {
public:
using PairType = std::pair<Key, Value>;
constexpr CompileTimeMap(std::array<PairType, N>&& data)
: data_(std::move(data)) {
std::ranges::sort(data_);
if (!IsSortedAndUnique(data_)) {
TriggerCompileError("Non-unique");

}

}
constexpr CompileTimeMap(PairType (&&arr)[N])

: data_(std::to_array(std::move(arr))) {
std::ranges::sort(data_);
if (!IsSortedAndUnique(data_)) {
TriggerCompileError("Non-unique");

}
}

constexpr bool Contains(const Key& elem) const {
return std::ranges::binary_search(data_, elem, std::less<>{},
&PairType::first);

}

constexpr std::span<const PairType> AsSpan() const { return data_; }

private:
std::array<PairType, N> data_;

s

int main() {
static constexpr CompileTimeMap kCompMap(

{std::pair<int, int>{3, 3}, std::pair<int, int>{1, 2}});
for (const auto& [key, value] : kCompMap.AsSpan()) {
std::cout << "(' << key << ", " << value << ") ";

}

std::cout << '\n’;

for (const auto i : {1, 2, 4}) {
const auto found = kCompMap.Contains(i);
std::cout << i << (found ? " found\n" :

}
}

" not found\n");

(1, 2) (3, 3)
1 found

2 not found
4 not found
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Compile time map
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template <typename Range, typename Comp = std::less<>>
constexpr bool IsSortedAndUnique(const Range& range) {
return std::ranges::adjacent_find(range, std::not_fn(Comp{})) ==
std::ranges::end(range);

¥

void TriggerCompileError(std::string_view);

template <typename Key, typename Value, size t N>
class CompileTimeMap {
public:
using PairType = std::pair<Key, Value>;
constexpr CompileTimeMap(std::array<PairType, N>&& data)
: data_(std::move(data)) {
std::ranges::sort(data_);
if (!IsSortedAndUnique(data_)) {
TriggerCompileError("Non-unique");

}

}
constexpr CompileTimeMap(PairType (&&arr)[N])

: data_(std::to_array(std::move(arr))) {
std::ranges::sort(data_);
if (!IsSortedAndUnique(data_)) {
TriggerCompileError("Non-unique");

}
}

constexpr bool Contains(const Key& elem) const {
return std::ranges::binary_search(data_, elem, std::less<>{},
&PairType::first);

constexpr std::optional<Value> GetValue(const Key& elem) const {
const auto [start, end] =
std::ranges::equal_range(data_, elem, std::less<>{},
&PairType::first);

if (start == end) {

// Not found.

return std::nullopt;
}

return start->second;

}

constexpr std::span<const PairType> AsSpan() const { return data_ ; }

private:
std::array<PairType, N> data_;
}s
int main() { (1, 2) (3, 3)
static constexpr CompileTimeMap kCompMap ( 1 found
{std::pair<int, int>{3, 3}, std::pair<int, int>{1, 2}}); 2 not found
for (const auto& [key, value] : kCompMap.AsSpan()) { 4 not found
std::cout << "(' << key << ", " << value << ") "; 1=>2
} 2 not found
std::cout << '\n'; 4 not found
for (const auto i : {1, 2, 4}) { 3 =>3

const auto found = kCompMap.Contains(i);
std::cout << i << (found ? " found\n" : " not found\n");
}
for (const auto i : {1, 2, 4, 3}) {
const auto value_opt = kCompMap.GetValue(i);
if (!value_opt) {
std::cout << i <«
} else {
std::cout << i <«

not found\n";

=> << *value_opt << '\n';

}
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Clang: Itanium: Guard object

Guard byte 0 — Not initialized.
1 — Magic static initialization completed.

Init byte Separation of the guard byte from init byte makes the above “fast path” possible.

guard_byte ==07?

YES __cxa_guard_acquire()

\ 4

init byte == COMPLETE (1)? - return 0 (already done)

\ 4

init byte == UNSET (0)? » set PENDING (2), return 1 (this
thread inits)

Not used

init byte == PENDING (2)? - set | WAITING (6), sleep,
loop.

\ 4

Not used
Thread id of

initializer thread. ®— Return (skip everything)
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Clang: ltanium Implementation

/// Co-ordinates between GuardByte and InitByte.
template <class InitByteT>
struct GuardObject {

// <<SNIPPED>>

private:
?ﬁ?i‘;iﬁ? fﬁi;dgﬁf; This is supposed to reset() guard state.
// <<SNIPPED>> * For guard-byte this is a no-op.
AcquireResult cxa_guard_acquire() { * Guard-byte has only UNSET (0) and COMPLETE (1)

if (guard_byte.acquire() || init_byte.acquire())

state.
return INIT_IS DONE; e “abort” b lled “onlv bef ’ let it i
return INIT IS PENDING; abort” can be called “only before” complete, soitis
} no-op for guard byte.

* Forinit-byte:
void cxa_guard_release() {

guard_byte.release(); * |tsetsto UNSET (0). - o
init_byte.release(); * |fanythreads were “waiting” broadcasts the init-byte
} update.

void cxa_guard_abort() {
guard_byte.abort();
init_byte.abort();
}
}s
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Clang: ltanium: Mutex init byte implementation

template <class Mutex, class CondVar, Mutex& global mutex, CondVar& global cond,
uint32 t (*GetThreadID)() = PlatformThreadID>
struct InitByteGlobalMutex {
private:
/// The address of the byte used during initialization.
uint8 t* const init_byte_address;
/// An optional address storing an identi for the thread performing initialization.

/// It's used to detect recursive initialization. . )

uint32 t* const thread_id_address; This byte starts with UNSET (O), moves
to PENDING (2), etc. ends with

COMPLETE (1)

const bool has_thread _id suppgrt;
LazyValue<uint32_ t, GetThreadID> current_thread _id;

explicit InitByteGlobalMutex(uint8 t* init byte address, uint32 t* thread id_address)
: init_byte address(_init byte address), thread_id addresg( thread _id address),
has_thread _id_ support(_thref@d id address != nullptr GetThreadID != nullptr) {}

\ /

The thread which sets init-byte to PENDING, sets this value.




Clang: ltanium: Mutex init byte implementation

struct InitByteGlobalMutex {
uint8 t* const init_byte_address;
uint32 t* const thread_id address;

const bool has thread id support;
LazyValue<uint32_t, GetThreadID> current_thread_id;

bool acquire() {
LockGuard g(" cxa_guard_acquire");
// Check for possible recursive initialization.

if (has_thread_id support && (*init_byte address & PENDING_BIT)) {

if (*thread_id_address == current_thread_id.get())

}

// Wait until the pending bit is not set.
. while (*init_byte_address & PENDING BIT) {
*init_byte address |= WAITING BIT;
global cond.wait(global mutex);
}

. if (*init_byte_address == COMPLETE_BIT)
return true;

if (has_thread_id support)
*thread_id address = current_thread id.get();

*init byte address = PENDING_BIT;
return false;

UNSET: ©

COMPLETE_BIT: 1
PENDING_BIT: 2
WAITING_BIT: 4

PENDING_BIT | WAITING BIT: 6

*init_byte_address: ©
*thread_id address: ©

1234

ABORT_WITH_MESSAGE("detected recursive initialization ...?");

|
1. Takes lock

2. *init_byte_address == 0, so condition is false

. *init_byte_address == 0, so condition is false

. *init_byte_address == 0, so condition is false

. *thread_id_address = 1234

. *init_byte_address = 2 (PENDING_BIT)

. Lock released.

283



Clang: ltanium: Mutex init byte implementation

struct InitByteGlobalMutex {
uint8 t* const init_byte_address;
uint32 t* const thread_id address;

const bool has_thread id support;
LazyValue<uint32_t, GetThreadID> current_thread_id;

bool acquire() {
LockGuard g(" cxa_guard_acquire");
// Check for possible recursive initialization.

if (has_thread_id support && (*init_byte address & PENDING_BIT)) {

if (*thread_id_address == current_thread_id.get())

ABORT_WITH_MESSAGE("detected recursive initialization ...?");

}

// Wait until the pending bit is not set.

while (*init_byte_address & PENDING BIT) {
*init_byte address |= WAITING BIT;
global cond.wait(global mutex);

}

if (*init_byte_address == COMPLETE_BIT)
return true;

if (has_thread_id support)
*thread_id address = current_thread id.get();

*init byte address = PENDING_BIT;
return false;

UNSET: ©

COMPLETE_BIT: 1

PENDING_BIT: 2

WAITING_BIT: 4

PENDING_BIT | WAITING BIT: 6

*init_byte_address: ©
*thread_id address: ©
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1234

|
1. Takes lock

“false”, because this is a different thread.

4. *init_byte_address == 2, condition “true”

|
5. *init_byte_address = 6 (PENDING_BIT | WAITING_BIT)

6. Keep waiting

2. *init_byte_address == 2, so condition is “true”

3. *thread_id_address == 1234, so condition is



Clang: ltanium: Mutex init byte implementation

struct InitByteGlobalMutex {
uint8 t* const init_byte_address;
uint32 t* const thread_id address;

UNSET: ©
COMPLETE_BIT: 1
PENDING_BIT: 2

const bool has_thread_id_support; WAITING_BIT: 4

LazyValue<uint32_t, GetThreadID> current_thread_id;

PENDING_BIT | WAITING BIT: 6

285

*init_byte_address:

*thread _id address: | 1234

bool acquire() {
LockGuard g(" cxa_guard_acquire");
// Check for possible recursive initialization.
if (has_thread_id support && (*init_byte address & PENDING_BIT)) {
if (*thread id address current_thread_id.get())
ABORT_WITH_MESSAGE("detected recursive initialization ...

6. Keep waiting

")

}

7. Takes lock

void release() {

// Wait until the pending bit is not set. bool has_waiting;

while (*init byte address & PENDING BIT) { {
*init_byte address |= WAITING BIT; LockGuard g("__cxa_guard_release");
global cond.wait(global mutex);
} *init byte address = COMPLETE_BIT;
}

if (*init_byte address == COMPLETE_BIT) if (has_waiting) {

return true;

}
}

if (has_thread_id support)
*thread _id address = current_thread id.get

}

has waiting = *init byte address & WAITING BIT;

if (global_cond.broadcast()) {
ABORT_WITH_MESSAGE("%s failed .

8. *init_byte_address == 6, has_waiting is
true

9. *init_byte_address =1

")
11. Broadcast to waiting threads
|

*init byte address
return false;

PENDING_BIT;

10. has_waiting == true so, gets in.



Clang: ltanium: Mutex init byte implementation

struct InitByteGlobalMutex {

uint8 t* const init_byte_address;
uint32 t* const thread_id address;

UNSET: ©
COMPLETE_BIT: 1
PENDING_BIT: 2

const bool has_thread_id_support; WAITING_BIT: 4

LazyValue<uint32_t, GetThreadID> current_thread_id;

bool acquire() {

PENDING_BIT | WAITING BIT: 6

*init_byte_address:
*thread_id_address:

286

1234

6. Keep waiting

LockGuard g(" cxa_guard_acquire");
// Check for possible recursive initialization.
if (has_thread_id support && (*init_byte address & PENDING_BIT)) {

if (*thread id address

== current_thread_id.get())

ABORT_WITH_MESSAGE("detected recursive initialization ...?");

}

// Wait until the pending bit is not set.
while (*init_byte address & PENDING BIT) {

*init_byte address |= WAITING BIT;

}

global cond.wait(global mutex); 12. Wakes up, locks mutex

if (*init_byte_address == COMPLETE_BIT)

return true;

14. *init_byte_address == 1, so “true”

if (has_thread_id_support) 15. return true
*thread _id address = currentc_unredu_iu.gec( );

*init byte address = PENDING_BIT;

return false;

13. *init_byte_address == 1, so “false”, exits while loop.

void release() {
bool has_waiting;

{

7 LockGuard g(" cxa_guard release");

*init_byte_address = COMPLETE_BIT;
}
| if (has_waiting) {
11 if (global cond.broadcast()) {

ABORT_WITH_MESSAGE("%s failed ..");

}

} 11. Broadcast to waiting threads

}

has_waiting = *init byte address & WAITING BIT;




Clang: ltanium Implementation: Aborting

/// Co-ordinates between GuardByte and InitByte.

template <class InitByteT>
struct GuardObject {
// <<SNIPPED>>
private:
GuardByte guard_byte;
InitByteT init_byte;
// <<SNIPPED>>
AcquireResult cxa_guard_acquire() {

return INIT_IS DONE;
return INIT_IS_ PENDING;

}

void cxa_guard_release() {
guard_byte.release();
init_byte.release();

}

void cxa_guard_abort() {
guard byte.abort();
init_byte.abort();
}
}s

4

if (guard_byte.acquire() || init_byte.acquire())

Time | Guard | Init Initialized
Byte Byte
20 0 6

6: WAITING | PENDING ¢ false

Thread waiting
inside acquire

<§%

287

pu—y

int GetVvVal() {
uint8 t* guard byte ptr = reinterpret cast<uint8 t*>(& guard for_val);
uint8 t guard val = _ atomic_load n(guard byte ptr, _ ATOMIC ACQUIRE);
if (guard_val == 0) {
if (__cxa_guard acquire(& guard for_val) != 0) {
try {
00 mmm) __storage _for_val = ComputeVal();
__cxa_guard _release(& guard for_val);

} catch (...) {
__cxa_guard_abort(& guard for_val);
throw;
} t21: Suppose “ComputeVal” throws
} exception.

}

return _ storage_for_val;

}




Clang: ltanium Implementation: Aborting

/// Co-ordinates between GuardByte and InitByte.

template <class InitByteT>
struct GuardObject {
// <<SNIPPED>>
private:
GuardByte guard_byte;
InitByteT init_byte;
// <<SNIPPED>>
AcquireResult cxa_guard_acquire() {

return INIT_IS DONE;
return INIT_IS_ PENDING;

}

void cxa_guard_release() {
guard_byte.release();
init_byte.release();

}

void cxa_guard_abort() {
guard byte.abort();
init_byte.abort();
}
}s

/ inside acquire

if (guard_byte.acquire() || init_byte.acquire())

Time | Guard | Init Initialized
Byte Byte
20 0 6

6: WAITING | PENDING ¢ false

N Thread waiting

288

int GetVvVal() {
uint8 t* guard byte ptr = reinterpret cast<uint8 t*>(& guard for_val);
uint8 t guard val = _ atomic_load n(guard byte ptr, _ ATOMIC ACQUIRE);
if (guard_val == 0) {
if (__cxa_guard acquire(& guard for_val) != 0) {
try {
__storage _for_val = ComputeVal();
__cxa_guard _release(& guard for_val);

} catch (...) {
22 mmm) _ cxa_guard_abort(& _guard_for_val);
throw;
} t21: Suppose “ComputeVal” throws
} exception.

}

return _ storage_for_val;

}




Clang: ltanium Implementation: Aborting

/// Co-ordinates between GuardByte and InitByte.

template <class InitByteT>
struct GuardObject {
// <<SNIPPED>>
private:
GuardByte guard_byte;
InitByteT init_byte;

// <<SNIPPED>> / inside acquire

AcquireResult cxa_guard_acquire() {

if (guard_byte.acquire() || init_byte.acquire())

Time | Guard | Init Initialized
Byte Byte
20 0 6

6: WAITING | PENDING ¢ false

N Thread waiting

289

return INIT_IS DONE;

return INIT_IS_PENDING; int Getval() {

}

void cxa_guard_release() {
guard_byte.release();
init_byte.release();

}

void cxa_guard_abort() {
guard_byte.abort(); <mmmm 123
init_byte.abort();
}
}s

}

uint8 t* guard byte ptr = reinterpret cast<uint8 t*>(& guard for_val);
uint8 t guard val = _ atomic_load n(guard byte ptr, _ ATOMIC ACQUIRE);
if (guard_val == 0) {
if (__cxa_guard acquire(& guard for_val) != 0) {
try {
__storage _for_val = ComputeVal();
__cxa_guard _release(& guard for_val);

} catch (...) {
__cxa_guard_abort(& guard for_val);
throw;

}

}

}

return _ storage_for_val;




Clang: ltanium Implementation: Aborting

/// Co-ordinates between GuardByte and InitByte.

template <class InitByteT>
struct GuardObject {
// <<SNIPPED>>
private:
GuardByte guard_byte;
InitByteT init_byte;
// <<SNIPPED>>
AcquireResult cxa_guard_acquire() {

return INIT_IS DONE;
return INIT_IS_ PENDING;

}

void cxa_guard_release() {
guard_byte.release();
init_byte.release();

}

void cxa_guard_abort() {
guard_byte.abort();
init_byte.abort(); <= t24

}

j t24: init-byte changed to 0 and
change broadcasted

/ inside acquire

if (guard_byte.acquire() || init_byte.acquire())

Time | Guard | Init Initialized
Byte Byte
20 0 6

6: WAITING | PENDING ¢ false

N Thread waiting

290

int GetVvVal() {
uint8 t* guard byte ptr = reinterpret cast<uint8 t*>(& guard for_val);
uint8 t guard val = _ atomic_load n(guard byte ptr, _ ATOMIC ACQUIRE);
if (guard_val == 0) {
if (__cxa_guard acquire(& guard for_val) != 0) {
try {
__storage _for_val = ComputeVal();
__cxa_guard _release(& guard for_val);

} catch (...) {
__cxa_guard_abort(& guard for_val);
throw;

}

}

}

return _ storage_for_val;

}




Clang: ltanium Implementation: Aborting

template <class InitByteT>
struct GuardObject {
// <<SNIPPED>>
private:
GuardByte guard_byte;
InitByteT init_byte;
// <<SNIPPED>>
AcquireResult cxa_guard_acquire() {

return INIT_IS DONE;
return INIT_IS_ PENDING;

}

void cxa_guard_release() {
guard_byte.release();
init_byte.release();

}

void cxa_guard_abort() {
guard_byte.abort();
init_byte.abort(); <= t24
}

j t24: init-byte changed to 0 and
change broadcasted

/// Co-ordinates between GuardByte and InitByte.

/ inside acquire

if (guard_byte.acquire() || init_byte.acquire())

Time | Guard | Init Initialized
Byte Byte

6: WAITING | PENDING t20 0 6

t24 0 0 false

false

N Thread waiting

291

}

int GetVvVal() {

uint8 t* guard byte ptr = reinterpret cast<uint8 t*>(& guard for_val);
uint8 t guard val = _ atomic_load n(guard byte ptr, _ ATOMIC ACQUIRE);
if (guard_val == 0) {
if (__cxa_guard acquire(& guard for_val) != 0) {
try {
__storage _for_val = ComputeVal();
__cxa_guard _release(& guard for_val);

} catch (...) {
__cxa_guard_abort(& guard for_val);
throw;

}

}
}

return _ storage_for_val;




Clang: ltanium Implementation: Aborting

template <class InitByteT>
struct GuardObject {
// <<SNIPPED>>
private:
GuardByte guard_byte;
InitByteT init_byte;
// <<SNIPPED>>

return INIT_IS DONE;
return INIT_IS_ PENDING;

}

void cxa_guard_release() {
guard_byte.release();
init_byte.release();

}

void cxa_guard_abort() {
guard_byte.abort();
init_byte.abort(); <= t24
}

ﬁ t24: init-byte changed to 0 and
change broadcasted

/// Co-ordinates between GuardByte and InitByte.

AcquireResult cxa_guard_acquire() {
if (guard_byte.acquire() || init_byte.acquire()) and “not” COMPLETE.

Time | Guard | Init Initialized
Byte Byte
20 0 6

6: WAITING | PENDING ¢

false

t24 0 0 false

/’050 This thread wakes up inside acquire.

It checks that init-byte is “not” PENDING

292

int GetVvVal() {
uint8 t* guard byte ptr = reinterpret cast<uint8 t*>(& guard for_val);
uint8 t guard val = _ atomic_load n(guard byte ptr, _ ATOMIC ACQUIRE);
if (guard_val == 0) {
if (__cxa_guard acquire(& guard for_val) != 0) {
try {
__storage _for_val = ComputeVal();
__cxa_guard _release(& guard for_val);

} catch (...) {
__cxa_guard_abort(& guard for_val);
throw;

}

}
}

return _ storage_for_val;

}




Clang: ltanium Implementation: Aborting

/// Co-ordinates between GuardByte and InitByte.
template <class InitByteT>
struct GuardObject {

Time | Guard | Init Initialized
Byte Byte
t20 0 6

// <<SNIPPED>> Inside acquire, sets init-byte to false
private: PENDING (2), returns with “false”

GuardByte guard_byte; ), 2 Y g ElSE

InitByteT init_byte; a° t26 0 2 false

// <<SNIPPED>> /
AcquireResult cxa_guard_acquire() {

if (guard_byte.acquire() || init_byte.acquire())

293

return INIT_IS DONE;

return INIT IS PENDING; int GetVvVal() {
} uint8 t* guard byte ptr = reinterpret cast<uint8 t*>(& guard for_val);
uint8 t guard val = _ atomic_load n(guard byte ptr, _ ATOMIC ACQUIRE);
void cxa_guard_release() { if (guard_val == 0) {
guard_byte.release(); if (__cxa_guard acquire(& guard for_val) != 0) {
init_byte.release(); try {
} __storage _for_val = ComputeVal();
__cxa_guard _release(& guard for_val);
void cxa_guard_abort() { } catch (...) {
guard byte.abort(); __cxa_guard_abort(& guard for_val);
init_byte.abort(); <=mmm t24 throw;
} }
¥ }
}
return _ storage_for_val;
}




Clang: ltanium Implementation: Aborting

/// Co-ordinates between GuardByte and InitByte.
template <class InitByteT>
struct GuardObject {

// <<SNIPPED>> Inside acquire, sets init-byte to

private: e« ”
GuardByte guard byte; PENDING (2), returns with “false t24 0 0 false

InitByteT init _byte; Since init_byte.acquire() returned 26 0 2 false
// <<SNIPPED>> -
AcquireResult cxa_guard_acquire() { false, it hits INIT_IS_PENDING (1)

if (guard_byte.acquire() || init_byte.acquire())
return INIT_IS DONE;

Time | Guard | Init Initialized
Byte Byte
t20 0 6

false

294

return INIT IS PENDING; <$==mt27 int GetVvVal() {
} uint8 t* guard byte ptr = reinterpret cast<uint8 t*>(& guard for_val);
uint8 t guard val = _ atomic_load n(guard byte ptr, _ ATOMIC ACQUIRE);
void cxa_guard_release() { if (guard_val == 0) {
guard_byte.release(); if (__cxa_guard acquire(& guard for_val) != 0) {
init_byte.release(); try {
} __storage _for_val = ComputeVal();
__cxa_guard _release(& guard for_val);
void cxa_guard_abort() { } catch (...) {
guard byte.abort(); __cxa_guard_abort(& guard for_val);
init_byte.abort(); <=mmm t24 throw;
} }
¥ }
}
return _ storage_for_val;
}




Clang: ltanium Implementation: Aborting

/// Co-ordinates between GuardByte and InitByte.
template <class InitByteT>
struct GuardObject {

Time | Guard | Init Initialized
Byte Byte
t20 0 6

// <<SNIPPED>> false
private:
GuardByte guard_byte; 124 0 0 false

InitByteT init _byte; Since init_byte.acquire() returned 26 0 2 false
// <<SNIPPED>>

AcquireResult cxa_guard_acquire() { false, it hits INIT_IS_PENDING (1)

if (guard_byte.acquire() || init_byte.acquire())
return INIT_IS DONE;
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return INIT IS PENDING; int GetVvVal() {
} uint8 t* guard byte ptr = reinterpret cast<uint8 t*>(& guard for_val);
uint8 t guard val = _ atomic_load_n(guard _byte ptr, _ ATOMIC_ACQUIRE);
void cxa_guard_release() { if (guard_val == 0) {
guard_byte.release(); if (__cxa_guard acquire(& guard for_val) != 0) {
init_byte.release(); try {
} __storage_for_val = ComputeVal(); <==mt28
__cxa_guard _release(& guard for_val);
void cxa_guard_abort() { } catch (...) {
guard byte.abort(); __cxa_guard_abort(& guard for_val);
init_byte.abort(); <=mmm t24 throw;
} ¥ Since _cxa_guard_acquire returned 1, it gets into
¥ ) } ComputeVal and attempts another initialization.
return _ storage_for_val;
}
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