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1. Types of bugs
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Two kinds of bugs

1. Engineering:
— Specific to a language or library
— C++: move semantics, overloads
— C and C++: lifetimes, aliasing, UB, libc thread safety
— Python: def foo(a=[])

2. Algorithmic
— Preserved after rewriting in a (memory-safe) language
— Corner cases, last line effect, time-of-check-to-time-of-use
— Off-by-one, invariant violations
— Precision, numerical stability
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Engineering bugs: Lifetime
void onClick() {

    string url = "https://example.com/?q="

                + textBox.text();  // Save the URL

    httpClient.connect([&]() {  // callback

        httpClient.send(url, [&]() { /* callback */ });

    });

}
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Engineering bugs: Lifetime
void onClick() {

    string url = "https://example.com/?q="

                + textBox.text();  // Save the URL

    httpClient.connect([&]() {  // callback

        httpClient.send(url, [&]() { /* callback */ });

    });

}

● The url local variable is captured in a lambda by reference
● Lambda is invoked way after onClick completes
● Use-after-free, specific to C++
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Engineering bugs: Complicated APIs
std::vector<char> read256Bit(

        boost::asio::ip::tcp::socket &client) {

    std::vector<char> data(32);

    auto read = client.receive(boost::asio::buffer(data));

    if (read != data.size())

        throw std::runtime_error("connection lost");

    return data;

}

● Works when tested in a small program
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Engineering bugs: Complicated APIs
std::vector<char> read256Bit(

        boost::asio::ip::tcp::socket &client) {

    std::vector<char> data(32);

    auto read = client.receive(boost::asio::buffer(data));

    if (read != data.size())

        throw std::runtime_error("connection lost");

    return data;

}

● Works when tested in a small program
● receive allows partial reads, use read instead
● Specific to various networking APIs, not just Boost



Algorithmic bugs: Off-by-one
void unique(vector<int> &arr) {               // [1, 1, 1, 2, 1, 1]

    for (size_t i = 0; i < arr.size(); ++i) { // [1,       2, 1]

        size_t j = i;                         //  i        j

        while (j < arr.size() && arr[i] == arr[j]) j++;

        if (i < j) {

            important_callback(i, j);

            arr.erase(arr.begin() + i, arr.begin() + j);

        }

    }

}

● Assume quadratic behaviour is OK



Algorithmic bugs: Off-by-one, fixed
void unique(vector<int> &arr) {               // [1, 1, 1, 2, 1, 1]

    for (size_t i = 0; i < arr.size(); ++i) { // [1,       2, 1]

        size_t j = i;                         //  i        j

        while (j < arr.size() && arr[i] == arr[j]) j++;

        if (i < j) {

            important_callback(i + 1, j);

            arr.erase(arr.begin() + i + 1, arr.begin() + j);

        }

    }

}

● Assume quadratic behaviour is OK
● Let’s ask an LLM to find remaining bugs!



Algorithmic bugs: Off-by-one, fixed, confused LLM
void unique(vector<int> &arr) {               // [1, 1, 1, 2, 1, 1]

    for (size_t i = 0; i < arr.size(); ++i) { // [1,       2, 1]

        size_t j = i;                         //  i        j

        while (j < arr.size() && arr[i] == arr[j]) j++;

        if (i < j) {

            important_callback(i + 1, j);

            arr.erase(arr.begin() + i + 1, arr.begin() + j);

        }

    }

}

● “After you erase elements, the vector shrinks—but your outer loop still 
increments i as if nothing changed. That causes you to skip elements.”

- An LLM a week ago
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Algorithmic bugs: Wonky invariants
bool find(const int *arr, int n, int value) {

    if (n == 0) return false;

    if (arr[n/2] == value) return true;

    if (value < arr[n/2])

        return find(arr, n/2, value);

    else

        return find(arr + n/2, n/2, value);

}

● Sometimes returns false incorrectly
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Algorithmic bugs: Wonky invariants
bool find(const int *arr, int n, int value) {

    if (n == 0) return false;

    if (arr[n/2] == value) return true;

    if (value < arr[n/2])

        return find(arr, n/2, value);

    else

        return find(arr + n/2+1,   n/2-1, value);

}

● Sometimes returns false incorrectly. Still.
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Algorithmic bugs: Wonky invariants
bool find(const int *arr, int n, int value) {

    if (n == 0) return false;

    if (arr[n/2] == value) return true;

    if (value < arr[n/2])

        return find(arr, n/2, value);

    else

        return find(arr + n/2+1, n-n/2-1, value);

}

● Finally works for all inputs



© 2026 Bloomberg Finance L.P. All rights reserved.

Two kinds of bugs: Recap

1. Engineering: Language-specific
a. Likely caught by smoke tests or line coverage
b. Might be hard to reproduce (bad_alloc, network lags, sad path)

2. Algorithmic: Language-agnostic
a. Claim: easily survive all usual testing
b. “Beware of bugs …; I have only proved the code correct, not tried it.” - Donald Knuth

3. Mixed
a. Concurrency, lock-free algorithms: need language support
b. Exception safety: extra complexity induced by C++
c. Parsing: the parser is intermixed with grammar
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2. White-box vs. black-box



Case study: String-searching algorithm

Prompt: “Create a matchSubstring(haystack, needle) function in C++ 
that works in linear time“. LLM uses the KMP algorithm.

// Build LPS (Longest Prefix Suffix) array

vector<int> lps(m, 0);

int len = 0, i = 1;

while (i < m) {

    if (pattern[i] == pattern[len]) lps[i++] = ++len;

    else if (len != 0)              len = lps[len - 1];

    else                            lps[i++] = 0;

}



Asking LLM to add tests: Got 17 black-box cases

assert(matchSubstring("", "") == 0);  // Empty

assert(matchSubstring("abc", "abc") == 0); // Exact

// … checks matches at beginning, middle, end, nowhere…

// Pattern appears later after partial mismatches

assert(matchSubstring("aaaaab", "aaab") == 2);

assert(matchSubstring("mississippi", "issip") == 4);

assert(matchSubstring("aaacaaaaac", "aaaaac") == 4);

// Common textbook-style example

assert(matchSubstring("abxabcabcaby", "abcaby") == 6);



Are tests really good?

● We had full line and branch coverage
● Removing one line does not make tests fail => not great
● LLM knew about the algorithm it used

// Build LPS (Longest Prefix Suffix) array

vector<int> lps(m, 0);

int len = 0, i = 1;

while (i < m) {

    if (pattern[i] == pattern[len]) lps[i++] = ++len;

    else if (len != 0)              len = lps[len - 1];

    else                            lps[i++] = 0;

}
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Mutation testing

● Root cause: input corner cases ≠ algorithm’s corner cases 
○ We had full branch coverage already

● Requirement: changing a correct program a bit should either:
○ Keep the program correct
○ Make the program incorrect and fail existing tests

● Protects from small bugs and typos

● https://sqlite.org/testing.html does that:
○ “In other words, we want to show not only that every branch instruction both jumps and 

falls through but also that every branch is doing useful work and that the test suite is able 
to detect and verify that work.”

https://sqlite.org/testing.html


© 2026 Bloomberg Finance L.P. All rights reserved.

Improving tests

● Random strings: [a-e]{0, 50}, 10’000 tests pass

● Coverage-based libfuzzer: dozens of millions of runs, all pass
○ All branches were already covered!

● We need a corner case for the algorithm
assert(matchSubstring("abababacaba", "abacaba") == 2);

● Folklore knowledge: ABACABA strings are a great corner case
○ They’re not on “The Big List of Naughty Strings”
○ Unlike engineering bugs, e.g., SQL injections
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Root cause: trying to test buildLSP indirectly

assert(buildLPS("aabaaac") == vector<int>(

       {0, 1, 0, 1, 2, 2, 0}));  // Special output

haystack
needle

int matchbuildLSP

vector<int> lsp

match

  matchSubstring  
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● You should know what algorithm you use for good tests
○ Algorithmic bugs are invisible to standard approaches

● Easier to debug

● What if I don’t want to write tests?
○ Ask an LLM to write some

● What if the algorithm changes?
○ All corner cases change as well

White-box testing is better for algorithmic bugs
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3. Hidden algorithms: Part 1
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Case study: Print packages hierarchy

class A { B b; D d; };  // a.h, level=2

class B { };            // b.h, level=1

class C { };            // c.h, level=1

class D { };            // d.h, level=1

Expected output:
b.h c.h d.h a.h



First idea: Calculate levels, then print

int calcLevels(File* f) {

  int l = 1;

  for (auto c : f->classes)

    for (auto m : c->members)

      for (auto c : m->type().classes())

        l = max(l, calcLevels(class2File[c]) + 1);

  return l;

}

sort(allFiles, … calcLevels(a) < calcLevels(b) …);



Memoization to avoid exponential explosion

int calcLevels(File* f) {

  int &l = levels[f];  if (l) return l;  l = 1;

  for (auto c : f->classes)

    for (auto m : c->members)

      for (auto c : m->type().classes())

        l = max(l, calcLevels(class2File[c]) + 1);

  return l;

}

sort(allFiles, … calcLevels(a) < calcLevels(b) …);



© 2026 Bloomberg Finance L.P. All rights reserved.

Incorrect input results in a reasonable output

class A { B b; D d; };  // a.h, level=3

class B { A *a; };      // b.h, level=2

class C { };            // c.h, level=1

class D { };            // d.h, level=1

Current output changes a bit:
c.h d.h b.h a.h

But internals are already weird:
calcLevels(B) → (calcLevels(A) → intermediate 1) + 1
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Incorrect input silently results in a weird internal state

class A { B b; D d; };  // a.h, level=4

class B { };            // b.h, level=1

class C { };            // c.h, level=1

class D { A *a; };      // d.h, level=3

Current output is unchanged:
b.h c.h d.h a.h

But internals are more weird:
calcLevels(D) → (calcLevels(A) → intermediate 2) + 1
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What happens next?

● We don’t notice the internal error

● Some next algorithm assumes levels are contiguous
○ Print all components on level K

● We rewrite the algorithm to somehow “join” cycles together
○ A naive attempt might take another 10-20 lines

● If you’re lucky, tests fail
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The algorithm has a name

● Asked an LLM: “What is this algorithm?” + code
○ “It’s a memoized DFS computing longest dependency depth, used to approximate a 

topological sort.”
● Graph nodes ~ files
● Graph edges ~ dependencies between classes inside a file

● The algorithm hides behind boilerplate
○ We use raw pointers everywhere  lifetime issues
○ (file, class) is a single identifier, but we track both pointers

● There are other algorithms worth testing
○ Is incomplete type a dependency?
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Extracting the algorithm with LLM (1/2)

template <typename Node, typename GetDeps>
class DependencyLevels {
public:
    DependencyLevels(GetDeps getDeps);
    int level(const Node& n);
    template <typename It>
    void sortByLevel(It begin, It end);
private:
    std::unordered_map<Node, int> memo;
    GetDeps getDeps;
};
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Extracting the algorithm with LLM (2/2)

auto getDeps = [&](File* f) {
    std::vector<File*> deps;
    for (auto c : f->classes)
        for (auto m : c->members)
            for (auto c2 : m->type().classes())
                deps.push_back(class2File[c2]);
    return deps;
};
DependencyLevels<File*, decltype(getDeps)> levels(getDeps);
levels.sortByLevel(allFiles.begin(), allFiles.end());



Extracting the algorithm manually

struct Graph {
    Graph(int numVertices);
    void addEdge(int from, int to);
    vector<int> calculateLevels();
};

● Creates graph explicitly
○ We can test C++ dependency discovery separately
○ We need a bit more memory
○ We can create arbitrary tests without C++ code
○ We should add map<File*, int>, but it’s a simple algorithm

● Not a “full object”, merely wrapper around functions

● No abstract nodes types



Typical workflow

1. A bug: class is few levels higher than it should

2. Extract the algorithm, add proper tests

3. Realize the algorithm has been “broken” for years
— Accidentally worked good enough
— Some bugs cancelled each other out

4. Come up with a mathematical definition
— What is a “level” if there are cycles?

5. Create a migration plan
— How a ”fixed” definition changes old data?

6. Gradual release, rollback, and repeat steps 3-6



Print classes hierarchy: Recap

● A simple algorithm can grow in complexity over time

● An algorithm might be only 10-100 lines out of 10,000s

● Incorrect internal state might hide for years

● Algorithmic bug might expose wrong algorithm

● Fixing algorithm might affect “already working” code
○ “What is a reasonable mathematical definition if there are cycles?”
○ LLM: “Treat each strongly connected component (SCC) as a single node.”, 

“3) Switch to shortest-path layering”...



4. Hidden algorithms: Part 2
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Case study: SUBCASE

TEST_CASE("A vector with some items") {
    vector<int> v(5);
    SUBCASE("resize to 1") {
        v.resize(1);
        CHECK(v.size() == 1);
    }
    SUBCASE("resize to 5") {
        v.resize(5);
        CHECK(v.size() == 5);
    }
}



Case study: Nested SUBCASE

TEST_CASE("A vector with some items") {
    vector<int> v(5);
    SUBCASE("resize to 10") {
        v.resize(10); CHECK(v.size() == 10);
        SUBCASE("and then to 15") {
            v.resize(15); CHECK(v.size() == 15);
        }
        SUBCASE("and then to 1") {
            v.resize(1); CHECK(v.size() == 1);
        }
        CHECK(v.capacity() >= 10);
    }
    SUBCASE("resize to 1") { v.resize(1); CHECK(.....); }

}
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Case study: Loop-generated SUBCASE

TEST_CASE("A vector with some items") {
    vector<int> v(5);
    for (int i = 5; i <= 10; ++i)
        SUBCASE(format("resize to {}", i)) {
            v.resize(i);
            CHECK(v.size() == i);
            CHECK(v.capacity() >= 10);
        }
}

● 2022: fixed in https://github.com/doctest/doctest/issues/597
● 2026: actually broke https://github.com/doctest/doctest/issues/939

https://github.com/doctest/doctest/issues/597
https://github.com/doctest/doctest/issues/939


SUBCASE: Proposed algorithm API

withSubcases([&](Subcases &s) {
    vector<int> v(5);
    if (s.enterSubcase()) {
        v.resize(10); CHECK(v.size() == 10);
        if (s.enterSubcase()) {
            v.resize(15); CHECK(v.size() == 15); s.exit();
        } 
        if (s.enterSubcase()) {
            v.resize(1); CHECK(v.size() == 1); s.exit();
        }
        CHECK(v.capacity() >= 10); s.exit();
    }
    if (s.enterSubcase()) { v.resize(1); …  s.exit(); }
});



SUBCASE: Proposed algorithm API

withSubcases([&](Subcases &s) {
    vector<int> v(5);
    if (s.enterSubcase()) {
        v.resize(10); CHECK(v.size() == 10);
        if (s.enterSubcase()) {
            v.resize(15); CHECK(v.size() == 15); s.exit();
        }
        if (s.enterSubcase()) {
            v.resize(1); CHECK(v.size() == 1); s.exit();
        }
        CHECK(v.capacity() >= 10); s.exit();
    }
    if (s.enterSubcase()) { v.resize(1); …  s.exit(); }
});



SUBCASE: Proposed algorithm API

withSubcases([&](Subcases &s) {
    vector<int> v(5);
    if (s.enterSubcase()) {
        v.resize(10); CHECK(v.size() == 10);
        if (s.enterSubcase()) {
            v.resize(15); CHECK(v.size() == 15); s.exit();
        }
        if (s.enterSubcase()) {
            v.resize(1); CHECK(v.size() == 1); s.exit();
        }
        CHECK(v.capacity() >= 10); s.exit();
    }
    if (s.enterSubcase()) { v.resize(1); …  s.exit(); }
});



SUBCASE: Proposed algorithm API

withSubcases([&](Subcases &s) {
    vector<int> v(5);
    if (s.enterSubcase()) {
        v.resize(10); CHECK(v.size() == 10);
        if (s.enterSubcase()) {
            v.resize(15); CHECK(v.size() == 15); s.exit();
        }
        if (s.enterSubcase()) {
            v.resize(1); CHECK(v.size() == 1); s.exit();
        }
        CHECK(v.capacity() >= 10);
    }
    if (s.enterSubcase()) { v.resize(1); …  s.exit(); }
});
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SUBCASE: Proposed mathematical model

● SUBCASE execution only depends on control flow
○ Line numbers should not matter => cannot use them
○ Names should not matter => cannot use them

● There is a tree of SUBCASE, execute all leafs
● Assume the tree is the same between runs
● The tree is implicit

○ We can see children only if the node is executed
○ No dry runs: if we read children, we must continue to a leaf

● Testing algorithm separately is not mandatory
○ Black-box tests with macros are more readable
○ But corner cases are still white-box

● Took me a few full days for the first attempt
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5. Final tips & tricks



Algorithm smells

● Graph, tree, traversals, “node”, search
● Comparator more complicated than operator<
● String matching
● “Almost standard library”
● “Obviously works”, but you need more several debug iterations
● A separate component with unclear implementation
● Complicated state

○ Array/map: “what has been done already”
○ Two ints (e.g., two pointers technique)
○ Stack/queue of elements

● “Here is why the algorithm works”
● “Let’s prove…”
● The contract is hard to pinpoint
● “The best answer so far”



Contracts and invariants, generated by LLM

// Return the max `i` such that `a[i] <= v`.

int search(const vector<int> &a, int v) {

    int left = 0, right = a.size() - 1, result = -1;

    while (left <= right) {

        int mid = left + (right - left) / 2;

        if (a[mid] <= v) result = mid, left = mid + 1;

        else             right = mid - 1;

    }

    return result;

}



Contracts and invariants, with invariant

// Return the max `i` such that `a[i] <= v`.

int search(const vector<int> &a, int v) {

    int left = 0, right = a.size() - 1, result = -1;

    while (left <= right) {

        assert(a[left - 1] <= v && a[right + 1] > v);

        int mid = left + (right - left) / 2;

        if (a[mid] <= v) result = mid, left = mid + 1;

        else             right = mid - 1;

    }

    return result;

}



Contracts and invariants, cleaned up

// Return the max `i` such that `a[i] <= v`.

int search(const vector<int> &a, int v) {

    int left = 0, right = a.size() - 1;

    while (left <= right) {

        assert(a[left - 1] <= v && a[right + 1] > v);

        int mid = left + (right - left) / 2;

        if (a[mid] <= v) left = mid + 1;

        else             right = mid - 1;

    }

    return left - 1;

}



Algorithm testing tips & tricks (1/2)

● Separate engineering bugs and algorithm bugs

● Specify requirements mathematically

● Make sure time/memory consumption is linear/quadratic/…

● Abstract API:
○ Test with a type that supports the minimum set of operations (see hoogle.haskell.org)
○ Enrich return information so it’s closer to internal data: lower_bound, not binary_search

● Non-abstract API can simplify the algorithm:
○ Integer indices instead of pointers
○ Explicit constructions
○ Non-future-proof API

http://hoogle.haskell.org


Algorithm testing tips & tricks (2/2)

● Test the algorithm directly, not as a black-box
○ Minimal/maximal/corner cases for input, output, intermediate values
○ Fuzzing against a “naive” oracle
○ Fuzzing with property checks
○ Internal corner cases (e.g. buildLSP), intermediate values

● Simplify the algorithm
○ Online dependencies discovery -> batch processing: discovery first, sort second
○ Change contracts/invariants to remove corner cases (assume a[-1] is -inf)

● Do not simplify the algorithm
○ Non-extracted part should only have engineering bugs
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Thank you!
Learn more: www.TechAtBloomberg.com/cplusplus

We are hiring: bloomberg.com/engineering

http://www.techatbloomberg.com/cpluplus
http://bloomberg.com/engineering

