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• Dynamic Workload
Characteristics
Applications exhibit more dynamic task 

graphs, irregular data access patterns, fine-

grained parallelism, and data-driven control 

flow.

• Performance and Energy
Constraints
Critical focus on minimizing data

movement, exploiting data locality, and 

adapting to the diverse performance and 

power profiles of heterogeneous hardware.

Today’s Parallel Applications
Driving Forces and Evolving Characteristics
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• Growing Demands and Post-
Exascale Expectations
Applications require handling larger datasets, 

higher fidelity simulations, multimodal data, and 

integrated AI/ML, while systems are expected to 

manage Exascale workloads, often with mixed 

scientific and AI tasks.

• System Scale and Federation
Applications scale across thousands to millions of 

cores, leveraging federated clusters that span on-

premise and cloud environments.

• Hardware and System Evolution
Increasing node heterogeneity with GPUs, FPGAs, ASICs, and accelerators, alongside advancements in 

memory hierarchies, disaggregated memory, and low-latency interconnects.



Consequences for Workloads

• Shifting Workload Characteristics
Workloads are becoming more dynamic with irregular data access, fine-
grained parallelism, and data-driven control flow.

• Applications can potentially utilize more Parallelism
Software infrastructure must support a large number of concurrent actions.

• Key Performance Drivers
Performance hinges on minimizing data movement, exploiting data locality,
and adaptive scheduling for heterogeneous systems.

• Energy Constraints
Power and thermal limits restrict scaling, while heterogeneous specialization
offers gains but increases software complexity.
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System Libraries and Tools play a significant Role 



Parallel Processing and Heterogeneity
Distributing Data and Computation for parallel Execution across heterogeneous Devices and distributed Environments

Data Distribution

Input data is partitioned and distributed among
accelerator devices and/or MPI processes, with each 
device/process receiving a portion to operate on.

Local Computation

Each device/process executes the operations on its 
partition concurrently on its assigned local data 
partition.

Synchronization/Reduction

If the operation requires aggregation (e.g., sum,
min/max), collective operations like MPI_Reduce or 
MPI_Allreduce are used to combine results. 
Independent operations require no further 
synchronization.

Result Gathering

If modified data needs to be combined or a final
result is required on a specific process, additional
communication steps may be necessary.

Considerations

Key factors include data partitioning strategy for load balancing, managing communication overhead, and ensuring 
efficient parallelization through balanced workloads.

Co-Designing Integrated AI-Enabled Compiler-Runtime Systems, Hartmut Kaiser (C++Now 2026)

5



Heterogenous Example
Combining local (CPU) parallelism, CUDA and MPI in the same Application

// 1. Pack halo (CPU threads)

#pragma omp parallel for

for (...) { pack_halo(host_buf, field); }

// 2. Exchange halos (MPI requires host-visible buffers)

MPI_Irecv(host_buf_in, ...); MPI_Isend(host_buf_out, ...);

// 3. Launch GPU kernel (requires explicit staging/synchronization)

cudaMemcpyAsync(dev_buf, host_buf_in, ..., stream);

kernel<<<grid, block, 0, stream>>>(dev_field, dev_buf, ...);

// 4. Ensure progress and ordering across runtimes

MPI_Waitall(...); cudaStreamSynchronize(stream);

The challenge is not that any one layer is immature; it is that the layers do not share
intent, do not coordinate decisions, and do not interoperate or cross-synchronize.

Developers must reason about multiple memory domains, multiple concurrency
models, and multiple toolchains and compilation modes.
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Software Fragmentation Challenge
Hurdles in Developing and Optimizing Complex Computational Systems

• Diverse Programming Models
Manual composition of models like MPI,
OpenMP/TBB, and CUDA/HIP/SYCL leads
to complex and error-prone integration.

• Fragmented Toolchains
Separate compilers and optimizers for
each target architecture (CPU, GPU,
FPGA, ASIC) require specialized
knowledge and maintenance.

• Interoperability Gaps
Mismatches in memory models,
synchronization, and communication
semantics impede seamless integration.

• Increased Developer Burden
Manual orchestration of data movement,
kernel selection, and synchronization
across vendor stacks increases
development time and complexity.
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• Runtimes
Separate resource managers and execution engines lack cross-visibility,
hindering holistic system management.



Why Fragmentation Matters

• Portability Costs
Porting and maintaining code paths for each new accelerator multiplies
engineering effort and introduces bugs.

• Suboptimal Performance
Isolated toolchains cannot jointly optimize end-to-end dataflow, leading to excessive
copies, underutilized compute, and lost locality.

• Impeded Autotuning and Profiling
Fragmented telemetry prevents global cost models and coordinated optimization
across backends.

• Research and Deployment Friction
Academic and industry innovations take longer to leverage in production workflows.
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Challenges in Creating Efficient Advanced Computing Frameworks



A Real-World Story
Parallel Speedup in Action



Parallel
Speedup:
Compute
vs. Memory
Bound
Operations
Analyzing performance gains
with increasing number of
elements.
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Parallel
Speedup:
Memory
Bound
Operations
Analyzing performance gains
with increasing number of
elements and varying
number of cores
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Parallel
Speedup:
Memory
Bound
Operations
Analyzing performance gains
with increasing number of
elements and varying
number of cores
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HPX – A Modern C++ Runtime
The C++ Standards Library for Concurrency and Parallelism



HPX – An Asynchronous
Many-Task Runtime System

A Highly Efficient Threading Implementation with Functional Layers

C++ Standards
Conformance

Exposes APIs for parallelism
and concurrency, including a
full set of C++17/C++20/C++23

parallel algorithms. It's an early,
open implementation.

Extensions

Features asynchronous
execution, parallel range-based

algorithms, vectorizing
execution policies

(simd/par_simd), and a full set
of C++26 senders/receivers.

Distributed Operation

Extends standard interfaces for
distributed systems with a global 

address space, advanced load
balancing, and a uniform API

for local and remote operations.

Member of HPSF

HPX's membership in the HPSF
network underscores its

dedication to the open-source,
high-performance computing

community, highlighting its
collaborative approach
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C++ STL Algorithms Overview
Categorized Summary, HPX implements all of the Standard Algorithms

Non-modifying Sequence Operations

Algorithms that do not alter the elements in the
sequence, such as hpx::for_each, hpx::count,
hpx::find, and hpx::search.

Modifying Sequence Operations

Algorithms that change the elements within a
sequence, including hpx::copy, hpx::transform,
hpx::replace, and hpx::fill.

Sorting and Related Operations

Functions for ordering elements, such as hpx::sort,
hpx::stable_sort, hpx::nth_element,
hpx::lower_bound, and hpx::binary_search.
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Numeric Operations

Algorithms for mathematical computations on
sequences, like hpx::accumulate,
hpx::inner_product, and hpx::reduce.

Memory Operations

Operations for managing uninitialized memory,
including hpx::uninitialized_copy, and
hpx::uninitialized_fill.

Scan-based Operations

Procedures dependent on partial prefix
operations, like hpx::copy_if, and 
hpx::intrusive_scan



How Parallelization of Algorithms Works
Parallelization distributes computational Tasks across multiple Processors

• On CPUs
Input Splitting: Divide the input sequence into chunks of arbitrary size.

Parallel Execution: Run the algorithm concurrently on multiple cores, with each core 
processing its own chunk.

Synchronization & Reduction: Perform necessary synchronization between cores and 
reduce results as needed.

• On GPUs
Input Splitting: Divide the input sequence into chunks sized to fit within a warp (typically 
32 threads).

Parallel Execution: Run the algorithm on multiple warps, with each warp processing its 
own chunk and each core within the warp processing its own element.

Synchronization & Reduction: Perform necessary synchronization between warps and 
reduce results as needed.

• On distributed Systems
Input Splitting: Dividing data across multiple networked computers

Parallel Execution: Run possibly parallel algorithm concurrently on networked compute 
nodes

Synchronization & Reduction: Perform necessary synchronization between nodes and 
reduce results over the network as needed.
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Sequential Loop

HPX for_each Example
std::vector<int> d = { ... };

hpx::for_each(d.begin(), d.end(), [](int val) { ... });

template <typename Iterator, typename F>

void for_each(Iterator b, Iterator e, F f)

{

while (b != e)

f(*b++);

}
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Execution Policies in C++ Parallel Algorithms
Standard and HPX Approaches

• Execution Policies
Passed as an additional first argument to
algorithms to convey guarantees imposed by the 
loop body.

• std::execution::seq: Execute in-order
(sequenced) on the current thread.

• std::execution::unseq: Allow out-of-order
execution (unsequenced) on the current thread
- vectorization.

• std::execution::par: Allow parallel execution 
on different threads.

• std::execution::par_unseq: Allow parallel out-
of-order (vectorized) execution on different
threads.

• Proposed std::execution::simd
Enable explicit vectorization relying on special C++
types representing vector registers 
(std::datapar::simd).

• Implements all of the above

• Asynchronous Policies
e.g., hpx::execution::par(task): Allow asynchronous 
operation.

• Explicit Parallelized Vectorization
hpx::execution::par_simd: Allow parallelization and 
explicit vectorization (relies on std::datapar::simd)

• Executors
Objects that customize the how, where, and when
of scheduling. Attached to execution policies using 
.on().

• Execution Parameters
Objects that implement customization points for 
additional execution parameters. Attached to 
execution policies using .with().

C++ Standard HPX
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Parallel Loop

HPX for_each Example
std::vector<int> d = { ... };

hpx::for_each(hpx::execution::par, d.begin(), d.end(), 

[](int val) { ... });

template <typename Iterator, typename F>

void for_each(parallel_policy, Iterator b, Iterator e, F f) {

auto size = std::distance(b, e);   // Iterator should be random access

std::vector<hpx::future<void>> v;

for (size_t chunk = 0; chunk != NUM_CHUNKS; ++chunk) { 

// assume: size is cleanly divisible by NUM_CHUNKS

v.push_back(hpx::async([&]() { // async() launches new thread

auto begin = std::next(b, (chunk * size) / NUM_CHUNKS);

hpx::for_each(begin, std::next(begin, size / NUM_CHUNKS), f);

}));

}

hpx::wait_all(v);

}
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Parallelize Loops: Observations
To achieve optimal parallelization, carefully consider data partitioning, iterator requirements, and synchronization, while tuning key

parameters for your specific use case

• General Principle
Parallelization runs
sequential operations
concurrently on parts of
the input, primarily for
CPU and distributed
implementations.

• CPU vs. GPU
CPU implementations
partition data into
chunks for threads,
while GPU algorithms
use models tailored to
warps and elements.

• Data Partitioning
Required for GPUs and
distributed contexts, it
necessitates additional
considerations for
effective 
implementation.

• Iterator
Requirements
Random access
iterators are generally
needed for good
performance; otherwise,
performance may
suffer.

• Synchronization
Needed towards the
end of the parallel
operation, may impose
stalling

• Magic Numbers
Tuning NUM_CHUNKS,
NUM_CORES, task
placement 
(AFFINITIES), etc.
is crucial for optimal
performance.
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A Bit of Background
Why is it so difficult to efficiently parallelize Execution?



Amdahl's Law
Amdahl's Law quantifies the maximum theoretical speedup of a task when a portion of it is parallelized.

By Daniels220 at English Wikipedia, CC BY-SA 3.0,
https://commons.wikimedia.org/w/index.php?curid=6678551

Symbols:

• 𝑺: Theoretically achievable
speedup

• 𝑷: Proportion of the task that
can be parallelized.

• 𝑵: Number of processing
units.

Key Implications:

• The maximum speedup is
limited by the sequential
portion of the task (1 − 𝑃).

• Even with an infinite number
of processors (𝑁 → ∞), the
speedup is capped at 1/(1 − 𝑃).
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𝑆 =
1

1 − 𝑃 +
𝑃
𝑁

By Daniels220 at English Wikipedia, CC BY-SA 3.0,
https://commons.wikimedia.org/w/index.php?curid=6678551



The Four Horsemen of the Apocalypse

• Starvation
Insufficient concurrent work to maintain high utilization of resources.

• Latencies
Time-distance delay of remote resource access and services.

• Overheads
Work for management of parallel actions and resources on critical path 
which are
not necessary in sequential variant.

• Waiting for Contention resolution
Delays due to lack of availability of oversubscribed shared resources.

Additional SLOW Factors
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Other Factors limit parallel Efficiency on Top of theoretical Limit (Amdahl’s Law)



Exceution
Time vs.
Task
Grainsize
Finding the optimal grain size is
critical for maximizing
performance in parallel systems,
balancing computational load
with overhead.

Co-Designing Integrated AI-Enabled Compiler-Runtime Systems, Hartmut Kaiser (C++Now 2026) 24

0

0.5

1

1.5

2

2.5

3

100 1,000 10,000 100,000 1,000,000 10,000,000 100,000,000

Ex
ec

u
ti

o
n

 T
im

e 
(r

el
at

iv
e 

to
 s

eq
u

en
ti

al
 t

im
e)

Grainsize (amount of work per thread)

Execution Time over Grainsize 
(Amount of work per Task)

Sequential Time

Time (16 Cores)

Static chunks



Exceution
Time vs.
Task
Grainsize
Finding the optimal grain size is
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performance in parallel systems,
balancing computational load
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Fork-Join Parallelism
Widely used for years: C++ parallel algorithms, OpenMP, CILK, Java concurrency Framework, Task Parallel Library for .NET, etc.

• Load Balancing
Difficulty in distributing work evenly, leading to idle processors or overloaded ones.

• Synchronization Costs
Stalls and contention arising from coordinating parallel tasks using locks or barriers

• Communication Latency
Time taken to move data between processors in distributed systems, becoming a bottleneck.

• Parallelization limits
Irregularities in thread scheduling leads to 'tapering off' effects during synchronization
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A Real-World Story
Parallel Speedup in Action



Parallel
Speedup:
Compute
vs. Memory
Bound
Operations
Analyzing performance gains
with increasing number of
elements.
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Parallel
Speedup:
Memory
Bound
Operations
Analyzing performance gains
with increasing number of
elements and varying
number of cores
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Overhead Law: Best Number of Cores
The Overhead Law describes the optimal Number of Cores to use for executing a parallel Region

PARALLEL EXECUTION TIME

• 𝑻𝑷𝒂𝒓: Time taken on N processors.

• 𝑻𝑺𝒆𝒒: Time taken on 1 processor.

• 𝑻𝑶𝒗𝒓: Parallelization overhead

• 𝑵: Number of processors.

• 𝑴: Number of iterations.
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𝑇𝑃𝑎𝑟 =
𝑇𝑆𝑒𝑞
𝑁
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HPX Executors
Customizing Task Execution



HPX Executors
Managing Task Execution: the how, when, and where Tasks are being executed

• Purpose
Enable fine-grained control over task placement, scheduling, and resource
utilization across heterogeneous hardware.

• Relationship with Policies
Associated with execution policies (e.g., hpx::execution::par, 
hpx::execution::seq, or other HPX-specific policies) using the .on() and 
.with() syntax.

• Functionality
Allow specification of execution contexts for sequential, parallel, or asynchronous 
operations.

• Benefits
Facilitate efficient management of parallelism, support for distributed
operations, and provide a uniform API for local and remote task execution.
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HPX Executors
HPX Executors provide a crucial Abstraction Layer to manage Task Execution across heterogeneous Systems.
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• Task Launching Abstraction
Executors provide an abstraction layer for initiating and managing tasks, hiding
the complexities of the underlying infrastructure.

Abstraction of How, When, and Where to execute tasks.

• Synchronization
Historically used futures for asynchronous operation coordination, now supports
modern C++ standards like senders & receivers for advanced asynchronous
programming.

Provide support for: fire & forget, synchronous and asynchronous execution,
single and multiple tasks, and dependency tracking.

• Parallelism Integration
All task launching in HPX is built on executors. Parallel algorithms can be linked to
executors using execution policies, and asynchronous functions can directly
leverage executors.

Enabling fine-grained control of chunk sizes and the number of chunks, resource
allocation, thread attributes, including annotations, priorities, and affinities.



Executors: Parallel Algorithms, Usage Examples
HPX supports associating an executor with execution policies, enabling flexible parallel execution.

• Parallel execution using default executor:

std::vector v = {1.0, 2.0, ... };
hpx::for_each(hpx::execution::par, v.begin(), v.end(), [](double val) { ... });

• Parallel execution using parallel_executor:

hpx::execution::parallel_executor exec;
hpx::for_each(hpx::execution::par.on(exec), v.begin(), v.end(), [](double val) { ... });

• Parallel asynchronous (eager) execution using parallel_executor:

future auto f = hpx::for_each(hpx::execution::par(task).on(exec), v.begin(), v.end(), [](double val) { ... }); 
f.get(); // wait for completion

• Parallel execution using sender_executor:

hpx::experimental::sender_executor sr_exec;
hpx::for_each(hpx::execution::par.on(sr_exec), v.begin(), v.end(), [](double val) { ... });

• Parallel asynchronous (lazy) execution using sender_executor:

sender auto s = hpx::for_each(hpx::execution::par(task).on(sr_exec), v.begin(), v.end(), [](double val) { ... });
hpx::this_thread::sync_wait(s); // start execution and wait for completion
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Executors: Parallel Algorithms
HPX integrates parallel algorithms with senders/receivers

auto exec = hpx::execution::sender_executor();

sender auto result = 

hpx::execution::just(std::begin(c), std::end(c), [](auto){ ... })

| hpx::for_each(hpx::execution::par(task).on(exec));

hpx::this_thread::sync_wait(result);

• The solution effortlessly integrates with existing standards, eliminating the requirement for acquiring additional
skills or expertise.

• The use of sender/receiver executors in HPX boosts performance compared to the default executor solution,
streamlining parallel algorithm integration.
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HPX Executors
HPX executors are compact, lightweight entities for efficiently scheduling tasks.

An executor is an object that implements one or more of the customization points 
required for efficiently scheduling and executing tasks within a computing environment

Single function invocation:

• post : fire & forget execution of given function

• sync_execute : synchronously execute given function

• async_execute : asynchronously execute given function, return awaitable

• then_execute : execute given function after given awaitable is ready

Bulk-style function invocation:

• bulk_sync_execute : asynchronously execute given function N times

• bulk_async_execute : asynchronously execute given function N times, return awaitable

• bulk_then_execute : execute given function N times after given awaitable is ready

Executors must only implement async_execute at minimum. Absent methods are
emulated.
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HPX Executors: Example Implementation using Senders/Receivers

template <typename Executor, typename F, typename... Ts>

sender auto bulk_async_execute(Executor&& exec, Shape const& shape, F&& f, Ts&&... ts)

{

return hpx::execution::continue_on(exec.sched)

| hpx::execution::bulk(shape, [=](auto idx) { std::invoke(f, idx, ts...); });

}

template <typename Executor, typename F, typename... Ts>

sender auto async_execute(Executor&& exec, F&& f, Ts&&... ts)

{

return hpx::execution::continue_on(exec.sched) 

| hpx::execution::then([=] { std::invoke(f, ts...); });

}
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Parallel Loop

HPX for_each Example
std::vector<int> d = { ... };
hpx::for_each(hpx::execution::par, d.begin(), d.end(), 

[](int val) { ... });

template <typename Iterator, typename F>
void for_each(parallel_policy policy, Iterator b, Iterator e, F f)
{

auto num_chunks = calculate_number_of_chunks(policy, b, e);
auto chunk_size = (e - b) / num_chunks;  // cleanly divisible
bulk_sync_execute(policy.executor(), num_chunks,

[=](size_t idx) {    // sequential execution of chunks
auto start_idx = chunk_size * idx;
std::for_each(

b + start_idx, b + start_idx + chunk_size, f);
});

}
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Determining Parallelism Parameters
Algorithms need Means of being customized by the User 

• Measure Iteration Duration
Measure the time taken for a single loop iteration using provided
parameters, execution context, loop body, and total count.

• Determine Number of Processing Units
Calculate the optimal number of CPU cores to utilize based on the
measured iteration duration, execution context, and total iteration count.

• Maximal Number of Chunks
Calculate the maximal number of chunks to generate based on number of 
cores and total iterations count.

• Calculate Chunk Size
Determine the number of iterations that should be grouped into
concurrent tasks (chunks) for parallel execution, considering iteration
duration, number of cores, and total iterations.

Important Customization Points
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Code Snippets for Optimization

Optimizing Parallel
Execution
// Measure Iteration Duration (defaults to null_duration)

auto iteration_duration = measure_iteration(

exec, params, loop_body, count);

// Determine Processing Units (defaults to number of cores)

size_t cores = processing_units_count(

exec, params, iteration_duration, count);

// Calculate Chunk Size (defaults to count / cores)

size_t chunk_size = get_chunk_size(

exec, params, iteration_duration, cores, count);

// Determine Maximum Number of Chunks (defaults to -1)

size_t max_chunks = maximum_number_of_chunks(

exec, params, cores, count);



Parallel Loop with Customization Point Support

HPX for_each Example

std::vector<int> d = { ... };

hpx::for_each(par.with(number_of_chunks(NUM_CHUNKS)), d.begin(), d.end(), 

[](int val) { ... });

template <typename Iterator, typename F>

void for_each(parallel_policy policy, Iterator b, Iterator e, F f)

{

auto num_chunks = calculate_number_of_chunks(policy, b, e);

auto chunk_size = (e - b) / num_chunks;  // cleanly divisible

bulk_sync_execute(policy.executor(), num_chunks,

[=](size_t idx) {    // sequential execution of chunks

auto start_idx = chunk_size * idx;

std::for_each(

begin + start_idx, begin + start_idx + chunk_size, f);

});

}
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Integrated Compiler-Runtime Systems
An Opportunity for the Future of parallel Computing



Shortcomings of Existing Solutions

Infrastructure Fragmentation

Separate programming models (MPI,
OpenMP, CUDA) and toolchains (compilers,
codegens) for different targets (CPU, GPU,
FPGA, ASIC) lead to manual composition,

interoperability gaps, and complexity.
Runtimes have limited cross-visibility,

hindering global resource management.

Insufficient Runtime Information for
Optimization

Isolated runtimes lack a holistic system view,
preventing end-to-end dataflow

optimization. Fragmented telemetry makes
global cost modeling and coordinated
optimization difficult, limiting dynamic

adaptation of placement, scheduling, and
communication.

Lack of Theoretical Models for
Performance Behavior

Predicting performance is challenging due
to isolated optimizations and a lack of cross-

component visibility. Applying theoretical
frameworks like Amdahl's Law becomes
difficult without integrated insights into
latency, overhead, and contention across

heterogeneous systems.
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Most dynamic Optimization Efforts Today go into Runtime Environments.



• Compiler-Visible Library Constructs
and Metadata Contract
Direct lowering of recognized constructs into
specialized code

Transformations guided by explicit annotations

• Compiler Recognition,
Specialization, and Variant Families
Code Variant Generation, Registration and
Selection

Adaptive Learning and Variant Pruning

• Runtime Control Plane for Memory
and Communication
Memory: placement, layout, lifetime, prefetch

Communication: aggregation/batching,
protocol choice, schedules

• Standards-Aligned Migration and
Interoperability
C++ Executors and Parallel Algorithms.

OpenMP-Compatible Front-End

Drop-In Backend Flexibility for different GPU
infrastructure solutions (CUDA/HIP/SYCL, etc.)
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Requirements for a Potential Solution

• Bidirectional Metadata/Telemetry Loop and On-Demand Specialization
Support JIT Compilation Service

ML based recompilation triggering, parameter selection, variant choice

Overcome Fragmentation and make static and dynamic Information available.



Opportunity: Integrated Compiler + Runtime
Exposing rich, semantically aware Constructs for Performance Optimization.

Express Intent

Develop uniform APIs and EDSLs 
that go beyond simple calls, 

capturing data access, 
parallelism, and fusion 

opportunities.

Compiler Lowering

Ensure the compiler toolchain
(e.g., Clang/LLVM/MLIR)

translates the uniform APIs and 
EDSLs into target-specific forms 

while retaining semantic 
metadata.

Runtime Control Plane

Create a runtime system that
uses semantic metadata for

online decisions on placement,
scheduling, batching, and

communication.

Tight Feedback Loop

Implement a system where
runtime telemetry informs

offline autotuners or online JIT
mechanisms for refined

optimization.
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Results (Exemplar Use Cases)
The seamless Integration of Compilers, Runtime, and Machine Learning has the potential of revolutionizing Parallel Efficiency



Three Examples

HPX Smart Executors
Instrument executors to consume machine learning model weights and determine:

• Optimal execution policy (sequential or parallel) to select the best code path.

for_each(par_if, range.begin(), range.end(), [](auto) { ... });

• An efficient chunk size for processing.

for_each(policy.with(adaptive_chunk_size()),
range.begin(), range.end(), [](auto) { ... });

• An efficient prefetching distance for data retrieval.

for_each(prefetcher(policy, container, ...),
range.begin(), range.end(), [](auto) { ... });
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Static vs. Dynamic Information
What Parameters should be used as Inputs for the ML Models?

Feature extracted from Loop Body/Execution Dynamic (Runtime) Static (Compiler)

Number of threads (cores) X

Number of iterations X

Number of total operations per iteration X

Number of floating point operations per iteration X

Number of comparison operations per iteration X

Deepest loop level X
Number of integer variables X

Number of float variables X
Number of if statements X

Number of if statements within inner loops X
Number of function calls X

Number of function calls within inner loops X
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Decide whether to Parallelize Loop
Select optimal execution policy -- sequential or parallel

Before compilation

hpx::for_each(hpx::execution::par_if,  // hpx::execution::par_if: 'marker' for compiler

range.begin(), range.end(), [](auto) { ... });

After compilation

if (hpx::execution::seq_par({ f0, ..., fn })) // f0, ..., fn: static information from lambda

hpx::for_each(hpx::execution::seq, range.begin(), range.end(), [](auto) { ... });

else

hpx::for_each(hpx::execution::par, range.begin(), range.end(), [](auto) { ... }) 
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Executions Times for par_if Policy
Select optimal execution policy -- sequential or parallel
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Decide on Selected Chunk Sizes
Select an efficient chunk size for processing.

Before compilation

hpx::for_each(

policy.with(adaptive_chunk_size()),         // adaptive_chunk_size: 'marker' for compiler

range.begin(), range.end(), [](auto) { ... });

After compilation

hpx::for_each(

// f0, ..., fn: information from lambda 

policy.with(chunk_size_determination({ f0, ..., fn })),  

range.begin(), range.end(), [](auto) { ... });
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Executions Times for varying Chunk Sizes
Select an efficient chunk size for processing.
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Decide on Prefecth Distances
Select an efficient prefectch distance for best possible cache and memory bandwidth utilization.

Before compilation

hpx::for_each(

prefetcher(policy, container, ...),            // prefetcher: 'marker' for compiler 

range.begin(), range.end(), [](auto) { ... });   

After compilation

// f0, ..., fn: information from lambda 

hpx::for_each(

prefetcher_policy(policy, { f0, ..., fn }, container, ...),  

range.begin(), range.end(), [](auto) { ... });
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Execution Times for Varying Prefetch Distances
An efficient prefetching distance for data retrieval.
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Summary & Conclusions
The expectation is that combining these three components will yield superior results compared to this AI-generated image



The Runtime's Role in integrated Systems
Everything could be applied to the C++ standard library

• Integrated Control Plane
Expose uniform API to form an integrated control plane.

• Uniform APIs and EDSLs ‘known’ to the Compiler
Exposes a consistent interface applicable across the C++ standard library and beyond.

• Pluggable Policies through flexible Customization Points
Support pluggable policies for diverse objectives (latency, throughput, energy) and enable 
hierarchical control.

• Decision Points
Dynamically determine execution locations, manage task scheduling, and select optimal 
communication protocols and kernel variants.

• Telemetry and Observability
Collect critical metrics for optimization and adaptation, including latency, bandwidth, 
queueing, contention, and energy consumption.
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The Runtime serves as the central nervous system for complex computational
environments, facilitating seamless interaction between diverse components.
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The Compiler's Role in integrated Systems
Leveraging Runtime Capabilities for Optimized Performance

• MLIR-based Lowering
Maps high-level uniform API into MLIR dialects, preserving parallelism, memory, and 
communication semantics.

• Variant Generation
Produces multiple target-specific function/kernel variants (e.g., CPU, GPU, FPGA)
while retaining semantic metadata.

• Persistent Metadata
Embeds cost models, data-layout invariants, operational annotations, and
autotuner knobs into IR and generated artifacts.

• Cross-Pass Optimization
Facilitates whole-program transformations (fusion, communication-computation
overlap, placement hints) leveraging preserved semantic metadata.
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Compiler must be aware of and leverage runtime capabilities.
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The Role of Machine Learning
in integrated Compiler-Runtime Systems

Enabling Intelligence and Adaptability through Compile-Time and Runtime Information

• Learned Cost Models
Predict performance of code variants and
execution strategies on heterogeneous
hardware.

• Autotuning and Optimization
Guide selection of optimal compilation
parameters, kernel variants, and runtime
configurations.

• Adaptive Scheduling &
Placement
Enable dynamic, data-driven runtime
decisions for task scheduling and resource
allocation.

• Automated Performance Tuning
Identify and optimize bottlenecks using
runtime telemetry and ML insights.

• Predictive Resource 
Management
Forecast workload demands and resource
availability for optimized utilization and
energy efficiency.

• Online Learning & Feedback Loop
Create continuous feedback loops between
runtime and compiler.
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The overall goal is to dynamically find the best-possible execution parameters for given 
criteria, such as performance, energy consumption, or memory footprint.
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Telemetry & Feedback Loop
Bridging Compiler and Runtime Environments

• Offline Loop
Leverage collected telemetry for Profile-Guided Optimization (PGO) and
autotuning to refine compiled variants and metadata, improving future
performance.

• Online Loop
Implement lightweight Just-In-Time (JIT) adaptation where the runtime
dynamically adjusts scheduling and placement based on recent telemetry.

• Data for ML Models
Utilize telemetry as training data for learned cost models that predict
performance across various device mixes and input characteristics.
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Overcoming the separation between compiler and runtime
environments is crucial for intelligent system optimization.
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Summary & Conclusions
Strategies for advancing Heterogeneous System Performance

Address Software
Fragmentation

Overcome software fragmentation
across programming models, toolchains,
and runtimes in heterogeneous systems.

Unified Control Plane

Establish a cross-platform control plane
via uniform APIs and EDSLs for simplified 
usage and integration with legacy systems.

Co-Design Integration

Tightly integrate compilers, runtime
systems, and AI/ML components
through semantically rich library API
constructs and MLIR-based lowering.

Adaptive Optimization

Leverage telemetry and feedback loops for continuous
performance refinement and adaptive scheduling.

Performance Portability & Efficiency

Achieve significant gains in performance, energy efficiency, and
portability across diverse hardware architectures.
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The outlined strategies aim to enhance performance, energy
efficiency, and portability across diverse hardware architectures.
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