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Main Points

 Locks work better at high contention

* Locks can work better with atomics

* Lock-free works better at low contention
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Why Lock-Free? Why Now?



Coding Examples

* Code examples:
https://github.com/fpikus/LockFree

« Benchmarks use Google Benchmark
https://github.com/google/benchmark

* Slides that rely on examples are marked with
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https://github.com/fpikus/LockFree
https://github.com/google/benchmark

S e e e * Write your most demanding
to advanced. concurrent code lock-free

P D » Most demanding means
highest contention (mostly)

Fedor G Pikus
Chief Scientist
Design2Silicon Division

g Semptember 25, 2017

Menior:
2026 10 years ‘
(. Almost 10 years ago * The conclusions appear to be almost 100% wrong 10 years later
« The machinery is all the same « What changed?
* The basics are all the same « And what do we do about it?

\_
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Key concepts:
Concurrency
Memory Model
Atomics in C++



Concurrency — Key Concepts

Concurrency vs. Parallelism

» Parallelism = algorithms (partition data, subdivide work, compute in parallel)
« Concurrency = threads (execution, interaction, synchronization)

Thread Safety

. Tcilweads interact through shared memory; concurrent writes without exclusive access = undefined behavior
(data race)

* Fix with mutex (std: : lock_guard) or atomic variables (std: :atomic<T>)
Atomic Operations

» Execute as one indivisible transaction — no thread sees an intermediate state

* Plain ++1 is a non-atomic read-modify-write — a data race if shared across threads
Performance

« Always measure; never speculate — define specific metrics (throughput, latency, power, accuracy)
» Correctness constraints cost performance — relaxing them (e.g. lock-free atomics) can yield significan
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Memory Model — Key Concepts

Atomics Are Not Enough

* Locking a mutex and accessing a separate variable are independent — the compiler may legally reorder or hoist
them

» Correct synchronization requires controlling the order of memory accesses across all CPUs
Memory Barriers

» Hardware instructions that enforce ordering; atomic variables act as clocks — the moment another thread observes
an atomic change is "now"

« Full barrier: all ops before/after the barrier become visible before/after it (both reads and writes, all variables)
Acquire & Release Barriers

* Release (producer/store, memory_order_release): all writes before the store must be visible to any thread that
observes the store

* Acquire (consumer/load, memory_ovrder_acquire): all reads after the load must execute after the load is
observed

» Locks internally use acquire (on lock) and release (on unlock) — the full barrier is the default atomic orderin
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Atomics in C++ — Key Concepts

std::atomic<T> — What Works

» Any trivially-copyable type (contiguous memory, no virtuals, noexcept ctor) — including structs

« Atomic ops: read/write, exchange, compare_exchange, arithmetic/bitwise for ints (++x, fetch_add)

« Trap: x = x + 1 compiles but is NOT atomic — use ++x or x += 1

Compare-And-Swap (CAS)

* Makes any expression atomic: read current value — compute — compare_exchange — retry if value changed

» Strong CAS fails only if value changed; weak CAS may spuriously fail (ARM hardware) — use in loops only, can
improve throughput

* CAS takes two memory orders: on_success (for the write) and on_failure (for the read; may be weaker)
Memory Orders & Cost
« Default (and all operators) use seq_cst — sequentially consistent, safest, most expensive on most platforms

» Prefer explicit acquire/releaseon .load()/.store () for performance; free on x86, ~2x slower on ARM vs.

relaxed
» Trap: store+acquire and load+release are undefined behavior; always match direction to operation
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Lock-Free vs Lock-based
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Wait-Free, Lock-Free, Locks

Concurrency | Definition Example

Every thread always makes progress —

Wait-free v x.fetch_add(1)
no waiting, no loops.

Lock-free Multiple threads attempt; at least one succeeds. x.compare_exchange_strong(old, new)
Losers retry. Program always progresses.
One thread holds the lock; others wait. At most one | std::mutex m;

Lock-based

thread progresses, and even that is not guaranteed. | std::lock_guard g(m); ++x;
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Atomic vs Lock-Free

 Atomic is not the same as lock-free

 Trivial: most locks are built on top of atomics
e Trivial: C++20 wait () is a kind of lock

* Non-trivial: std: :atomic<T> operations may be lock-free

* For all objects of type T on this platform
constexpr static std: :atomic<T>::1s_always_lock_free

* For all objects of type T if runtime is right
std::atomic<T>::1s_lock_ free()

* For a given object (discouraged but allowed by the standard)
std: :atomic<T>::1s_lock_ free () is not static!
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Atomic vs Lock-Free - How?

« Atomic operations may be implemented as atomic instructions
« fetch_add () -> Lock xadd (on x86)

« Atomic operations may be implemented as CAS loops
« fetch_max () - no atomic max instruction

o |If CAS is itself atomic, type T is lock-free

o |If there is no hardware CAS for T (T is too wide), it’s not
« Compiler will generate code for a spinlock (usually)

 Always-lock-free doesn’t mean “implemented in hardware”
* [t does mean (in practice) that CAS is done in hardware
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Lock-Free Programming — Key Concepts

Progress Guarantees
+ Wait-free: every thread always makes progress — no waiting, no retries (e.g. fetch_add)

» Lock-free: at least one thread always commits; others retry (CAS loop) — whole program progresses, but
individual threads may spin (e.g. compare_exchange)

» Lock-based: at most one thread progresses — even that is not guaranteed (priority inversion, preemption)
Atomic =z Lock-Free

» Atomic ops backed by a direct hardware instruction (e.g. Lock xadd) are wait-free; those implemented as
CAS loops are lock-free (e.g. fetch_max — no hardware max instruction); if the type is too wide for
hardware CAS, the compiler generates a spinlock

* Check at compile time: std: :atomic<T>::1s_always_lock_free; at runtime: is_lock_free ()
Alighment

* Hardware atomics require alighment to the object’s size — std: :atomic<T> bumps alignment
automatically, enabling lock-freedom
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Is Lock-Free Faster?
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Is Lock-Free Always Faster?

 In a wait-free program, all threads are making progress
« At all times - that’s as fast as it can be

* In a lock-free program, at least one thread is making progress
 Possibly more than one, but usually not all - slower

* In a lock-based program, one thread is making progress
» Even that is not guaranteed - the slowest

* Benchmark: increment a shared integer on all threads
« Comparing wait-free vs lock-free is usually artificial

« Maximum contention - the hardest stress test
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Is it?
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Is it Hardware-Dependent?
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Is it ARM vs x867?
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Is Lock-Free Faster?

» Under high contention, spinlock usually outperforms atomics

 Lock-free (CAS) is slower than wait-free
« But very few computations can be wait-free

 Some locks are faster than others

 None of these benchmarks scale at all!
 Not even wait-free ones
 But threads don’t wait for each other..?
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The Big Lie

» “Wait-Free” refers to execution steps
» At the high level, algorithmic steps
« At the low level, hardware instructions

* In a (simple) wait-free program, each thread will execute the
same instruction sequence with or without contention

* No loops (no CAS loops, no spinning on locks)
« Same instructions does not mean same time

* Benchmarks clearly show that the same instruction - atomic
increment - becomes slower under contention




Cost of Data Sharing
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Cost of Data Sharing

 Exclusive access to cache is what’s expensive
* How to prove?
* |deal proof would separate data sharing from cache locks

 Clever hardware exploit:
* CPUs operate on words - int is 4 bytes
» Caches operate on cache lines - 64 bytes

» Accessing different data on the same cache line engages full cache
coherency mechanism without data sharing
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Measuring Cost of Cache Locks

H B
' Whole line locked EXCLUSIVE |
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How to Measure?

* True sharing:

std: :atomic<int> x;
++X; // On all threads

» False sharing:

std: :atomic<int> x[1024];
++x[1]; // On thread 1

* No sharing (separate allocations):

std: :atomic<int> x[16384];
++x[64/s1zeof (i1nt) *1]; // On thread 1
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Cost of Cache Locking (x86)
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Is Lock-Free Faster?

« Wait-free or lock-free implementation is not always faster
than lock-based

» Wait-free is not constant time - instructions take longer
* Modifying shared data requires cache locking

* All threads execute modification operations one at a time!
» Best-case scenario is serial execution
* In practice there is always overhead

» Read-only access does not require cache locking
 Niche for lock-free?
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Main Points

 Locks work better at high contention
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Implementing Locks
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How to Write Good Spinlock

class Spinlock {
std::atomic<int> flag_ {}; // 1 - locked

voild Llock() {W %
while (flag_.load() || flag_.exchange(1))
y ytetd() ;mduler

vold unlock() { flag_.store(0); }

“Unlock
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Atomic or Lock without Read

lock xadd — every thread writes
Each RMW demands E state — cache line ping-pongs between cores

INV+data INV+data INV +data INV +data

/\ /\ /\ /\/ C4 A
) |
\ | / \ | / \ | / \ | /

\__/ \__/ — \__/

N threads — N full cache line transfers per round
Every XADD: invalidate current owner, transfer dirty line, execute RMW

» Core that acquired the lock has the cache line in Exclusive state

* Invalidation requests (RFO) are sent to all other cores
» Broadcast on small CPUs, dictionary/snooping/hierarchical protocol on large

e Core that reads the lock transitions the line to Shared state
* This is better than atomic add or CAS - they need Exclusive
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Spinlock with Read

Spinlock with pause — readers share, unlock broadcasts
Read-spin holds S state (free), but unlock must invalidate all sharers

DO ©® ©

owner
INV

ACK

Unlock latency o< number of sharers
S-S reads are free, but upgrade S—E on unlock waits for all ACKs

» ACK confirmations must be received from all cores!
» Read with retries waits for RFO acknowledgements - don’t give up too fast!

* To release the lock, core needs E state again (hidden cost of locks)
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Cache Coherency - MESI

Core 1 loaded the line Probe finds copy on Core 1 Needs exclusive ownership Snoop finds Modified copy

M Modified

[ RFO — invalidate — ACK ]

Only Core 1 has it (E) Core 1 demotes E — S Core 1 must WAIT for ACKs Core 1 writes back: M — S
No other copies exist Core 2 loads it as S before the write retires Core 2 loads it as S

Exclusive on Core 1 Modified on Core 1

A The write blocks until every ACK arrives
This is why writes feel slow: each invalidate is a round-trip across the interconnect, scaling with core co
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Perils of Lock Release

* Thread acquires the lock: cache line is Modified on Exclusive
» Thread polls the lock (read): cache line transitions to Shared
* The hidden cost: releasing the lock

* When lock owner wants to write 0 to release the lock...
» Cache is in M or E state: just write it

« Cache is in S state:
* Send Invalidate broadcast to all cores and wait for acknowledgement
» Upgrade from S to E state and write (state changes to M)

» Paused threads keep their cache lines
* Sleeping threads don’t issue reads (and may evict cache lin




Spinlock with backoff

Spinlock with nanosleep — descheduled cores lose cache
Context switch evicts lines — fewer sharers — fast unlock

INV K 2 \ K 3 N K ca \\)
| ) | ) |
ACK \\\\l—/// \\\\l—/// \\\\l—///
owner woke up descheduled — cache evicted

Unlock latency = constant (1-2 ACKSs)
nanosleep side effect cache eviction reduces INV fanout to near zero

At high contention, reducing coherence traffic dominates all other optimizations
Wait-free code still waits — it just waits in hardware, on the interconnect
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Why Locks are Faster

At high contention, cache coherency (MESI) overhead is critical
» Worse on Apple M* - cache sharing has long latency
« Better (not enough) on server CPUs with complex interconnect

» Rapid backoff is essential for lock performance

* Yield scheduler after few failures to lock
« Experimentally nanosleep (1ns) gives best performance

» Aggressive backoff: fewer active reads - fewer invalidations

» Apple M* uses different protocol, trades power efficiency for
latency - this is why atomics are worse on M3

* But CAS loops can be rescued on M*!




What’s Bad about Locks?
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Is Lock-Free Dead?
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Problems with Locks

 Fast or not, progress is not guaranteed

» Deadlock - threads wait on locks held by other threads

* Livelock - threads pass locks to each other

* Preemption - thread holding the lock is delayed

« Starvation - thread that released the lock gets it again

» Convoying - artificial contention caused by random delays
* None of this happens in lock-free code!

* At a very high cost:
high contention wastes a lot of CPU work




Main Points

 Locks work better at high contention
» backoff is essential for high-contention writes
« Read with retries is critical - need to wait for ACKs on RFO
« Hidden cost of the lock is its release

* Locks can work better with atomics
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Using Locks Wisely
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Lock-Based, ?Other?, Lock-Free

* Not all code that use atomics instead of locks is lock-free
 |llustration: lock-based vs lock-free maximum

long nmax {}; std: :atomic<long> nmax;
Spinlock S;
long n = .. new value ..; Long n = .. new value ..
long cur = nmax.load() ;
{ while (
std::lock_guard L(S); n > cur &&
1f (n > nmax) nmax = n; Inmax.compare_exchange(cur,n)

¥ )1}
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Is Lock-Free Faster?
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Lock-Free Style, with Locks

* The problem isn’t the locks...
std: :atomic<unsignhed long> nmax {};

Spinlock S; // Guards nmax
// .. on all threads ..
unsigned long n = .. new value ..

1f (n > nmax.load(std::memory_order_relaxed)) {
std: :lock_guard L(S);

1f (n > nmax.load(std: :memory_order_relaxed))

nmax.store(n, std::memory_order_relaxed) ;

}
* Double-Checked Locking Pattern (DCLP)
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Is Lock-Free Faster?
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Lock-Free Style, with Locks

* The problem isn’t always the locks

 Traditional lock-based code locks too much
» Concurrent queue: pop head under lock

 You can write CAS-style code with locks
« Concurrent queue: advance head under lock, copy data in parallel

» Often this results in DCLP (or similar) code:
« Use atomics and read-only operations outside of lock

* Critical section protects modification of the atomic variable
* And nothing else
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What is the Domain for
Lock-Free Algorithms?
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Lock-Free is King

* Lock-free code is hard to write
* Use lock-free for the most critical concurrent code
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Is Lock-Free Dead?

* Lock-free code is hard to write
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Is Lock-Free Really Dead?

* Lock-free code is hard to write
Use lock-f cort! il I
i) False I | L d
* Possible niche: when most access is read-only

» Locks always modify shared data
» “Lock-free style” also competes in this domain

* Possible niche: when cheaper memory barriers can be used
» Locks use acquire & release but in effect provide full barrier
* RCU relies on cheap acquire and release barriers
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Closer Look at Overhead

* Problems with locks: high-contention locks are expensive
 Cost of lock-free: high contention is even more expensive

 Takes resources away from other threads
 This is the overhead of synchronization - new factor to consider!

* We want to quantify and measure how synchronization affects
other threads and the entire program

« Real programs access shared data “in service” of the real work
 We can model it by mixing operations on local and shared da

05/08/2026 Lock-Free Programming
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Benchmarking Overhead

unsigned long n = 0; // Per thread
for (..) {
for (si1ize_t 1 = 0; 1 != nshared; ++1) {
x.fetch_add (1, std::memory_order_relaxed)) ;
¥
for ’ ++i) {

* n is the measure of work on this thread
» Depends on the ratio of shared and local computing

» Use lock or CAS loop instead of fetch_add to benchmark
other synchronization options
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Main Points

 Locks work better at high contention
» backoff is essential for high-contention writes
« Read with retries is critical - need to wait for ACKs on RFO
« Hidden cost of the lock is its release

 Locks can work better with atomics
* DCLP and other “lock-free style” techniques minimize critical section

* Lock-free works better at low contention
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Performance vs Atomic
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Locks vs Lock-Free
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High Contention Regime

» Dominated by cache coherence protocol (MESI)

» Rapid backoff (nanosleep) is critical for spinlock performance
» Without backoff (or with just pause) spinlock is worse than atomic

* To write into a cache line, the core must have that cache line
in Exclusive state (or Modified state)

» Writing changes state from Exclusive to Modified
* Only one core can have Exclusive lock on the cache line

» Reading changes state to Shared
* To transition back to Exclusive, invalidations are broadcast
« Reader must acknowledge (ACK) and transition to Invalid




Why?!

At high contention, spinlock is the best
» Better than the single atomic instruction (increment)
» Aggressive backoff is the main reason (reduces invalidation traffic)

* At low contention, spinlock is the slowest
« Throughput degradation out of proportion to the shared portion
* 50:1 parallel/shared ratio — 3x performance degradation

 Spinlocks aren’t just slow - they degrade performance of surrounding
code which has no shared data

 Spinlocks degrade performance of surrounding code
* How? Why?




Profiling Low-Contention Regime

* Branch misprediction?
 Should affect spinlock and CAS loops equally but spinlock is worse
« Can be measured directly and is minimal

» Backend (non-memory) stalls?
* One of the default VTune microarchitecture counters (Intel)
 In perf, cycle_activity.stalls_total (rO4a3 on Intel CPUs)

Atomic Increment CAS Spinlock

59,294,793,668 64,094,964,960 130,257,880,756

» Aggregate metric - does not tell us why stalls happen
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Backend Stalls in Low-Contention Regime

» Backend stalls happen for multiple reasons

» Store Buffer stalls (resource_stalls.sb or r08a2)
« exe_activity.bound_on_stores or r40a6 on Sapphire Rapids

Atomic Increment CAS Spinlock
12,074 13,177 1,587,237,048
« Reorder Buffer stalls (resource_stalls.rob or r10a2)
2,665,943,420 4,066,931,054 1,537,175,087

 SB stalls are the culprit (ROB stalls are non-obvious)
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Perils of Implicit Synchronization

* Locks maintain exclusion by establishing happens-before and
happens-after relations between independent variables

 Lock flag and protected data
» Locks need memory fences to maintain critical section

* On x86, exchange is a full memory fence - Load-Store Unit has to
halt and wait for Store Buffer to drain

» CAS and atomics operate on a single shared variable
» Fuses control and data into a single instruction

 Implicit Execution Dependency is bad for concurrency

* Spinlock code is limited by store buffers not retirement
* Pipeline stalls before ROB fills up - fewer ROB stalls
» Less computing is done
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Low-Contention Regime on ARM

 ARM memory fences are cheaper
» Weakly ordered architecture vs x86 near-TSO

« Atomic is faster, CAS and spinlock are almost the same

* Performance limited by Synchronous Data Dependency
* Not Implicit Execution Dependency

* |Instructions must wait for the data-dependent control flow
 Did CAS succeed? Did we get the lock?

 But that’s what branch predictor is for...
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Dark Side of Speculative Execution

* Branch prediction:
« assume the outcome of the branch (CAS or lock loop)
» Execute instructions in speculative context
* |f predictions are accurate, it’s as fast as unconditional code (?)

« Execution unit is out of order and can execute speculatively

* Instruction retirement is in strict program order and must wait
 Usually, branch is known before ROB fills up, so no problem

« CAS/Lock has very long latency (must invalidate cache lines of other
cores and receive ACK from them) - ROB fills up, execution stalls

« ARM has a perf counter to confirm this (stall_backend)
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Concurrent Data Structures
for Modern Hardware
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Is Lock-Free Dead?

* Lock-free code is hard to write
+ Highest contention;frequent-updates-to-shared data
 Use lock-free when other lock-related issues are important

« Usually, preemption and related latencies
« Expect lower average throughput under high contention

» Use lock-free for medium-contention sharing!  NEW

* We usually don’t do this... AND
SHINY




Concurrent Data Structures

 Use well-tuned spinlocks for high-contention sharing

« Use atomic operations for low-contention sharing
» Avoid CAS loops if possible

* Minimize critical sections
» Write operations on shared variables can have high latency

» Read operations on shared variables can create high latency
for write operations

* Minimize critical sections - pay attention to latency inside
critical sections
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Concurrent MPMC Queue

» Not-quite-lock-free MPMC queue:
* spinlock — atomic handoff

» Power-of-2 ring buffer with head/tail indices

» Separate spinlocks for producers (tail) and consumers (head)
* Spinlock held only during slot claim — released before expensive work

 Per-slot atomics (key + busy flag) for lock-free commit

* Not lock-free - preemption is possible
 Latency tail needs to be measured

» Requires “reserved” value for keys (e.g., nullptr for T*)
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Ring Buffer (Standard Practice)

slot 0 slot 1 slot 2 slot 3 slot 4 slot 5 slot 6 slot 7
keyO key1 key2
empty empty empty empty empty

valO val1 val2

head_.i =0 tail_.i=3
producer writes
here

Each slot contains: Occupied
I atomic<Key> key Non-zero = occupied, zero = empty Empty

atomic<int> busy (if Value) 1 = mid-commit, O = stable
I Value value (optional) Constructed/destructed in place

05/08/2026 Lock-Free Programming




Two-domain synchronization

Producers (push) Consumers (pop)

SPINLOCK DOMAIN SPINLOCK DOMAIN

tail_.l (spinlock)

head_.l (spinlock)
I

tail_.i (index) head_.i (index)

PER-SLOT ATOMIC DOMAIN (no lock held)

Construct value (placement new) Move value out, destruct in place

key.store(release) — busy.store(0) key.store(0, release) — busy.store(0)

» Spinlock domains on separate cache lingﬁ
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Push operation: the lock handoff

I 1 Acquire tail lock tail_.l.lock()

I 2 Check key==0 && busy== Verify slot is empty and not mid-commit (with retries)
3 Set busy=1, ++tail_.i Claim slot, advance index
4 Release spinlock l.release() — other pushers unblocked

I 5 Construct value placement new — can be expensive, no lock

I 6 key.store(k, release) Release fence: value visible before key

I 7 busy.store(0, release) Slot fully committed, consumers can pop
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Contention profile

time —
spinlock construct + key.store + busy.store
HLEn L > Y y \  Aand B work in parallel
| . on different slots
Push B spinlock construct + key.store + busy.store
Pop C spinlock |~ move + key.store(0) + busy=0 -

head_.l = tail_.l — no contention between push and pop

Spinlock domain (high contention) Atomic domain (low contention)
~3-4 operations: load key, load busy, Value construction, key store, busy clear
store busy, increment index — all on separate slots, rarely contend

Communicating across lock domains: push (key.store/release) — pop (key.load/acquire)
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Producer wraparound race

e Producer Z (tail=8, slot 8&7=0)

[0 !

[1]

[2]

[3]

[4]

[5]

[6]

[7]

key=0
busy=1

K1
busy=0

K2
busy=0

Ks
busy=0

K4
busy=0

Ks
busy=0

Ke
busy=0

K7
busy=0

@
Producer A (still
constructing value)

0 Producer A claims slot 0: busy=1, tail++ — releases lock
e Producers B-H push to slots 1-7, all commit successfully
e Producer Z acquires lock. tail_.i=8, slot =8 & 0x7 =0

0 Z sees key==0 (A hasn't stored key yet!) — looks empty!

But busy==1 — Z knows a commit is in flight, retries via NTRY
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Benchmark Results
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Performance Must Be Measured

* Ring queue (multiple slot alignments)
» https://github.com/DNedic/lockfree

 Djordje Nedic
 https://github.com/rigtorp/MPMCQueue

* Erik Rigtorp

» https://github.com/erez-strauss/lockfree_mpmc_queue
« Erez Strauss

 https://github.com/max0x7ba/atomic_queue

« Maxim Egorushkin

» https://moodycamel.com/blog/2014/a-fast-general-purpose-lock-
free-queue-for-c++.htm

e Cameron Desro
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Queue Benchmark (Intel x86)
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Queue Benchmark (AMD x86)

Throughput by Thread Count (items/s, millions) —Zen 5
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Queue Benchmark (AMD x86)
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Queue Benchmark (NVIDIA ARM)
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Queue Benchmark (Apple ARM)
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But What About Latency?

 Latency is the traditional and inevitable weakness of lock-
based data structures

* Any thread can be preempted by the OS scheduler
* While holding the lock

* Preemption by I/0 and network can be avoided by minimizing
critical sections (lock-free style!)

* Not all preemption can be avoided

» Lock-based data structures almost always have long latency
tail - the worst delay is longer than with lock-free
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Extreme Tail Latency
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Latency Distribution (x86)
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Latency Distribution (ARM)
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Even Pictures Need a Few Words

* What is the worst-case latency?
» Lock-free queues usually win in extreme latency

Ring_a0 @ 128t ES @ 128t leslie
50% 320 ns 81,920 ns
99% 204,801 ns 354,988 ns
99.9% 409,602 ns 546,136 ns
max ~10 ms (rare outliers) ~1 ms (hard cliff)

» Granite Rapids benchmark (no SMT)
* Preemption is real (but rare)
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Benchmark conclusions

» Design based on the new model appears to work...
 Spinlocks for high contention
 Lock-free for low contention
« Combine locks and atomics for minimum locking

* Preemption is real - lock-based queue has worse outliers
« At 99.9% latency and beyond - most latencies are better

 Conclusions hold for wide range of hardware
« x86 and ARM, servers and desktops

« Optimal tuning differs on different hardware:
 alignment, padding, retries
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Lessons Learned
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Lock-Free Programming is Dead

* The traditional domain of lock-free programming - shared data
under highest contention - is no longer its strength

 High-contention operations are dominated by cache coherency
protocols - especially communication latency

« Well-tuned locks with aggressive backoff provide much higher
throughput than lock-free RMW operations

* Other issues with locks remain, in particular, preemption

» “Lock-free style” minimization of critical sections is essential
 Usually requires atomic variables but atomic = lock-free
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Long Live Lock-Free Programming

 Avoid using locks for low contention exclusive access
» Lock cost is irrelevant but locks “poison” adjacent code

» Locks are “implicit” synchronization - barriers on one shared variable
are used to arrange exclusive access to another

» Locks have branches; branch predictor works but retirement order is
program order and lock latencies last longer than most speculations

 Lock-free implementation fuses data and control
* CPUs can analyze the instruction stream and optimize execution

» Handoff to lock-free synchronization can reduce critical
sections
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Last-Minute Surprise!

e —

* Do NOT put spinlock and its payload on the same cache line!
« High-contention spinlock (E25)
» Another thread reading the lock drops owner’s state from E to S
* |f guarded value is on the same cache line, this triggers extra RFO!

* Intel next-line prefetch: is 128-byte separation better?

* AMD introduces near-memory atomics in Zen 4
« CPU can execute fetch_add on memory owner’s core!
* Makes atomics much faster, but not CAS loops

* CAS loop with backoff performs very well on Apple CPUs
» But don’t use weak CAS if you do this
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Main Points

 Locks work better at high contention
» backoff is essential for high-contention writes
« Read with retries is critical - need to wait for ACKs on RFO
« Hidden cost of the lock is its release

 Locks can work better with atomics
* DCLP and other “lock-free style” techniques minimize critical section

» Lock-free works better at low contention
» Cost of the lock doesn’t matter - disruption of execution flow matters
 Implicit synchronization: lock variable and guarded variable
« Complex order restrictions disrupt CPU pipeline

ﬁ—h;ctpsz / /github.com/fpikus/LockF”ree
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Backup Charts
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CPU Cache Basics

Cold cache Same cache line as A Different core, same line Same line, second access

: Core 2 Core 1 Core 2 Core 1 Core 1 ) Core 2

L1 L1 L1 L1 L1 L1 L1 L1
L2 L2 L2 L2 L2 L2 L2 L2

L3 (shared) L3 (shared) L3 (shared)

Main Memory (RAM) Main Memory (RAM) Main Memory (RAM) Main Memory (RAM)
MISS — slow HIT — fast MISS — slow HIT — fast
Fetch line from RAM Already in L1 Not in Core 2's L1/L2 Now in Core 2's L1
(~100+ ns) (=1 ns) Fetch via L3 / coherence (=1 ns)

(~10-40 ns)

(64 byten s
(64 bytes)

A and B live at different addresses but in the SAME 64-byte cache line — one fetch brings both
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Cache Coherency - MESI

Core 1 loaded the line Probe finds copy on Core 1 Needs exclusive ownership Snoop finds Modified copy

M Modified

[ RFO — invalidate — ACK ]

Only Core 1 has it (E) Core 1 demotes E — S Core 1 must WAIT for ACKs Core 1 writes back: M — S
No other copies exist Core 2 loads it as S before the write retires Core 2 loads it as S

Exclusive on Core 1 Modified on Core 1

A The write blocks until every ACK arrives
This is why writes feel slow: each invalidate is a round-trip across the interconnect, scaling with core co
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Cache Coherency - MQESI

gy
------------

lllllllllllllllllllllllllllllllllllllll

1) Initial 2) Core 2 reads 3) Core 1 writes 4) Core 2 reads again

Core 1 loaded the line Probe finds copy on Core 1 Needs exclusive ownership Snoop finds Modified copy

'

RFO — invalidate — ACK ] No writeback + share

Only Core 1 has it (E) Core 1 demotes E — S Core 1 must WAIT for ACKs Core 1 owns: M — O
No other copies exist Core 2 loads it as S before the write retires Core 2 transfers it as S

Exclusive on Core 1 Modified on Core 1

A The write blocks until every ACK arrives
This is why writes feel slow: each invalidate is a round-trip across the interconnect, scaling with core co

-----------------------------------------
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Alternative: Near-Memory Atomics

Traditional RFO RFO

for atomic increment Core 1 (owner)
entire 64B cache line transferred

m LSE — "Ask the owner™ \ mD CXL.mem / L3 — "L3 does the math" \

LDADD / CAS atomics near-memory atomic at the controller
LDADD packet ~12B op + addr

— —
Core 2 Core 1 (owner) Core 2 L3 controller
— —
8B old value M 64B line | Invalid 8B result m

(stays here)

[ A Every core's L1 — |. L3 is the only valid copy. ]

Core 1 keeps the line in M. Every L1 line — Invalid.
Core 2 stays | — never caches the line. L3 holds the only valid copy.
Ownership stays on Core 1. / w L1 caches are obsolete.

[ Result: 8B over the wire instead of 64B — and the contended line never moves.
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Lock-payload Distance
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Lock-payload Distance
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