


Why Lock-Free? Why Now?
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CppCon 2017

• Almost 10 years ago

• The machinery is all the same

• The basics are all the same

• The conclusions appear to be 
almost 100% wrong 10 years 
later

• What changed?

• And what do we do about it?
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CppCon 2017

• Write your most demanding concurrent code lock-free

• Most demanding means highest contention
• With some caveats

• But mostly true
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Concurrency and Memory Model

• Concurrency: it is just one damn thing before, after, or 
simultaneously with another

• Memory model: interaction of threads through memory
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Concurrency
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Concurrency

• Concurrency is not parallelism

• Parallelism is mostly about algorithms:
• Partitioning the data

• Subdividing the work

• Computing parts of the result in parallel

• Concurrency is all about threads:
• How to execute multiple threads

• How threads interact with each other

• How to arrange syncronization
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Concurrency Basics

• Thread: a sequence of programming instructions that can be 
managed independently (usually by the OS)

• Threads interact through memory 
• and system calls, which really interact through memory

• Accessing the same memory location from multiple threads 
without exclusive access guarantees is undefined behavior 
unless all accesses are reads (non-modifying)
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Performance and Efficiency

• Efficiency is all about use of resources
• Using all available hardware resources all the time

• Not doing unnecessary work

• Performance is always defined with respect to metrics:
• Throughput: how fast can this result be computed

• Power: how much power is consumed to get the result

• Latency: how long do we need to wait
• Throughput is average or aggregate, latency is microscopic, per transaction

• Accuracy: how accurate is the result
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First Rule Of Performance

• Never speculate or guess about performance

• Performance must be measured

• Measurement requires specific metrics and targets
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Second Rule Of Performance

• Programs can be much faster if they don’t have to be correct

• Accessing the same memory location from multiple threads 
without exclusive access guarantees is undefined behavior 
unless all accesses are reads (non-modifying)

• Locks provide exclusive access

• What else?

• How do locks work?
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Atomic Operations

• Atomic operation is an operation that is guaranteed to execute 
as a single transaction:

• Other threads will see the state of the system before the 
operation started or after it finished, but cannot see any 
intermediate state

• At the low level, atomic operations are special hardware 
instructions (hardware guarantees atomicity)

• This is a general concept, not limited to hardware instructions 
(example: database transactions)
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Why Atomic?

• Increment is a “read-modify-write” operation:
• read x from memory

• add 1 to x

• write new x to memory
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int x = 0;

x = ?

Thread 1

++x;

Thread 2

++x;



Why Atomic?

• Read-modify-write increment is non-atomic

• This is a data race (i.e. undefined behavior)
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int x = 0;

x = 1

Thread 1

int tmp = x; // 0
++tmp; // 1
x = tmp; // 1

Thread 2

int tmp = x; // 0
++tmp; // 1

x = tmp; // 1!



Threads and Race Conditions
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Data Visibility Race
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Exclusive Access to Shared Data

• Use mutex:

int i {}
std::mutex m; // Guards i
{ std::lock_guard g(m); ++i; }
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int x = 0;

x = 2

Thread 1

++x;

Thread 2

++x;



Exclusive Access to Shared Data

• Use atomic variables:

std::atomic<int> i {};
++i; // Atomic
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std::atomic<int> x = 0;

x = 2

Thread 1

++x;

Thread 2

++x;



Mechanism of Data Sharing
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Memory Model
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Memory Model

• Atomics are not enough

double x;
mutex m;  // std::atomic<int> locked(0);
for (… N times …) { // On all threads
  m.lock();
  ++x;
  m.unlock();
}
• Different variables: x and m

• Locking m and incrementing x are independent operations
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Memory Model

• Atomics are not enough

double x;
mutex m;  // std::atomic<int> locked(0);
for (… N times …) { // On all threads
  m.lock();
  m.unlock();
}
x += N;
• Valid C++ optimization!

• Locking m and incrementing x are independent operations
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Memory Barriers

• Synchronization of data access is not possible if we cannot 
control the order of memory accesses

• This is global control, across all CPUs

• Such control is provided by memory barriers

• Memory barriers are implemented by the hardware

• Memory barriers are invoked through processor-specific 
instructions (or modifiers on other instructions)
• Barriers are often “attributes” on read/write operations, ensuring 

specified order of reads and writes
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No Barriers – Relaxed Memory Order
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Memory Barrier
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Full Barrier (Acquire-Release)

• Barrier guarantees that all memory operations scheduled 
before/after the barrier in the program order become visible 
before/after the barrier
• “All operations” - both reads and writes

• “All operations” not just operations on the same variable that the 
barrier was on

• Reads and writes cannot be reordered from after to before the 
barrier

• Only for the thread that issued the barrier!
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Full Barrier (Acquire-Release)

• C++ standard uses “happens before” and “happens after” 
language

• Before/after what? Atomic variables are clocks!
• Thread 1 writes x = 1; at time T=0

• Thread 2 sees x change from 0 to 1: T=0 is “now”

• Before and After are with respect to these synchronized moments

• “Happens before” means becomes visible before

• “Happens after” means becomes visible after
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Release Memory Barrier

• Sometimes we do not need the full barrier:

std::atomic<T*> p{};
T* q = new T(args); // Happens before store
p.store(q);   // Synchronization point
• Release barrier: all operations executed before the atomic 

operation with the barrier must become visible to other 
threads before they execute the corresponding atomic 
operation.

p.store(q, std::memory_order_release);
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Release Memory Barrier

05/08/2026 Textbook Concurrency 32

Memory

Program order

a b c x

a b c x

a

ab xa bc

Observed order

b

Time



Acquire Memory Barrier

• Release barrier is often used by producers

• Consumers have the opposite problem:

std::atomic<T*> p{};
if (T* q = p.load(); q) // p observed – “now”
  q->foo();    // Happens after load
• Acquire barrier: all operations executed after the atomic 

operation with the barrier must happen after they execute the 
corresponding atomic operation.

p.load(q, std::memory_order_acquire);
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Acquire Memory Barrier
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Barriers and Locks
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Why Does it Happen?
How Does it Work?
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Why Nothing Happens as Written?

• Why do we need memory barriers at all?

• Compilers can reorder code if observable behavior is kept
• Memory changes are not observable behavior (mostly)

• We could have language features to limit that, but…

• Hardware can reorder code!

• In multi-core systems, visibility across cores is limited
• Cache coherence protocols
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Out of Order Execution

• CPUs today are data-starved math engines

• OOO tries to find work to do while CPU is waiting for data
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time / cycles  →

In-order

(no OOO)

LOAD r1

← mem
stall (cache miss)

ADD

r2,r1

MUL

r3,r4

SUB

r5,r6
done

Out-of-order

(modern CPU)

LOAD r1

← mem

MUL

r3,r4

SUB

r5,r6

data

arrives

ADD

r2,r1
done

cycles saved

Independent instructions execute during the load's stall — pipeline stays busy, total time shrinks.



Reorder Buffer

• A large circular queue structure with distinct stages:

• Issue: Instructions enter the tail in strict program order.

• Execute: Instructions are visually dispatched out-of-order from 
different points in the queue to functional units.

• Retire: Only instructions at the head of the ROB can be 
permanently committed and exit in original program order, 
visually demonstrating how OOO execution results are re-
ordered sequentially.
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Reorder Buffer

• Issue: Instructions enter in 
program order

• Execute: instructions 
dispatched to ALUs out of 
order

• Retire: only from the head
only in program order
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Reorder Buffer

(circular queue)
↻ program order

ADD

r2,r1
MUL

r3,r4

SUB

r5,r6

DIV

r7,r8
LOAD

r9

AND

r10,r11

OR

r12,r13

XOR

r14,r15

HEAD

TAIL

ISSUE
in program order

RETIRE
in program order

ALU 1

ALU 2

Memory Unit

Functional unitsEXECUTE

Dispatched

out-of-order

issued waiting executing done (ready to retire)



Store Buffer

• A small, linear queue separating the 
core pipeline from the L1 data cache

• Writes are executed not into L1 but 
into the store buffer

• Writes can be coalesced, forwarded 
to load, etc (to reduce cache traffic)

• Writes are eligible to be committed 
only when instruction retires (x86)

• Writes on ARM/PPC are unordered

• Data transferred to L1 when cache has 
bandwidth and exclusive ownership of 
cache lines
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Core / Pipeline L1 D-cache

Store Buffer (FIFO)

addr value status

0x40 0xCAFE retired

0x40 0xBEEF retired (coalesced)

0x88 0x12 speculative

0xC0 0x07 speculative

stores commit/drain

← head

← tail



Store Buffer and Barriers

• A memory barrier drains the store buffer, flushing buffered writes into L1 so they become visible 
to other cores.
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Before barrier After barrier

Core

Store Buffer

store A  →  pending

store B  →  pending

store C  →  pending

store D  →  pending

L1 D-cache  (no recent writes)

stores

Other cores see: stale

M
E
M

O
R
Y
 B

A
R

R
IE

R

flush

Core

Store Buffer  (drained)

— empty —

L1 D-cache  (updated)

A ✓ B ✓ C ✓ D ✓

drained

Other cores see: updated



CPU Cache Basics
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1) Core 1 reads A

Cold cache

Core 1 Core 2

L1 L1

L2 L2

L3 (shared)

Main Memory (RAM)

MISS — slow

Fetch line from RAM

(~100+ ns)

2) Core 1 reads B

Same cache line as A

Core 1 Core 2

L1 L1

L2 L2

L3 (shared)

Main Memory (RAM)

HIT — fast

Already in L1

(~1 ns)

3) Core 2 reads A

Different core, same line

Core 1 Core 2

L1 L1

L2 L2

L3 (shared)

Main Memory (RAM)

MISS — slow

Not in Core 2's L1/L2

Fetch via L3 / coherence

(~10–40 ns)

4) Core 2 reads B

Same line, second access

Core 1 Core 2

L1 L1

L2 L2

L3 (shared)

Main Memory (RAM)

HIT — fast

Now in Core 2's L1

(~1 ns)

Cache line

(64 bytes)
A · · B · · · ·

A and B live at different addresses but in the SAME 64-byte cache line — one fetch brings both



Cache Coherency - MESI
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1) Initial

Core 1 loaded the line

Core 1

E  Exclusive

Core 2

—  no copy

(quiet bus)

Only Core 1 has it (E)

No other copies exist

Exclusive on Core 1

2) Core 2 reads

Probe finds copy on Core 1

Core 1

S  Shared

Core 2

S  Shared

BusRd → snoop hit

Core 1 demotes E → S

Core 2 loads it as S

Shared by both

3) Core 1 writes

Needs exclusive ownership

Core 1

M  Modified

Core 2

I  Invalid

RFO → invalidate → ACK

Core 1 must WAIT for ACKs

before the write retires

Modified on Core 1

4) Core 2 reads again

Snoop finds Modified copy

Core 1

S  Shared

Core 2

S  Shared

Writeback + share

Core 1 writes back: M → S

Core 2 loads it as S

Shared by both

  The write blocks until every ACK arrives

This is why writes feel slow: each invalidate is a round-trip across the interconnect, scaling with core count.



Cache Coherency - MOESI
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1) Initial

Core 1 loaded the line

Core 1

E  Exclusive

Core 2

—  no copy

(quiet bus)

Only Core 1 has it (E)

No other copies exist

Exclusive on Core 1

2) Core 2 reads

Probe finds copy on Core 1

Core 1

S  Shared

Core 2

S  Shared

BusRd → snoop hit

Core 1 demotes E → S

Core 2 loads it as S

Shared by both

3) Core 1 writes

Needs exclusive ownership

Core 1

M  Modified

Core 2

I  Invalid

RFO → invalidate → ACK

Core 1 must WAIT for ACKs

before the write retires

Modified on Core 1

4) Core 2 reads again

Snoop finds Modified copy

Core 1

O  Owned

Core 2

S  Shared

No writeback + share

Core 1 owns: M → O

Core 2 transfers it as S

Shared by both

  The write blocks until every ACK arrives

This is why writes feel slow: each invalidate is a round-trip across the interconnect, scaling with core count.



Alternative: Near-Memory Atomics
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Traditional RFO
for atomic increment Core 2 Core 1 (owner)

RFO

entire 64B cache line transferred

ARM LSE — "Ask the owner"

LDADD / CAS atomics

Core 2 Core 1 (owner)

M  64B line

LDADD packet  ~12B

8B old value

Core 1 keeps the line in M.
Core 2 stays I — never caches the line.

Ownership stays on Core 1.

AMD CXL.mem / L3 — "L3 does the math"

near-memory atomic at the controller

Core 2 L3 controller

ALU line

(stays here)

op + addr

8B result

Every L1 line → Invalid.

L3 holds the only valid copy.

All L1 caches are obsolete.

Result: 8B over the wire instead of 64B — and the contended line never moves.

I  Invalid

  Every core's L1 → I.  L3 is the only valid copy.



Atomics in C++
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What is std::atomic?

• What C++ types can be made atomic?

• What operations can be done on these types?

• Are all operations on atomic types atomic?

• How fast are atomic operations?
• Are atomic operations slower than non-atomic?

• Are atomic operations faster than locks?

• Is “atomic” same as “lock-free”?

• If atomic operations avoid locks, there is no waiting, right?
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What Types can be Atomic?

• Any trivially copyable type can be made atomic

• What is trivially copyable?
• Continuous chunk of memory

• Copying the object means copying all bits (memcpy)

• No virtual functions, noexcept constructor

std::atomic<int> i;   // OK
std::atomic<double> x;  // OK
struct S { long x; long y; };
std::atomic<S> s;    // OK!
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Which Operations are Supported?

• Assignment (read and write) – always

• Special atomic operations: exchange, compare-exchange
• C++20: wait, notify

• Other operations depend on the type T
• In C++11, limited by common hardware support
• In later versions, more operations are added

• Arithmetic operations: operators and functions
• ++x or x.fetch_add(1)

• New operations are added:
• fetch_min/fetch_max in C++26
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Caution: Operators

std::atomic<int> x{0};
++x;
x++;
x += 1;
x |= 2;
x *= 2;  // Does not compile
int y = x * 2;
x = y + 1;
x = x + 1; // Not atomic
x = x * 2; // Not atomic

05/08/2026 Textbook Concurrency 51



Atomics on Other Types

• Assignment and copy (read and write) for all types
• Built-in and user-defined

• Increment and decrement for raw pointers

• Addition, subtraction, and bitwise logic operations for integers
• Atomic min/max in C++26

• std::atomic<bool> is valid, no special operations

• std::atomic<double> is valid
• C++20: atomic increment for floating-point numbers
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Operators are Easy to Use

• Easy to use correctly: unsupported operations do not compile

• Easy to use incorrectly: expressions compile but are not 
evaluated atomically
• Programmers tend to see what they thought it means, not what it 

really means (x=x+1)

• How to compute atomic expressions correctly?

• Easy to use inefficiently: you’ll see
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Atomic Expressions

• How to make any expression atomic?
• Very few operations have direct hardware support

• Compare-and-Swap (CAS)
• compare_exchange in C++

• Supported on all atomic types

bool compare_exchange_strong(T& expected, T new)
• If current value == expected, replace it with new, return true

• Otherwise, update expected, return false
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Conceptual CAS

template <typename T> class atomic {
  mutex m;
  T value;
  bool compare_exchange_strong(T& old_v, T new_v) {
    std::lock_guard l(m); // Get exclusive access
    T tmp = value; // Current value of the atomic
    if (tmp != old_v) { old_v = tmp; return false; }
    value = new_v;
    return true;
  }
};
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Real CAS

bool std::atomic<T>::compare_exchange_strong(
  T& old_v, T new_v, … /* more later */);
• x86: single instruction - CMPXCHG 

• ARMv8.0-A: loop with LDREX + STREX or LDXR + STXR (LL/SC)

• ARMv8.1-A: single instruction - CAS (LSE)

bool std::atomic<T>::compare_exchange_weak(
  T& old_v, T new_v, … /* more later */);
• Only weak on ARM LL/SC

• Spectacular bugs when you test on Apple and deploy on Pi 
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Why CAS?

std::atomic<T> val;
T f(T x); // Arbitrary expression
T x = val;
while (!val.compare_exchange_strong(x, f(x)));
• Read current value

• Compute the expression

• Assume the value is unchanged – write the result

• If value has changed, recompute the expression

• No locks but looks different from ++x
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What about Memory Order?

• Member functions on atomics support optional memory order:

std::atomic<int> x;
x.store(1, std::memory_order_release);
int y = x.load(std::memory_order_acquire);
while (!x.compare_exchange_weak(y, y*2,
 std::memory_order_relaxed,
 std::memory_order_acq_rel);
• What is default memory order?

• What about overloaded operators?

• Is there performance difference?
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Default Memory Order

• Default memory order is std::memory_order_seq_cst
• Sequentially consistent order

• Program behaves as if all operations were executed in sequence

• Stronger form of the bidirectional (full) barrier

• Acq_rel barrier works if all threads use the same atomic 
variable to synchronize clocks

• Seq_cst barrier establishes single order of modification of 
multiple atomic variables
• There are synchronization protocols that do that with lesser barriers 

but they require explicit coding
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What do Operators do?

• All overloaded operators on atomics use seq_cst order
• This cannot be changed

• Is it a problem?
• Rule #1…

for (…) {
  if (read) x.load(std::memory_order_acquire);
  else x.store(1, std::memory_order_release);
}
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Why Barriers Matter
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Why Barriers Matter

• More restrictive barriers usually cost more
• On some platforms, at least

• Seq_cst is expensive on most platforms

• Acquire-load and release-store are free on x86
• Not free on ARM: ~2x slower on Apple M3 vs relaxed

• Readability (clearly stating intentions) is important
• If you use acq_rel to open critical section, everyone will wonder why
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The Great Barrier Trap

• According to the C++ standard, these are UB

x.store(1, std::memory_order_acquire);
x.store(1, std::memory_order_acq_rel);
x.load(std::memory_order_release);
x.load(std::memory_order_acq_rel);
• “Wrong” direction barrier is rarely needed

• But some algorithms rely on it

• Absence of acq_rel is sometimes painfully felt
• seq_cst is expensive 
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Why CAS has Two Memory Orders?

template <typename T> class atomic {
  mutex m;
  T value;
  bool compare_exchange_strong(T& old_v, T new_v) {
    std::lock_guard l(m); // Get exclusive access
    T tmp = value; // Current value of the atomic
    if (tmp != old_v) { old_v = tmp; return false; }
    value = new_v;
    return true;
  }
};
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Why CAS has Two Memory Orders?

bool compare_exchange_strong(T& old_v, T new_v,
  memory_order on_success, memory_order on_failure)
{
  T tmp = value.load(on_failure);
  if (tmp != old_v) { old_v = tmp; return false; }
  std::lock_guard l(m);   // Exclusive access
  tmp = value.load(relaxed); // Did it change?
  if (tmp != olv_v) { old_v = tmp; return false; }
  value.store(new_v, on_success);
  return true;
}
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What is Weak CAS?

bool compare_exchange_weak(T& old_v, T new_v,
  memory_order on_success, memory_order on_failure)
{
  T tmp = value.load(on_failure);
  if (tmp != old_v) { old_v = tmp; return false; }
  std::lock_guard l(m, timeout); // Exclusive access
if (!l.locked()) return false; // Or not

  tmp = value.load(on_failure); // Did it change?
  if (tmp != olv_v) { old_v = tmp; return false; }
  value.store(new_v, on_success);
  return true;
}
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What is Weak CAS?

• Some CPUs support “cache lock with timeout”
• Request for exclusive access can fail

• ARM has it (in ARMv8 – LL/SC, not in ARMv8.1 – LSE), x86 does not

• If lock request fails, CAS can “fail” (return false) even if 
current value matches expected value – weak CAS

• Strong CAS fails only if expected value is wrong
• And waits as long as it takes

• Weak CAS may spuriously fail and is to be used in loops only
• “May” not “must”: on x86 and ARMv8.1/LSE weak is same as strong

• Sometimes this improves overall throughput
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Lock-Free vs Lock-based
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Wait-Free, Lock-Free, Locks

• x.compare_exchange_strong(old_x, new_x)
• Lock-free

• No locks

• x.fetch_add(1)
• Wait-free

• No loops

• std::lock_guard g(m); ++x;
• Lock-based
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Wait-Free, Lock-Free, Locks

• Wait-free: each thread is always making progress toward the 
final goal - there is no waiting for access

• Lock-free: multiple threads trying to update one shared value
• Only one of them will succeed

• The rest will have to do the computation again

• At least one thread is always guaranteed to commit its work

• The entire program is always making progress

• Lock-based: one thread is holding the lock
• At most one thread is making progress

• Even that is not guaranteed
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Atomic vs Lock-Free

• Atomic is not the same as lock-free
• Trivial: most locks are built on top of atomics

• Trivial: C++20 wait() is a kind of lock

• Non-trivial: std::atomic<T> operations may be lock-free
• For all objects of type T on this platform

constexpr static std::atomic<T>::is_always_lock_free
• For all objects of type T if runtime is right
std::atomic<T>::is_lock_free()

• For a given object (discouraged but allowed by the standard)
std::atomic<T>::is_lock_free() is not static!
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Atomic vs Lock-Free – How?

• Atomic operations may be implemented as atomic instructions
• fetch_add() -> lock xadd (on x86)

• Atomic operations may be implemented as CAS loops
• fetch_max() – no atomic max instruction

• If CAS is itself atomic, type T is lock-free

• If there is no hardware CAS for T (T is too wide), it’s not
• Compiler will generate code for a spinlock (usually)

• Always-lock-free doesn’t mean “implemented in hardware”
• It does mean (in practice) that CAS is done in hardware
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Sometimes Atomic? 

• Atomic operations require proper alignment

• Built-in types are correctly aligned (on their size)
• alignof(long) == 8, same as alignof(std::atomic<long>)

• But user-defined types aren’t:
struct S { int a, b; }; // alignof(S) == 4
std::atomic<S> s;  // alignof(s) == 8!

• std::atomic<S> can be always-lock-free because correct 
alignment is guaranteed
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Why We Can’t Have Nice Things

• And then C++20 added std::atomic_ref
• Atomic reference to non-atomic objects

struct S { int a, b; }; // alignof(S) == 4
int i; // aligned on 8 bytes – why not
S s;  // aligned on 4 bytes – OK so far…
std::atomic_ref<S> r(s); // UB!
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Why We Really Can’t Have Nice Things

struct SS {  // 12 bytes, aligned on 4
  int a, b, c;
};
std::atomic<SS> ss; // ?
• Option 1: ss is 12 bytes, aligned on 4, not lock-free

• Option 2: ss is 16 bytes, aligned on 16, lock-free (maybe)
• And std::atomic_ref<SS> has to bind to 12-byte objects…

• Most compilers choose option 1
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Putting it All Together – 
Atomic Hand-off
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Thread-Safe Tables

• Problem: we want a “partially thread-safe” container

• Assume memory is not reallocated (deque, reserved vector)

• Any thread can assert size to be at least N (grow if needed)
• Lock only if need to grow

• The same thread can safely access elements [0, N)
• Races for the same element are client’s responsibility

• Need to be certain the elements are constructed

• Operator[] does not lock!

05/08/2026 Textbook Concurrency 77



Thread-Safe Tables
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Each thread snapshots size atomically — its snapshot is its private upper bound

Thread A

called set_size(4) earlier — no growth needed

local_size = 4 → safely reads [0, 4)

Thread B

called set_size(7) — locked, grew, constructed [4,7)

local_size = 7 → safely reads [0, 7)

Each thread's local_size is its private contract — guaranteed valid so long as size only grows.

Container

T* data
pointer (no realloc)

atomic<size_t> size

= 7

buffer
[0] [1] [2] [3] [4] [5] [6] [7] [8] [9]

x0 x1 x2 x3 x4 x5 x6 — — —

constructed uninitialized



Somewhat Lock-Free Code

template <typename T> class Table {
  nonstd::vector<T> data_;
            // Just like std::vector but not std
  std::mutex m_;
  std::atomic<size_t> size_ {};
  public:
  Table() { data_.reserve(10000); } // enough
  size_t set_size(size_t s);
  T& operator[](size_t i);
};
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Publish elements up to s!

Exclusion (one at a time)

Re-check

Acquire

Barrier

Double-Checked Locking

size_t Table<T>::set_size(size_t s) {
  if (size_t cur = size_.load(acquire);
    cur >= s) return cur;
  std::lock_guard l(m_);
  if (size_t cur = size_.load(relaxed);
    cur >= s) return cur;
    data_.resize(s);
    size_.store(s, release);
    return s;
  }
};
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Element [i] is visible!

Lock-Free Handoff

T& Table<T>::operator[](size_t i) {
  if (i < size_.load(acquire))
    return data_[i];
  throw std::out_of_range{"Oops"};
  }
};
• Operator[] does not lock! 

• Operator[] is guaranteed to see elements [0,size_) as they 
were initialized before release in set_size
• Each thread accesses its own elements (that’s caller’s problem)
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Is Lock-Free Faster?
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