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Welcome to the kitchen!

EoiT d0 eufiead c¢coO6iia aai ea €éaeaead! &2 17au noo

UBAaTl aadd Eyydo 0606ANdo60 ¢coob
A Parallel algorithms
A Data-parallel types

A Permissions to parallelize
Why support parallel multidimensional algorithms in C++7

What supporting them might look like

<A NVIDIA



béaodo ao b 1T e&eal au dnaocaiie«ei éo61 E

Control of execution order

Parallelism Concurrency
RELAX order, for PERFORMANCE CONSTRAIN order, for CORRECTNESS
X and Y can happen in any order, with respect to | T0006&e 0éad R déafnei 6 adeaecdooeE a
A (Parallel) Each other A E.g., changes to a variable happen in some order
A (Asynchronous) The caller A dEO6AT éaaiiuE é06 00671 e 06adsedb# 1606 1
Permission, not necessarily N > 1 actual threads Sometimes means N > 1 actual threads
All el # dadi a4060e&ei 06 ¢c80wadd No6de b @b

Credit: Daisy Hollman
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How Standard C++ exposes parallelism

Asynchronous execution
Parallel algorithms
Data -parallel types & operations

Arrays
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How Standard C++ exposes parallelism

Asynchronous execution

Oéae daadaaili eoodoi

MD>

O 01

Ot
(D

Q)»
Ot

AlTuniéaéedi
A std::thread, std::async (C++11)
A std::jthread (C++20)

A Creating asynchronous, dependent tasks

A Coroutines (C++20)
A std::execution (C++26)

\ Parallel algorithms
A Data-parallel types & operations

A Arrays

<A NVIDIA



How Standard C++ exposes parallelism

A Asynchronous execution

. Parallel algorithms

A Iterator (C++17) & ranges (C++26) algorithms

A Asynchronous parallel algorithms (C++26)
A bulk, bulk_unchunked , bulk_chunked

A Linear algebra (std:: linalg) algorithms (C++26)

A Multidimensional algorithms (Proposed)

A Copy & fill for mdspan (pending LWG)
A Multidimensional for -each (pending LEWG)

A memcpy (C++98, as opposed to memmove )
A Data -parallel types & operations

A Arrays

X Kk

ranges::transform(execution::
[] (auto X_k) { return sin(

linalg :: matrix_vector product
execution::par, A, X, Y);

par_unseq
X k)+25;})

D;

HEEEEEEEEEEEEEEEEEEEEN -
) X1 y1

for _each_index
execution::par,
X.mapping (),
[] (intr,intc){

body(r, c);

<A NVIDIA



How Standard C++ exposes parallelism

Asynchronous execution

Parallel algorithms

Data -parallel types & operations

Bitwise operations on words: built
std::simd , dad@@adai i ei

Arrays

-In, <bit> (C++20)

O Unab

0

N

= alpha * MMM + beta* + gamma *
, A o~ A #singe\é: Eimd .. vec <float>,

€0 d 0 € Ghnlikgf HwoXS :size():

constexpr auto overalign
simd :: flag_overaligned <VS * alignof (float)>;

//0,1, .. VS -1
using simd_size t = decltype (VS);
auto Iota = simd :liota< simd i vec<simd size t >>;
V.:mask type In_bounds = (iota + v_ind )< x.size ();
[/ PARALLEL LOAD
auto xv = simd :: partial loao (x+ v.ind ,VS, In_bounc overa
auto yv = simd :: partial _loac (y+ v.ind ,VS, In_bounc overa
auto zv = simd :. partial loac (z+ v.ind ,VS, In_bounc overa

[l PARALLEL ARITHMETIC

return alpha * xv + beta *

yv + gamma*

ZV |

Ign
Ign
Ign

NVIDIA
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How Standard C++ exposes parallelism

A Asynchronous execution A Parallel algorithms are GLOBAL: outer loop, all the data
\ Parallel algorithms A Data-parallel types are LOCAL: little chunks
A Arrays

ranges:.. for _each (policy, views:.iota(4, N - 4) | views::stride(4), body)

1

body(12) accessing x[8:12], x[12:16], x[16:20]
EREEERRNEENNNN

WM =alpha * HEEME + beta* WENEE + gamma * R

A 7 ’
a | - |

<A NVIDIA
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How Standard C++ exposes parallelism

Asynchronous execution

Parallel algorithms

Data -parallel types & operations
Arrays

Raw arrays & memory allocations

Contiguity: Containers, views, ranges, mdspan accessors

vector, array, span, string_view , contiguous_{ iterator,range }
valarray (much-maligned, but still used)

default_accessor , aligned_accessor

Overalignment : assume_aligned, is_sufficiently aligned

NVIDIA
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How Standard C++ exposes parallelism

Asynchronous execution
Parallel algorithms

Data -parallel types & operations

What do arrays

Raw arrays & memory allocations

Contiguity: Containers, views, ranges, mdspan accessors h ave tO d O WI t h
vector, array, span, string_view , contiguous_{ iterator,range }
valarray (much-maligned, but still used)

default_accessor , aligned_accessor p aral I e I I S I I I ;
H

Overalignment : assume_aligned, is_sufficiently aligned

NVIDIA
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Disjointness , locality, coupling

Assumptions we make about arrays:

A x[j] and x[K] distinct for j!=k

~ A\ V4 N\ ~ N\ /7

AUxfadade Aaiioaaoeosoi od

A auto* x = new T[N];
auto* y = new T[N];
assert( less equal <float*>()(p + N, q) ||

ess equal <float*>()(q + N, p));

A &x[K] + 1 == &x[K+1]

A&IK] 88a061 dd &aéai éea

A is_sufficiently aligned <
alignof  (T)>(X)

A T*x2 = assume_aligned <8* alignof

aoi dd6 o0+eedbi an
EEEEEEEE
ENEEEEEEEEEE

<A NVIDIA



Disjointness , locality, coupling

Assumptions we make about arrays: Disjointness
A X[j] and x[k] distinct for j!=k BN R
For 1 array
AUxeNadade aiioaadcéesi o 40i ddo o0+ee0i an
A auto* x = new T[N]; HEEEEREEE
auto* y = new T[N];
assert( less equal <float*>()(p + N, q) || ENEEEEEEEEEE
ess equal <float*>()(g + N, p));

A &x[K] + 1 == &x[k+1] CTTTT T

A&IK] 88a061 dd &aéai éea

. . . HEEEEE
A is_sufficiently aligned <
alignof  (T)>(X)

A T*x2= assume aligned <8* alignof (T)>(X);

14 < NVIDIA



Disjointness , locality, coupling

Assumptions we make about arrays: Disjointness
A X[j] and x[k] distinct for j!=k BN R
For 1 array
AUxefia6ade aiidaacedoio 401 dd oO0+ab6i an A For 2 arrays
A auto* x = new T[N]; HEEEEREEE
auto* y = new T[N];
assert( less equal <float*>()(p + N, q) || ENEEEEEEEEEE
ess equal <float*>()(g + N, p));

A &x[K] + 1 == &x[k+1] CTTTT T

A&IK] 88a061 dd &aéai éea

. . . HEEEEE
A is_sufficiently aligned <
alignof  (T)>(X)

A T*x2= assume aligned <8* alignof (T)>(X);

15 <X NVIDIA



Disjointness , locality, coupling

Assumptions we make about arrays:

A x[j] and x[K]

~ A\ V4

AUxfadade Aaiioaaoeosoi od

A auto* X =
auto™ y =
assert(

A &x[K] + 1 == &x[K+1]

AN 9~

ess_equ

ess_equ

new T[N]J;
new T[N];

al
al

distinct for |!=k

N\ /7

<float*>()(p + N, q) ||
<float*>()(q + N, p));

A&IK] 88a061 dd &aéai éea

A is_sufficiently aligned <
alignof  (T)>(x)
A T*x2 = assume aligned <8*

16

alignof

adoi dd oO0+e&6i anh

QIIIIII

(T)>(x);

|_'_l

Disjointness
A For 1 array
A For 2 arrays

Locality
A Spatial
A Temporal

<A NVIDIA



Disjointness , locality, coupling

Assumptions we make about arrays:

A x[j] and x[K]

~ A\ V4

AUxfadade Aaiioaaoeosoi od

A auto* X =
auto™ y =
assert(

A &x[K] + 1 == &x[K+1]

AN 9~

ess_equ

ess_equ

new T[N]J;
new T[N];

al
al

distinct for |!=k

N\ /7

<float*>()(p + N, q) ||
<float*>()(q + N, p));

A&IK] 88a061 dd &aéai éea

A is_sufficiently aligned <
alignof  (T)>(x)
A T*x2 = assume aligned <8*

17

alignof

adoi dd oO0+e&6i anh

QIIIIII

(T)>(x);

|_'_l

Disjointness
A For 1 array
A For 2 arrays

Locality
A Spatial
A Temporal

Coupling

<A NVIDIA



Disjointness , locality, coupling

Assumptions we make about arrays:

Disjointness

|_'_l

A x[i1 and x[k] distinct for j!=k P
l K ’ A For 1 array
AUxfacade 4843066670 A8idé 8+a:0i A AForZarrays
A auto* x = new T[N]; HEEEEREEE

assert( less_equal <float*>()(p + N, q) || AEEEEEEEEREE

less_equal  <float*>()(q + N, p)): | ocality
A &x[K] + 1 == &x[k+1] A Spatial
X == &X
A&x[K] 48671 dd &aéaieae HEEEEEEE A TempOraI
A is_sufficiently aligned < @l...... C()upling

alignof  (T)>(x)

A T*x2= assume aligned <8* alignof (T)>(X);

<A NVIDIA
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Disjointness . Permission to reorder writes

For 1 array, does every element have a unigue index?
M’Q "Qsuch that x[j] is not x[k] ?
Do different indices always refer to different elements?

Sounds trivial, but what about a stride  -zero array?

NVIDIA
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Disjointness . Permission to reorder writes

2 guestions

1. For 1 array, does every element have a unique index?

A m’Q “Qsuch that x[j] is not x[K] ?

A Do different indices always refer to different elements?

A Sounds trivial, but what about a stride

X
HEEENE

Matrix -vector multiply

A HEEEEE
A HEEEE
B HEgEE

yr EEARE
= EEEEE
_

-Zero array?

Example: SAXPY(N, ALPHA, X, INCX, BETA, Y, INCY)

A

Do o To D>

EOEUd ivécordmiiltiply: woh | w | 0 w

BLAS takes integer strides for X & Y, forbids zero

Read-only stride -

Meaningful: e.g., X[:] ==

aooau

A (o] " A A ~ A

gives row sums of A

DLPack (popular Python format) permits O strides

EEEEE-

B I I A

B 2 2 srideo

<A NVIDIA
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Disjointness . Permission to reorder writes

1. For 1 array, does every element have a unique index?
A m’Q "Qsuch that x[j] is not x[K] ?
A Do different indices always refer to different elements?
A Sounds trivial, but what about a stride -zero array?

7. For 2 arrays x and y, do they overlap?

A m QQwhere x[j] is y[k] ?

HEEEEEEEEENREEEENEN
-

<A NVIDIA



Disjointness . Permission to reorder writes

1. For 1 array, does every element have a unique index?
A m’Q “Qsuch that x[j] is not x[K] ?
A Do different indices always refer to different elements?
A Sounds trivial, but what about a stride -zero array?

7. For 2 arrays x and y, do they overlap?

A m@Qwhere x[j] is y[k] ?

HEEEEEEEEENREEEENEN
-

22

Yea686eél0axe# 66 dbedodaaxed

Parallelize, e.g., with a parallel algorithm

memcpy (HHNNNEENNEENEN,
HEEEEEEEN)

memmove (HHHENEEEERN=E

HEEEEEEEN)
—_—

au

aeéeoiil Oo#E

<A NVIDIA
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Disjointness . Permission to reorder writes

2 questions: C++ already has some ways to express disjointness
For 1 array, does every element have a unique index? Language rules about arrays (1)
For 2 arrays x and y, do they overlap? Language rules about distinct objects & allocations (2)

L v N\ v A\ ~ A\

lufiiéaédo daoooi2eE &daeai adadcéedi %

NVIDIA
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Disjointness . Permission to reorder writes

2 questions: C++ already has some ways to express disjointness
For 1 array, does every element have a unique index? Language rules about arrays (1)
For 2 arrays x and y, do they overlap? Language rules about distinct objects & allocations (2)

N\ ~d Vd \ L N\ ~ \ \ \ " N\ L v N\ v \ ~d \

l UnNi éaé06 daoo607 eeE &deai adadcedi % | ?:

void f(span<float> g, span<const float> p)

pre( p.size ()== q.size ())
{
sizet N= g.size (),
[[aSSume( EBTﬁéI’%()ﬁ éél d’ﬁ 6%%1\ 66 é% 1lé|,
less_equal <float>f)p e N, q) || ]
less_equal <float*>()(q + N, p)]l; Pattern -match: arbitrary algebraic expression C

d0oéaxebee a0 a0660auUb6# O0éeaxel aoi (o
ranges:.copy(execution::par, d, pP);

}

0+ &0

NVIDIA
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Disjointness . Permission to reorder writes

2 questions: C++ already has some ways to express disjointness

For 1 array, does every element have a unique index? Language rules about arrays (1)

For 2 arrays x and y, do they overlap? Language rules about distinct objects & allocations (2)

N\ ~d Vd \ L N\ ~ \ \ \ " N\ L v N\ v \ ~d \

NVIDIA
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Dis|ointness

Ub &6 6

bEOU &6

Eyy a

00 1

xeal

O

doé aed e

Means something more compllcated about access through

IIIII?

a6oaud aoiddo o+-eaebi ankE

NOéi 06 &®e®UNO6xr60E60T 60 daadea OT E 060T e NoOoéi 6ed +ai oee
Example Compllers could vectorize &/or parallelize this, but only
C++ has resisted adopting It; see N4150 (2014, Hal Finkel et al.) géoé doxed6o6éaoncE
void copy every other (float* restrict t,
s . oa L ~ _ float* restrict s, Int n) ) o
l uatT i &@&" O00a wéodé d6axd0060€ad#E |0|o{en|ae a0l nNei @06 i d0ged 66866060 0690
memcpy call. for (int k = 0; k < n; ++k, s+=2, t+=2)
*t — *c-
void copy backwards (int n, float* restrict p, } L=7S;
float* restrict q)
{ .
while (n = > 0) { *p++ = *q++: } copy every other (X, x+1, num_elements /2);
}

l

Ill HUETE

T

N
!

N\

a

<A NVIDIA
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Disjointness : Slicing !'= partitioning

Array SLICE views subset of elements: std::span:: subspan

void quicksort(span<float> x) {
auto p = partition(x);
auto x left = x.subspan (0,p -1);
auto x_right = X.subspan (p+1, x.size () -p-1));
quicksort(  x_left ); quicksort( X_right );
}

X, X_left , x_right : overlapping views with overlapping lifetimes

HEEEEN
|_'_l

TS
O

bae éananaeel OO0 | g
e naoa

quicksort( x_right 1
What the algorithm actually needs Is a PARTITION

Create nonoverlapping subviews

Prevent access to original view during subviewsd | é¢ &0 é1 &0

5640 exdleftd& 6 ac a
i i # 4060 O0é&a ad

E
0

al aoeeaodee
eei 1 él e#E

void apply_left_right
template for (auto sub : split_left_right

}

void quicksort(auto Xx) {
auto p = partition(x);

}

6 &
i

fun(sub);

apply left_right

Eyy i éadadead
- T aéil oaerl di o

(auto p, auto x, auto fun) {

(p, X, quicksort);

Q0 Tj aChQQ“)a'UQ)Q“)CBOdo aA060600géi
méeR? x Ach &0« rigR & compile -time error

6éé16 é é aee

/7 Vd A\ ~ ~S ’

(X, p))

QY
@
(M

e @ ae

let( x left , x right )= x.split at mut (P);

Y

feti
let p = partition(x);
join(|| quicksort(

|| quicksort(

X_left ),
X_right ));

NVIDIA



Disjointness : Slicing !'= partitioning

A\ N\ \ L N\

Array SLICE views subset of elements: std::span:: subspan bPéad éc¢c g 400i & UEa dad6o606ie 0 ai
void quicksort(span<float> x) { A Alias sets proposal (N4150, 2014)

auto p = partition(x); |

auto x left = x.subspan (0,p -1): A Would need to teach it about std::span

auto x_right = x.subspan (p+1, x.size () - p- 1)); i .

quicksort(  x left ): quicksort( X right ) A BUT: Partitioning would prove this for free

}

X, X_left , x_right : overlapping views with overlapping lifetimes

HEEEEN
W lead author

How much does C++ need this?
O 00T o0o0éai 0000,
i éjoedd |4 Deriedd®H 0660 00fMéa iaodeaed

0éaodo eéexOleltd& 60ace O
T

Pee eéannel 00 1109
el cail et # aoo0 0éee ao

quicksort( x_right 1 N a
What the algorithm actually needs Is a PARTITION

A Create nonoverlapping subviews

A A\

A Prevent access to original view during subviewsd | é c &6 é 1 &0

28 <X NVIDIA
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Spatial locality: Contiguity

Index neighbors C (virtual) memory neighbors

C++ Standard Library promises contiguity
for other data structures, e.g., std::vector.

A (LWG 69, filed 1998, fixed in C++03 as DR).

Computers optimize contiguous access

A Interleaved memory (hides latency)

A Cache lines (amortize latency)

A Coalesced access on GPUSs

A Prefetching; async memcpy (on our GPUS)

A Memory pages & Translation Lookaside Buffer (TLB)

la6a 00 céiT a a0iTnodoedd 0éad

A e.g., TeraA Cray MTA / XMT

Memory bus I
unit

A0DBE® D=z@= dUBGOaxdE&EE >SFC>! gad ai eaoiu

>

Left: IBM 7030 circuit board (Bradbury Museum, Los Alamos);
Right: Stephen Dunwell (project lead) & Erich Bloch (engineering manager).

V4 Vd

<A NVIDIA



Temporal locality: Reuse

ldeally one would desire an
mdeflnltely large memory capacity

O0o6ae oeaodo al u naobo
gpO0Oi a adae €711 eaéaddapPfu
be 460& + coO0O6aaxa 00! 0

possibility of constructing a

nierarchy of memories ,_each of

which has greater capacity than the
preceding but which Is less quickly

A\ ’\ A\ ~ y 4

aaaeooeal el E

A. W. Burks, H. H. Goldstine, an
dxOoeael élT éi aou Eéﬁé
| i ead060i éa EOT AOO

d¢c 0éa odteleckvase: Arthgs §VeBairks, Jglian Bigelow, Herman H. Goldstine, J.
660017 sl 6 RobersGppeaieimer, & John von Neumann, in front of the IAS machine

<A NVIDIA



Temporal locality: Reuse

Memory hierarchy C matters at all parallelism levels

- A s O A A = — 7 A ~N A N A~ T [ St
Uaseg a 0 acbunkavisede O &0 O0a Naooaeeldl
A Load a small chunk of elements into fast, small memory H i
A Do as much work with it as you can
A Store it back to make room for the next chunk _ " S L] e
L " ,::::zmnﬂ
Historical example: Cray -1 (1976) . | =L
yd Scalar Registers
A Vector registers e | /L/i e o
A CHAINING: Pipeline parallelism over multiple vector ops B ' Eéﬁfﬁe oo
A Lesson learned from CDC STAR -100 [‘j_& T
fﬂuj H::mugh "gi _nﬁm | - ' Ak  [Waltioly |
A Intermediate register files for scalars & addresses L1 ——
((Ah) + | Gkm) "0 Address
_ﬁi,_h _____Hk_l_]ﬁin Fur.h:tiona‘l
A 1 cycle to load from them to main registers | P ] z:g———af‘wm” flmuﬂf I
/] \ == i
A Block transfers to/from memory Ri====] e

Instruction
Buffers

Figure 3-1. Computation section

Seymour Cray next to the Cray -1
31
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Temporal locality: Reuse

Memory hierarchy C matters at all parallelism levels

Uaseg a 0 &bunkivise E O a0 0 fadodeaedi m
A Load a small chunk of elements into fast, small memory = _
A Do as much work with it as you can W
A Store it back to make room for the next chunk =— R
Historical example: Cray -1 (1976) - ) - a E"ﬁ?zs_m |
A Vector registers |, = ﬁ;ﬁ? - /L/i =
A CHAINING: Pipeline parallelism over multiple vector ops B T Eiﬁgfﬁeq P
A Lesson learned from CDC STAR -100 B P m [‘j_& - il
A Intermediate register files for scalars & addresses { ; = m
A 1 cycle to load from them to main registers | ] Ez%g_%ﬁ’____:__:f%ﬁ’ E‘;Z‘i‘;“’”‘”_
= ===
A Block transfers to/from memory L ': T
B T
F;;e 3-1. Computation section
Seymour Cray next to the Cray -1
32
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Temporal locality: Reuse

Memory hierarchy C matters at all parallelism levels

Ueewo a 6 &bunklviselE 6 a®0 0 fHaodoedi
A Load a small chunk of elements into fast, small memory

A Do as much work with it as you can

A Store it back to make room for the next chunk
Historical example: Cray -1 (1976)

A Vector registers

A CHAINING: Pipeline parallelism over multiple vector ops

A Lesson learned from CDC STAR -100

Intermediate register files for scalars & addresses

A 1 cycle to load from them to main registers

A Block transfers to/from memory

33

((An} + jkm)

53

vk

Vi

J

Add

TiPoint

Floating

5]

—lUnits

Functional

Sk

f sk
[logical

Add

Add

Instruction
Buffers

Figure 3-1. Computation section

o P

LIFP

Nddress

B Units

Functional

Seymour Cray next to the Cray -1

<A NVIDIA
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Foreshadowing: Multidimensional

Single -pass Iteration

Potential reuse limited to amount of work per element

ranges::transform(x, v, y.begin (),
[] (auto X 1 ,auto vy 1 ){
return y 1 +alpha* X1 ;

h; R

)~ 4

C more reuse

A large class of multidimensional algorithms
More potential & realizable reuse

Even with little work per element

for (inti=0;i<M,; ++i) {
for (int] =0; ] <N; ++)) {
auto C ij =beta*CJi,|l;
for (int k = 0; k < K; ++k) {
C ij +=alpha* AJi, k] * C[k, |l;
}
Cli, j] = Cl ;

NVIDIA
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Coupling of memory to parallelism

Respecting disjointness & locality Is (mostly) abstract

No system -specific interfaces (only portable C++)

No hardware -dependent constants

Some parallelism features are COUPLED to memory

Symptoms

Access restrictions " Podo T 00 ai aooau

Overalignment of memory accesses

Coupled sizes of memory accesses & parallel operations

Local memories , often under compiler control

Effects: Hardware -dependent choices

Prefer. Integer constants

Sometimes: Algorithm variants

NVIDIA
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Coupling example: Bit operations on words

. 0 1 .. 0 1 . Bitwise data parallelism in a word
Elementwise: &, |, , ~
& 88z [o BN = o o)

Reductions: e.g., popcount (# 1s in a word)
Data movement: e.g., left & right shifts

Other parallel algorithms (bit ops + integer arithmetic)

Symptoms Coupling to memory
Access restrictions * BPodo T o0 ai aooau EFaiddo 4aéaiéeae > 460 00 6406 @xb6+e
Overalignment of memory accesses Ozl 00 4aaiaethtakralignedEs dE

Coupled sizes of memory accesses & parallel operations Bit ops happen to integers in words (>= byte)

Local memories , often under compiler control In registers (special compiler -controlled local memory)

Effects: Hardware -dependent choices Constants: Best word size for bit operations

Prefer. Integer constants Algorithms: Variants of operation sequences

Sometimes: Algorithm variants

Q)
(D

NVIDIA
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Coupling example: Cray -1 memory bank conflicts

modules

A 16 (or 8) interleaved memory banks, 1 word per bank 1::: //////// ////// _ £

~ ~ 262,144 words x’i:fi;ff £
A x[k] € bank k % 16, x[k+1] ¢ bank (k + 1) % 16 | // /// 42 / /

Memory bank conflicts i 1152 memory .

A Can access same bank once every 4 clocks o

A Load or store with stride 8k C bandwidth penalty

16K words per
chip plane*

Localmemory ., +a2d 000 0O&xeé00a&00! el aai a0

1024-bit chip

A Start using results of 1 instruction as input to another
Instruction before the first is done

32 chips per
module

_bhh.;;fx;ﬁ chips per module
| szflﬁ chips per module

AEUU" Ei 060060é3da®d fNoOe+xei 0 aéaéeiéle HHH[HHHH
k Bk Bk Bk Bk Bk Bk Bk Bk Bk Bk Bk Bk Bk Bk Bk
ﬂ 1 2 3 4 56 7 101112131415161

A C Can produce >1 result per clock

Pad 2-D arrays C stride relatively prime with # banks

* A chip plane is one chip per module,

A Integer constants (stride, padding) I 72 noduies per bank (64 data; 8 SECOED).

Adding a chip to every module increases
“memory by 16K words.

A Helps with CUDA shared memory bank conflicts

g Figure 5-1. Memory organization (16 banks)

A Helps with low -associativity caches as well

2240004 5-2 C

Seymour Cray next to the Cray -1

<A NVIDIA
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Coupling example: std:: simd

Access restrictions (simd :: {vec, mask} not an array)

= alpha* MM + beta*

operator|] IS const; returns value, not reference

No .data() ;simd - iterator IS not contiguous _Iterator

CE-0éa& djadedéajetnascesi E ei 1T e 86 gonstexpr auto overalign =
simd :: flag_overaligned <
Size restrictions SIMD WIDTH * alignof (float)>;
Local memories auto mask =  simd ::iota<V> < bound;
Users declare SIMD variables B
auto xv =
Compiler tries to place them in SIMD registers simd :: partial_load

X+ v .ind , SIMD WIDTH, mask,
Which It uses as input & output to SIMD Instructions

_ Il xXv[K] - > float, not float&
Prefer overaligned memory access

Integer constant . SIMD width

+ gamma *

using V = simd :: vec <float, SIMD WIDTH>;

overalign

);

NVIDIA



Coupling example: std:: simd

DR = alpha* MEEE + beta* AR + gamma*

using V = simd :: vec <float, SIMD WIDTH>;

constexpr auto overalign =
simd :liota<VV> " VYa=# Vasize()? # 1 simd :: flag_overaligned <
SIMD_WIDTH * alignof (float)>;
lota < bound :common SIMD pattern
for masking out -of-bounds elements. auto mask =  simd ::llota<V> < bound,

LEWG forwarded P3319 but we ran out auto xv =

of time for C++26. For now, replace with simd :: partial load (
X+ v .ind , SIMD WIDTH, mask, overalign );

simd :: vec<simd size t > ota(
[] (auto k) { Il xv[K] - > float, not float&
return  simd_size t (k());

D;

<A NVIDIA
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std::simd : system for creating locality opportunities

Memory features enable locality creation

Gathers & scatters: ptr [inds [O: W -1]]
A Noncontiguous data A contiguous chunk

A Some computers accelerate these

lllll{:\:zllllllllll -----

Masked loads & stores: *load( ptr , mask)

A Noncontiguous control flow C contiguous chunk
A Replaces mask[k] ?  ptr [k]: T()
A Compare to Standard algorithms copy _if

—— N
SR

lota % 2
=0

<A NVIDIA
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Global & local parallelism

Local + global? 2 options:

Roll your own
Assert overalignment
Parallel algorithm over index range
Explicit indexing inside

OR: SIMD algorithms (next slide)

auto f(span<float> out, span<const float> In)

pre( out.size ()== Insize ()
{
using V = simd :: vec <float>;
constexpr  auto B = V::size();
constexpr autoA=B* sizeof (float);

float* out_ptr assume_aligned <A>( out.data

float* In_ptr assume_aligned <A>(In.data
const auto N = out.size ();
auto bound = (N + B - 1)/ B * B;

auto range = views::Indices(bound) | views::stride(B);

ranges:. for_each (std:.execution::par, range,
=] ( size t 1)
constexpr auto overalign =

simd :: flag_overaligned <A>();
auto mask = jota(t, t + B) < N;
VX( In_ptr +1t, mask, overalign );
auto y = user_function (X);
simd ;. partial_store (y, out ptr +t,

B, mask, overalign );

D;

());
());

NVIDIA
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Global & local parallelism

Local + global? 2 options:

A Roll your own

A\ Assert overalignment

A Parallel algorithm over index range
A Explicit indexing inside

A OR: SIMD algorithms (next slide)

auto f(span<float> out, span<const float> In)

pre( out.size ()== In.size ()
{
using V = simd :: vec <float>;
constexpr  auto B = V::size();
onstexn AU =B * 1IZzEeC oat):
float* out_ptr assume_aligned <A>( out.data
float* In_ptr assume_aligned <A>(In.data
const auto N = out.size ();
auto bound = (N + B - 1)/ B * B;

auto range = views::Indices(bound) | views::stride(B);

ranges:.. for_each (std:..execution::par, range,
= Size t

constexpr auto overalign =
simd :: flag_overaligned <A>();

VX( In_ptr +1t, mask,

auto y = user_function

simd . partie alds out ptr  +t,
B, mask,

D;

());

<A NVIDIA
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Global & local parallelism

Local + global? 2 options:

Roll your own
Assert overalignment
Parallel algorithm over index range
Explicit indexing inside

OR: SIMD algorithms (next slide)

auto f(span<float> out, span<const float> In)

pre( out.size ()== Insize ()
{
using V = simd :: vec <float>;
constexpr  auto B = V::size();
constexpr autoA=B* sizeof (float);

float* out_ptr assume_aligned <A>( out.data

float* In_ptr assume_aligned <A>(In.data
const auto N = out.size ();
auto bound = (N + B - 1)/ B * B;

auto range = views::Indices(bound) | views::stride(B);

ranges:. for_each (std:.execution::par, range,
=] SIze T 1)}
constexpr auto overalign =

simd :: flag_overaligned <A>();
auto mask = jota(t, t + B) < N;
VX( In_ptr +1t, mask, overalign );
auto y = user_function (X);
simd ;. partial_store (y, out ptr +t,

B, mask, overalign );

D;

());
());

NVIDIA
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Global & local parallelism

Local + global? 2 options:

Roll your own
Assert overalignment
Parallel algorithm over index range
Explicit indexing inside

OR: SIMD algorithms (next slide)

auto f(span<float> out, span<const float> In)

{

pre( out.size ()== Insize ()

using V = simd :: vec <float>;

constexpr  auto B = V::size();

constexpr autoA=B* sizeof (float);

float* out_ptr assume_aligned <A>( out.data

float* In_ptr assume_aligned <A>(In.data
const auto N = out.size ();
auto bound = (N + B - 1)/ B * B;

auto range = views::Indices(bound) | views::stride(B);

ranges:. _for each (std::execution::par, range,
[=] (] size t 1){
constexpr  auto overalign =

simd :: flaa _overalianed <A>():
auto mask = iota(t, t + B) < N;
VX( In_ptr +1t, mask, overalign );
simd :: partial_store (y, out ptr +t,

B, mask, overalign );

D;

());
());

NVIDIA
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SIMD algorithms automate common patterns

x=@B=UA# dbsimilaéd®o &Aad a

std::execution::simd noi éau aeartl
element type to std:: simd

Advantages

Automates loop indexing & use of overalignment
Disadvantages
Pattern must map to standard algorithms & range adapters

Range adapters (like views::stride) may lose contiguous_range

Which SIMD loads & stores need
Open questions

Must update for parallel ranges algorithms (last revision 2020)

| 0 46 b @&@UinNdaxed6d dUDPOE y naoai

Co. . _ Matthias Kretz,
Ensures access dISjOIntneSS C correct parallellsm std::simd architect

01

auto f(span<float> out, span<const float> in)

pre( out.size ()== In.size ()
{
usingV = simd :: vec <float>;
constexpr  auto B = V::size();
constexpr autoA=B* sizeof (float);

float* out_ptr
float* In_ptr

assume_aligned <A>(out.data ());
assume_aligned <A>(in.data ()):

const auto N = out.size ();
auto bound=(N+B - 1)/ B * B;
auto range = views::indices(bound) | views::stride(B);

ranges:.. for _each (std:.execution::par, range,

=] ( size.t 1t){
constexpr auto overalign =

simd :: flag_overaligned <A>();
auto mask = iota(t, t + B) < N;
V x( in_ptr  +t, mask, overalign );
autoy = user_function  (x);
simd :: partial _store (y, out ptr +1t,
B, mask, overalign );
});
}
[l AFTER
ranges:.transform(execution:: simd ,
IN, Out, user function );

Oéea&e 0000€eaekWw
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Implicit vs. explicit parallelism

Where do SIMD algorithms belong?

Array -based
A std::simd

A valarray

A NumPy, Matlab ,
Fortran, APL

SYSTEM
LOCALLY
SYSTEM
USER
MORE

For each element For each partition For each index
A mdspan copy & fill A split_at [ mut] + A Multidimensional
join (Rust) for each index
A Standard
algorithms A Fortran coarrays A std::execution::
| {bulk,
A memcpy A std::execution:: bulk unchunked }
A bulk chunked -
Ax=@B=do6 UDOE
algorithms

Who maps work items to execution agents

User acts on data structures

Who ensures local disjointness (elements, chunks)
Who ensures global disjointhess (whole arrays)

Coupling of data structures to parallelism

Task-based

A std::execution

Create threads

USER
GLOBALLY
USER
USER
LESS

<A NVIDIA
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Implicit vs. explicit parallelism
Where do SIMD algorithms belong?

Array -based For each element For each partition For each index Task-based

A std::simd A mdspan copy & fill A split_at [ mut] + A Multidimensional A std::execution
join (Rust) for each index

A valarray A Standard
algorithms A Fortran coarrays A std::execution::
A NumPy, Matlab fbulk,
Fortran, APL A memcpy A std::execution:: bulk unchunked }

A bulk chunked
Ax=@B=d®6 ~

algorithms

We Iimagine the typical SIMD user as wanting to write index -based loops
(and fearing overhead of library abstractions).

Temper that fear with performance experiments! Now we can do them.
A C++23 makes parallel algorithms work (better) with Range adapters

A C++26 adds parallel Ranges algorithms

Create threads

<A NVIDIA
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Multidimensionality & temporal locality

Vd A\

copy, for each# 06641 6¢CcOO6T # Oeaxeadadee# +

Access g U data
g p work/datum, g 0 work total

A4

C Potential reuse: work/data= U p

Example: Dot product I B wad
RE
rm——z

NVIDIA
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Multidimensionality & temporal locality

Temporal locality Is reuse. Multidimensional algorithms may have more of It.

N\

copy, for each# 06641 6¢CcOO6T # Oeaxeadadee# +
A Access g U data

A g p work/datum, g U work total

A C Potential reuse: work/data= 0 p

Example: Dot product i B wa

X
rm——zronmnme

Matrix -matrix multiply

0 B o 6 (whereA,B,CareNXxN)
Read at least ¢ U, write atleast U data
Dog 0 work (g 0 per output datum)
C Potential reuse: 0 (0)

8

EEEEE
B mEmme
HEEENE

>
HEEEEEE
HEEEEEEE
HEEEEEEE
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Multidimensionality & temporal locality

Temporal locality Is reuse. Multidimensional algorithms may have more of It.

copy, for each# 0664171 6¢c 061 # O aalMalrise#ecter multiply Matrix -matrix multiply

A Access g U data w B 0 @ (where AisN x N) 6 B 0O 6 (whereA,B,CareNXxN)

A g p work/datum, g 0 work total Could implement as N dot products or Read at least ¢ U, write at least 0 data
5 | . scaled vector additions, but combining ) }

A C Potential reuse: work/data= 0 p them exposes more optimizations. Dog U work (g L per output datum)

Example: Dot product i B wa Stillonly O p potential reuse! C Potential reuse: 0 0

EEEEE
B mEmme

X e X e HEEENE

rm——zronmnme

<
HEEEEEEE

>
HEEEEEE
HEEEEEEE
HEEEEEEE
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Many algorithms can exploit reuse like matrix multiply

For N x N matrix multiply & algorithms like it

béoé dcaodod T & 66UE | el e!# aaaéese! dc¢

Lower bound on number of words read & written

63 - 681 doide-1 @ 66GE &0

EARif éeed6 0600 Tai 0 d@ T x®60xa i 66RAOE ai ,
Volume 23

A Not just linear algebra!

A E.g., Floyd-Warshall all-pairs shortest path

Many such algorithms can attain this lower bound

Realized by breaking up arrays into B x B tiles

See overview In our 2014 Acta Numerica article

CAMMRITGE
BANERAE Y TR

Intuition for lower bound: dEST T 07T é&aadceéedi i
volume of a box equals square bounds & optimal algorithms

root of product of the areas of COO0O 1T 01T a&eodcéeaal 1 ée1 a
ItS projections (Acta Numerica 2014).

<A NVIDIA
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How Standard C++ exposes (multidimensional) parallelism

Asynchronous execution
Parallel algorithms
Data -parallel types & operations

Arrays

NVIDIA
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How Standard C++ exposes (multidimensional) parallelism

Asynchronous execution

TODO: Multidimensional bulk*

Parallel algorithms
Copy & fill for mdspan (in LWG review)
Multidimensional for -each (In LEWG review)

TODOQO: Multidimensional reduce

Data -parallel types & operations
TODO: Multidimensional SIMD

Arrays
mdspan (multidimensional array view): C++23
submdspan (mdspan slicing): C++26

TODO: Multidimensional containers

We have many of these already!

P1684 (mdarray ) Is a start, but needs work.

NVIDIA
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How Standard C++ exposes (multidimensional) parallelism

Asynchronous execution

TODO: Multidimensional bulk*

Parallel algorithms
Copy & fill for mdspan (in LWG review)
Multidimensional for -each (In LEWG review)

TODOQO: Multidimensional reduce

Data -parallel types & operations
TODO: Multidimensional SIMD

Arrays
mdspan (multidimensional array view): C++23
submdspan (mdspan slicing): C++26

TODO: Multidimensional containers

EST 00 T aeeed 4aii O060éae UGAT aAaaoda a

(What would sorting mean?)

BUT: Multiple dimensions C new kinds of algorithms:
Reductions over subset of extents (e.g., row sums)
Tensor contractions (generalizing matrix -matrix multiply)
Scans over subsets of extents? Mixed scans / reductions?

’\ [ ]

E61T d0o 060 060 aoddoaai e+-exebdUdEeél

N\

e

N\

a o

NVIDIA
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How Standard C++ exposes (multidimensional) parallelism

Asynchronous execution

TODO: Multidimensional bulk*

Parallel algorithms
Copy & fill for mdspan (in LWG review)
Multidimensional for -each (In LEWG review)

TODOQO: Multidimensional reduce

Data -parallel types & operations
TODO: Multidimensional SIMD

Arrays
mdspan (multidimensional array view): C++23
submdspan (mdspan slicing): C++26

TODO: multidimensional containers

29777

NVIDIA
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mdspan : Multidimensional array views

std:: layout_right :mapping map(11, 13, 17);
std::vector<float> d( map.required _span_size 0);
std:: mdspan x( d.data (), map);

for( sizet 1=0;iI< x.extents (0); ++i) {
for( sizet j=0;j< x.extents  (1); ++) {
for( sizet k=0;k< x.extents (2); ++Kk) {
X[i, J, K] = some_function (1, J, k);
}
}
}
Parts:

1. Data handle: generalizes pointer; non( -uniquely)-owning

7. Layout mapping: Multidimensional index A offset

3. Accessor: data handle + offset A reference

reference
operatorl](

{

mdspan::
Inds | Inds ) const
return accessor().access(

data _handle (),

mapping()( Iinds j 3 3

X[ 1,],k

mapping()( 1),k

accessor().access(

data_handle (), offset)

]

)

<A NVIDIA
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mdspan layouts express disjointness & spatial locality

Layout mapping queries: is|[ always] X()

I, o
..... Exhaustive X[ 1,),k

BRI NENE e

unigque
Contiguous: Unigue + exhaustive + strided mapping()( 1,k

A Unique: injective (1 -to -1)

A Exhaustive : surjective (onto)

A Strided : linear function of indices

Disjointness : Unique

Contiguous in >= 1 extent. layout { left,right H padded]

accessor().access( data_handle (), offset)

]

)

<A NVIDIA
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madspan accessors are missing queries

But good accessors express a unigue mapping

Layout mapping queries: is|[ always] X()

I, o
..... Exhaustive X[ 1,),k

BRI NENE e

unigque

A Unique: injective (1 -to -1)

A Exhaustive : surjective (onto)

A Strided : linear function of indices

Accessors map [0, required _span_size () )to set of

min(required_span_size () , 1) or more elements _ .
. } mapping()(  1,,,K
| 0o T ail 0% bae aoi dd 117 00& O 00 &x&b6é xd &

BUT: Idiomatic accessors are unique

A Layout mapping can already express nonuniqueness

A mdspan design decouples layout mapping & accessor

accessor().access( data_handle (), offset)
PLAN: Consider adding accessor gueries

]

)

<A NVIDIA
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Disjointness : Slicing !'= partitioning

For1-E" E vy vy dishirfguiisti partitioning from slicing
bédoéedoodo dOax600EA0E 00 Aai ai oed #., Aol néi aed o
édada 0éf e aeaoaél e 0éao deéeit o ad ééae aéoeonér o

Partitioning a multidimensional array makes it harder to avoid
Interleaved views

A Classic pattern: Factormg a matrix in place by partitioning it
éir 66 ? U ? daioai T aooéueE

A C Columns of top & bottom block are interleaved

A &A_10[N/2, j] == &A_OO[N/2 T N | for all j

mdspan A(A data , layout left :mapping(N, N));

auto A 00
auto A 10

e a-+eae

submdspan (A, pair(0, N/2), pair(0, N/2));
submdspan (A, pair(N/2, N), pair(0, N/2));

<A NVIDIA
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Disjointness : Slicing !'= Partitioning

LU factorization with partial pivoting: A A PA=LU

V4 N\ L ~ \ ~ N\

x" Udg

L: Lower triangular matrix with unit diagonal

U: Upper triangular matrix
Algorithm factors A in place, partitioning A:
Split vertically: © © [0 0 ]

~S

Recurse left: © O 0 O 0 7Y

Apply pivots 0 from (2) to right side 0

. [0 ©
. P
Split 2x2: 0 [6 5 ]
Triangular solve inplace: 6 h 0 0O
Update lower right block: 0 h 0

Recurse right on lower right block 0

Apply pivots from (7) to lower left block

5

5

5

600006 aea

a o

mdspan A(A_data ,
span pivots
g 1 g + 6(6 0
auto A fO =
auto A fl =

UserLayout

ivots data_ , N);
E aooau
submdspan (A,
submdspan (A,

:mapping(N, N));

full _extent
full _extent

- pair(0, N/2)); /I (1)
, pair(N/2, N));

/[l recurse left  (2)
/[ apply row swaps (3)

factor(A_fO, pivots);
swap_rows (A fl, pivots);

auto A 00 =  submdspan (A, pair(0, N/2), pair(0, N/2)); // (4)
auto A 10 = submdspan (A, pair(N/2, N), pair(0, N/2));
auto A 01 = submdspan (A, pair(0, N/2), pair(N/2, N));
auto A 11 = submdspan (A, pair(N/2, N), pair(N/2, N));

triangular_matrix_matrix_left solve
lower_triangle ., Implicit_unit_diagonal

(A 00,
A 01): /I (5)

matrix_product  (scaled( -1.0,A 10),A 01, A 11, A 11);//(6)
factor(A 11, pivots.subspan

swap rows (A 10, pivots.subspan

(N/2)); [/l recurse right (7)
(N/2)); /1 (8)

NVIDIA
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Disjointness : Slicing !'= Partitioning

LU factorization with partial pivoting: A A PA=LU

A x "

Udg AaxedlT 60adéeodi #

A L: Lower triangular matrix with unit diagonal

A U: Upper triangular matrix

Algorithm factors A in place, partitioning A:

Split vertically: 6 © [0 0 ]

~S

Recurse left: © O 0 O 0 7Y

~ Apply pivots 0 from (2) to right side 0

Triangular solve inplace: 6 h 0 0O
Update lower right block: 0 h 0
Recurse right on lower right block 0

Apply pivots from (7) to lower left block

5

5

5

600006 aea

a o

mdspan A(A _data , UserLayout :mapping(N, N)):
span pivots(_ Eivot§ data_ , N);
e —

d N 000 aooaudu
auto A fO = submdspan (A, full extent , pal
auto A fl = submdspan (A, full extent , pal
factor(A_fO, pivots); /[l recurse left  (2)
swap_rows (A fl, pivots); /[ apply row swaps (3)

auto A_ 00 =  submdspan (A, pair(0, N/2), pair(0, N/2)); I/ (4)
auto A_10= submdspan (A, pair(N/2, N), pair(0, N/2));

auto A 01 = submdspan (A, pair(0, N/2), pair(N/2, N));
auto A 11 = submdspan (A, pair(N/2, N), pair(N/2, N));

triangular_matrix_matrix_left solve (A 00,
lower _triangle ., Implicit_unit_diagonal A 01); [/1(5)

matrix_product  (scaled( -1.0,A 10),A 01, A 11, A 11);//(6)

factor(A 11, pivots.subspan  (N/2)); [/l recurse right (7)
swap rows (A 10, pivots.subspan  (N/2)); // (8)

<A NVIDIA



Disjointness : Slicing !'= Partitioning

How much does C++ need this?

C++ has managed thus far with

A Library preconditions

A Coding discipline

Python (especially NumPy & Iits progeny)
A Complete indifference to possibility of overlapping arrays

A Rely on assumptions of underlying C++, Fortran, etc. libraries

PLAN: Do we need this? If so:

A Any syntax must acknowledge multidimensionality

el Vd Vd Pal Vd N\

AUT deedbddbal aéi e o600 aoioeéeenvonoo aoodauauso

3
= 4

\J-

\ Must understand span & mdspan, not just raw pointers

mdspan A(A data , layout left :mapping(N, N));

submdspan (A, pair(0, N/2), pair(0, N/2));
submdspan (A, pair(N/2, N), pair(0, N/2));

auto A 00
auto A 10

64 <A NVIDIA
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Multidimensional containers

layout_right -mapping map(11, 13);
vector<float> A storage ( map.required _span_size
mdspan A(A storage.data (), map);

Peu aairdo g@ge €000 oO0adu
mdarray <float, layout_right > A(11, 13);
Outstanding proposal: mdarray (P1684)

RO came out 2019

R5 1n 2023
Stalled in LEWG

());

NVIDIA
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Multidimensional containers

layout_right :mapping map(11, 13); 1. Move -from behavior is hazardously unspecified
vector<float> A _storage ( map.required_span_size 0); | | |
mdspan A(A Storage_data (), map), US|ng EX = d|mS<2>; // dynam|C extents

mdarray <T, Ex, L, C>x0(11, 13);
mdarray <T, EXx, L, C> x1 = std::move(x0);

. s A e o oA x A A s /[ X0.extents() == ???
Peu aaldo sz €000 oal /I x0.data() == nullptr 227

using Ey = extents<int, 5, 7>; // static
mdarray <float,  layout right > A(11, 13); mdarray <T, Ey, L, C> y0();

mdarray <T, Ey, L, C>yl = std::move(y0);

assert(y0.extent(0) == 5); // !l

assert(yo0. extent(l) =7); /I

Outstanding proposal: mdarray (P1684) // y0.data() = nullptr 599
RO came out 2019 autoy0 12 = yO[l 2]; I/ valid but moved - from?7??
R5 In 2023
Stalled in LEWG mdarray . container ADAPTER; wraps a contiguous container

Move -from behavior depends on the container It wraps
EST 06600006 adi daeéei aed-fromééhavibd

N\ ~ N\ ~ A\ anm

0
Eaido O0xd0 06004A0éada axUd0xei 006 00

N\

ONaa é
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Multidimensional containers

layout_right  ::mapping map(11, 13); ?1 EO&ici adoed do6T aiiE - di a
vector<float> A storage ( map.required _span_size 0)); L ) L )
Static allocation & extents Dynamic allocation & extents
L . A e v e A A A std::move just moves the std::move moves the storage
Peu aairdo ge €000 o0adu clements
Construction & copy are Construction & copy are
_ LOCAL GLOBAL,; possibly should be
mdarray <float, layout_right > A(11, 13); PARALLEL

. mdspan X _huge =/*...%*;
Outstanding proposal: mdarray (P1684) mdarray y( x huge ):

RO came out 2019
R5 1n 2023
Stalled in LEWG

Allocation + deep copy (possibly different layout &/or elements)
Best execution policy depends on both input & result
Hides parallel algorithm inside constructor

N\

EOT 0Aél 260 aoi do 1 ao00d6aiiu eunodaed
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Multidimensional containers

layout_right :mapping map(11, 13); 3. Asynchronous copy & fill are a poor match for containers
vector<float> A _storage ( map.required_span_size 0);

mdspan A(A _storage.data , map);
P (A : 0 P) Containers depend on allocation, copy, & fill

We can do all of those asynchronously
Peu aai do @e €000 o0ad

float* host ptr = /* some host allocation */
mdarray <float, layout_right > A(11, 13); float* dev _ptr = nullptr

cudaMallocAsync (& dev ptr num_bytes , stream);
cudaMemcpyAsync (dev _ptr , host ptr , num_ bytes ,
. | cudaMemcpyHostToDevice , stream);
Outstanding proposal: mdarray (P1684) my_compute_async (dev_ptr , num_bytes , stream);
RO came out 2019

R5 1n 2023

A\

Eaefii led éi Umdabay O+ exidadiobsy 6

F66 eé6do 106 A4 €084 céo6 cob

Stalled in LEWG

Users prefer familiar interface despite risk

638
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Multidimensional containers

layout_right :mapping map(11, 13); PLAN
vector<float> A storage ( map.required_span_size 0); | | |
mdspan A(A storage.data (), map); Split mdarray Into 2 containers (not adapters)

Static allocation, static extents, like std::array

L v A e p o . e oA A A - Dynamic allocation, any extents, like std::vector
Peu aartl do

| only want to write the static container
) A

Eui aitj éa aoidaéei a6 347 do éai ai e aoui aeé

mdarray <float, layout_right > A(11, 13);

o

| have a multidimensional analog of unique_ptr ~ U Yale# E éc) udai

Outstanding proposal: mdarray (P1684)
RO came out 2019
R5 In 2023
Stalled In LEWG
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Multidimensional for -each: status quo

mdspan x =/*... */; C++26 parallel ranges algorithms
auto body = [x] (int 1, Iint |, int K) {
cO § 9;:=KK P A| B| cu j ©Oc A (P3179, Ruslan Arutyunyan et al.)
2 AESi do éa+eae 08 64

§ L INto Iterator + sentinel
ranges:. for_each (execution::par,

views:: cartesian_product ( AUéaod aéadi do e+ el
v!ews::!nd!ces( x.extent (0)), (P2408, David Olsen)
views::indices( x.extent (1)),
views::indices( x.extent (2))) |

views::transform(
[body] (auto Ik _tuple ){
auto [, |, k] = ]k _tuple :
body(l, J, K);
};

—9
>‘ )
}.

1)
e Wei & Zhihao Yuan)

RN L) R
/ % o AR,
775 N NN -
7 - W
- g A

views::indices (P3060, C++26, Well

Row-major iteration of
a 3-D structured grid

A Fixes views::iota(0, x.extent (k)) getting truncated to 32 bits
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Multidimensional for -each: status quo

mdspan x =/*...*/; French philosopher? Whose name we spell oddly?

auto body = [X] (int 1, Int |, Int K o
0dy = X (- J A Users must unpack tuple of indices

CO § 9;; =KK P A] B | Cu
7 ONLY row-major order
ranges:: for_each (execution::par, Faido 6071 ©6éé06 871 ai adaaewi 640600 o¢
views:. cartesian_product (
views::indices( x.extent (0)), lambda with value capture IS trivially copyable
views::indices( x.extent (1)), . .
views::indices( x.extent  (2))) | , BUT transform_view of itis NOT
views::transform( e peseaes P3963 aims to fix C++29
[body] (auto JK_tuple ) {
auto [i, j, k] = JK_tuple Fai ddo fnoo6d6aaiu oncéi éteae a0 dofeaéal
body(i, |, k): N
1 ) ° ) ]
t /\ t |

Row-major iteration of
a 3-D structured grid
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Multidimensional for -each: status quo

mdspan x =/*... */; cartesian product view &4 d @06 i d & oequlfividewse é 6 6
auto body = [x] (int i, int j, int k) { e e e
cO i 9;;=KK P A|] B| cu i OCcC C&aaiddo e=6 i06n 48071 a0
p CEaidoé  O60eacoiiul oiffeeteéchoné e UUI U

3 L cartesian_product_view (| transform_view )
ranges:: for_each (execution::par, — — —

views:: cartesian_product ( E.g., by rewriting as plain nested loops with OpenACC pragmas
views::indices( x.extent (0)),
views::indices( x.extent (1)), Or any other way other than what Ranges does already
views::indices( x.extent (2))) | . .
views::transform( Implementations would need nonportable hooks on views
[body] (auto ——jk_tuple )1 Clang needs to work with both ~ libc++ & libstdc ++
auto [1, |, k] = Ik _tuple ,
) body(l, J, K); nvc++ (our HPC compiler) needs to work with  libstdc ++
Would be a complete rewrite of Ranges
#pragma acc parallel loop gang vector \
collapse(3) copyin (body)
for (int1=0;1< x.extent (0); ++i) {
for(int]=0;] < x.extent (1); ++)) {
for(iIntk =0; k < x.extent (2); ++k) {
body(l, J, K);
;
}
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Multidimensional for each index : P4150

mdspan x =/* ... */; UOaxedd a1 db6 1T eeea 00 O0T Aaai éi aéaadb
auto body = [x] (int 1, Iint |, int K) { . . . .
CO | 9::=KK P~ Al B | cu i OC Takes Iteration domain as layout mapping, not extents
g Preferred iteration order hint
/I Before P4150 | Encourage users to communicate what they know
ranges:.. for _each (execution::par,
views:. cartesian_product (
views::indices( x.extent (0)),
views::indices( x.extent (1)),
views::indices( x.extent (2))) |

views::transform(
Ibody] (auto Ik _tuple ){
auto [, |, k] = ]k _tuple ;
body(l, ], K);
};

/I After P4150
for each_index (execution::par, X.mapping (), body);

NVIDIA
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Multidimensional

mdspan x =/*... */;
auto body = [x] (int 1, int ], int k) {
CO § 9;; =KK P A] B | Cu

}

/| Before P4150
ranges:. for_each (execution::par,

views:. cartesian_product (
views::indices( x.extent (0)),
views::indices( x.extent (1)),
views::indices( x.extent (2))) |

views::transform(
Ibody] (auto Ik _tuple ){
auto [, |, k] = ]k _tuple ;
body(l, J, K);
};

[l After P4150
for each Index (execution::par,

X.mapping (), body);

for each Index : P4150

What about loop tiling ?

Change loop order: compile -time-6 é 0eed U= 0 U>
for(inti=0; k< x.extent (0);1+=TO)
for (int]=0; < x.extent (1);]+=T1)
for(int k =0 k < x.extent  (2) Kk +=T2)
for( 1t =0;, 1.t <TO;++ 11 )
for( Jt =0, |t <Tl,++ |t )
for( kt =0, kt <T2;++ Kk t)
body(i + Lt ]+ Jt,k+  kit)
Special syntax in directives -based OpenACC & OpenMP
One way to reorganize loops for temporal locality
Oxd0O6 60@&ecdi eéc g éa+a dioioeaeéei

badi I Oail aaooo 0eéo 06001
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Multidimensional for -each: 3 options

Array -based, over elements (less natural), or over indices

Array -based For each element For each partition For each index Task-based Create threads

A std::simd A mdspan copy & fill A split_at [ mut] + A Multidimensional A std::execution
join (Rust) for each index
A valarray A Standard
algorithms A Fortran coarrays A std::execution::

A NumPy, Matlab {bulk,
Fortran, APL A memcpy A std::execution:: bulk unchunked }
o bulk_chunked -
Ax=@B=do©o

algorithms

C++ P4150 example

Temp =( A@north +
A@east + A@south +

for each Index (execution::par,
A.mapping (),
[A, Temp] (intr, int c) {
Temp[r,c ]:=(A[r -1,c] +
Alr,c+1] + A[r+1,c] +
Alr,c -1])/4.0;

submdspan (A, pair(0, R -2), full_extent );
submdspan (A, full extent , pair(2, C));
= submdspan (A, pair(2, R), ful_extent  );
. submdspan (A, full extent , pair(0, C ,
A _mid = submdspan (A, pair(1, R - 1), pair(1, C - 1));

A@west) / 4.0;

ZPL (Z-level Programming
Language) example

transform_element (par, A _mid.mapping (),
[] (auto&& As tuple , auto& Temp) {
auto [...As] = As tuple ;
Temp[r,c ]:=(0.0+... +As)/4.0;
75 }, views::zip( An AeAs, Aw,Temp), <ANVIDIA
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Multidimensional bulk* & asynchronous algorithms?

60a" "a®e®uaxeaddéolT" @ naocaiiei dai eadoé dédnal btent (BPG43aP2IDORA)A &4 11 0 &6 0 2
bulk( exec policy , N, f) dUéanfnseE O a4060i & éa-=+ afliketextahtd i i ae
Runs f(k, args ...) in parallel over k in [0, N) Inspired by CUDA kernel launches
args ... value(s) sent from the previous sender bulk[ unchunked ] :f(, j, k, args ...)

bulk_unchunked (exec policy ,N,f)

Like bulk , but recommended practice: bulk chunked A A6 06 &2 A 8T 8 aed ~AIi 1/, 8 #

Each f(k, i €00 0gi deueddodéol aeeei;0F,,.,. .
ach args ..) runsof €00 | rhEadbedl as® OI\)IEuItldlmensmnal analog: Rank -R box
Ui 860 08 0éaxe ¢c86pgadd nNodededd e0adal ey 6éL11 doéqaeadcE
Q) o) E [w
bulk _chunked (exec policy ,N,f) N

Set of boxes partitions extents

Runs f(begin, end, args ...) in parallel

Over set of [ begin , end) intervals partitioning [0, N)

NVIDIA
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Multidimensional bulk* & asynchronous algorithms?

60a" "a®e®uaxeaddéolT" @ naocaiiei dai eadoé dédnal btent (BPG43aP2IDORA)A &4 11 0 &6 0 2
bulk( exec policy , N, f) dUéanfnseE O a4060i & éa-=+ afliketextahtd i i ae
Runs f(k, args ...) in parallel over k in [0, N) Inspired by CUDA kernel launches
args ... value(s) sent from the previous sender bulk[ unchunked ] :f(, j, k, args ...)

bulk_unchunked (exec policy ,N,f)

Like bulk , but recommended practice: bulk chunked A A6 06 &2 A 8T 8 aed ~AIi 1/, 5 #
Eacht(k, args.. runsoi €00 0@l deu®adlbeodl aee®i 6I\)|::ultidimensional analog: Rank -R box
Ui 806 060 06éae ¢06pgadcad NO6Oeo6x60 €0adai e 06211 ddoéqgeeadcE
lwhQ) o)) E |w
bulk chunked (exec policy ,N,f) "

Set of boxes partitions extents

Runs f(begin, end, args ...) in parallel

Over set of [ begin , end) intervals partitioning [0, N)
NOTE: bulk* are building blocks, not high -level algorithms.

| P3300 proposes actual 1 -D asynchronous algorithms.
We should develop a consistent interface for 1 -D first.

—'
~"
L o X
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— y )
—
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' 2\¥ s
"*‘ : \
i, - S
"‘ . i e . .
et R .
B “\ “ o - .
R i :
A1 -
: - \ > ‘I -
o . -% :
; ; ’
N . ] - v .
\ . i i

Bryce Adelstein Lelbach, P3300 author
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Other parallel multidimensional algorithms?

bed+ae A60fOO0xa
Copy & fill for mdspan (P3242R2, awaiting LWG)
Multidimensional for _each index (P4150, awaiting LEWG)
Could imagine a few more: e.g., transform, reduce

V4 N\ ~ Vd N\ Pal

O8060 Aiedodéedveéel o i éiae 060060#H ao0i dd T eed 101 0éeae
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Other parallel multidimensional algorithms?

bed+ae A60fOO0xa
Copy & fill for mdspan (P3242R2, awaiting LWG)
Multidimensional for _each index (P4150, awaiting LEWG)
Could imagine a few more: e.g., transform, reduce

O85060 aieodoodcéeoéio# i éi e 00060H#

aoil do

But multidimensional arrays C new kinds of algorithms

Rank-reducing reductions , like column or row sums

Contractions E . a1 ai 0 & d dransfér@d _reduge A 6 G
like matrix -matrix multiply

A Nested algorithms _, e.g.,for_each aver rows, scan over each row
| &ea 1 01 0OEéaéel & 60eoi ai +~a&xed60€eo01 0

NVIDIA
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Other parallel multidimensional algorithms?

~S V4 ~S

baed+a2e AO6O0MNOO aea
Copy & fill for mdspan (P3242R2, awaiting LWG)
Multidimensional for _each index (P4150, awaiting LEWG)

Could imagine a few more: e.g., transform, reduce

Pal

O0060 aieodéeoéT o# [ éi e 0000# aoi

But multidimensional arrays C new kinds of algorithms

Rank-reducing reductions , like column or row sums

N\ Vd

Contractions E . a1 ai 0 & d dransfér@d _reduge A 6 G
like matrix -matrix multiply

- A Nested algorithms_, e.g.,for_each aqver rows, scan gver each row
d0 T e®eea 1T 01 0Eaél & 0€eo0oi ai +eaxe00€01 0

0 + ae Mo iIdiamatic trm might be array libraries, not algorithms

COOTUacamd @8 &l §ti &I dideeil @&l .07

NVIDIA
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Multidimensional SIMD

std::simd, enriched with multidimensional array operations

std::simd features
A Array -like value types with compile -time -only extents
A Overloaded arithmetic operators & math functions

A Locality -creating memory operations (to/from  mdspan)
A Masked loads & stores

A Gathers & scatters
Plus multidimensional array features
A Query compile -time shape
A Reshape
A Transpose
Plus multidimensional algorithm features
A Rank-reducing reductions (e.g., row & column sums)

A Contractions (e.g., matrix -matrix multiply)

With std:: simd -like restrictions (due to coupling)
A Limited extents: e.g., powers of 2
A Prefer or require aligned loads & stores

A Limited element types & reduction operations

N\

AOfaode ad66au 1 auo0o00% aai do

reshape
== — [0 123 4|56 [7
.. transpose ....
HEEE

<A NVIDIA



O Y b E BlTdedis multidimensional SIMD

cuTile: family of array -based programming languages template <int TN, int TK, int TM>

Python (released Dec 2025, CUDA 13.1) __tile__
void matmul (
Julia, Rust, BASIC (just for fun, but it works!) ct :: tensor_span_like auto A,
| ct :: tensor_span_like auto B,
C++ (coming very soon) ct :: tensor_span_like auto C)
- {
Based on Tile IR AUt ACC =
Portable virtual machine & instruction set Ct ::izeros< ct :tile<float, shape<TN, TM>>>();

auto aV = partition_view {A, shape<TN, TK>{}},
partition_view {B, shape<TK, TM>{}},

partition_view {C, shape<TN, TM>{}},
UBaedd GO0Eédexe doéi e 1 61 i OE éi a 6béf8ra@¢1to%ﬁ O
auto e

a tza?é/.Igrac?gJ %cé():;bi',d?%l./j,nl%;eé_gpg%% S

Those kernels run on the GPU auto bTile = bV.oad (k, ct :bid().y);
acc= ct: mmaaTile , DbTie , acc);

A4

C you can implement cuTlle In your favorite language auto bV

. . auto cV
cuTile works like CUDA

I ”CDO

Explicit global parallelismover{1,23} -E eé6éa o6c¢ daioai ok}

A\ A\ ~ Vd VaN [ VaN ~ Vd

Use0beei 6éai ad0ade oé06ééi a aioai 000 B\Vistore € @ce,0 Tcth::hif(x0 a | Ict@higpde e 1 &0 E

}

NVIDIA



384

O Y b E BlTdedis multidimensional SIMD

tensor_span_like . Multidimensional array view
Currently: tensor_span
Looks like mdspan, but with interface & layout restrictions
tile " dOO6i 6 é & 8ifndevedEé 87 a i
shape : Compile-time extents
partition_view

Declares intent to do aligned tiled loads & stores on a global
multidimensional array view

Can load & store without it, but It declares access intent &
thus may permit optimizations

Other kinds of views will support other access patterns, e.g.,
GBtridedE ¢ 0060 JiaaEE®ea@®O0 dooOeel aéi OE

bid) " dEi 8dai Di-B epordinatessobtite clrént bi@gk
irange : Integer iteration range; permits optimization

mma matrix multiply: acc = aTile *bTile + acc

template <int TN, int TK, int TM>

_tle

void matmul (

ct :: tensor_span_like
ct :: tensor_span_like
ct :: tensor_span like

auto acc =

Cl ..zeros<

auto aV
auto bV
auto cV

for (auto k

auto aTlile
auto DbTile

adCC =

}

cV.store

Ct ..

(acc,

auto A,
auto B,
auto C)

ct ::tile<float, shape<TN, TM>>>();

= partition_view
partition_view
partition_view

{A, shape<TN, TK>{}};
{B, shape<TK, TM>{}};
{C, shape<TN, TM>{}};

ct :: irange (O,
= aV.load (ct ::bid().x, k);

= bV.load (k, cC
mmdaTile , DbTile
ct ::bid().x,

aV.index_space

t ::bid().y);

, aCC);

ct ::bid().y);

(D) 1

NVIDIA
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O Y b E BlTdedis multidimensional SIMD

tensor_span_like . Multidimensional array view
Currently: tensor_span
Looks like mdspan, but with interface & layout restrictions
tile " dOO6i 6 é & 8ifndevedEé 87 a i
shape : Compile-time extents
partition_view

Declares intent to do aligned tiled loads & stores on a global
multidimensional array view

Can load & store without it, but It declares access intent &
thus may permit optimizations

Other kinds of views will support other access patterns, e.g.,
GBtridedE ¢ 0060 JiaaEE®ea@®O0 dooOeel aéi OE

bid) " dEi 8dai Di-B epordinatessobtite clrént bi@gk
irange : Integer iteration range; permits optimization

mma matrix multiply: acc = aTile *bTile + acc

template <int TN, int TK, int TM>

_tle

voild matmul (

ct :: tensor_span like
ct :: tensor_span_like
ct :: tensor_span like

auto acc =

Cl ..zeros<

auto aV
auto bV
auto cV

for (auto k

auto aTlile
auto DbTile

adCC =

}

cV.store

Ct ..

(acc,

auto A,
auto B,
auto C)

ct ::tile<float, shape<TN, TM>>>();

= partition_view
partition_view
partition_view

{A, shape<TN, TK>{}};
{B, shape<TK, TM>{}};
{C, shape<TN, TM>{}};

ct :: irange (O,
= aV.load (ct ::bid().x, k);

= bV.load (k, cC
mmdaTile , DbTile
ct ::bid().x,

aV.index_space

t ::bid().y);

, aCC);

ct ::bid().y);

(D) 1

NVIDIA
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O Y b E BlTdedis multidimensional SIMD

tensor_span_like . Multidimensional array view
Currently: tensor_span
Looks like mdspan, but with interface & layout restrictions
tle " dOO6i 6 é & 8ifndevedEe |07 a i
shape : Compile-time extents
partition_view

Declares intent to do aligned tiled loads & stores on a global
multidimensional array view

Can load & store without it, but It declares access intent &
thus may permit optimizations

Other kinds of views will support other access patterns, e.g.,
GBtridedE ¢ 0060 JiaaEE®ea@®O0 dooOeel aéi OE

bid) " dEi 8dai Di-B epordinatessobtite clrént bi@gk
irange : Integer iteration range; permits optimization

mma matrix multiply: acc = aTile *bTile + acc

template <int TN, int TK, int TM>

_tle

void matmul (

ct :: tensor_span_like
ct :: tensor_span_like
ct :: tensor_span like

auto acc =

auto A,
auto B,
auto C)

ct ::zeros< ct :tile<float, shape<TN, TM>>>();

auto av
auto bV
auto cV

for (auto k

auto aTlile
auto DbTile
ct .. mmaarTile |,

adCC =

}

cV.store

(acc,

partton_View
partition_view
partition_view

{A, shape<IN, 1TK>{}},
{B, shape<TK, TM>{}};
{C, shape<TN, TM>{}};

ct :: irange (O,
= aV.load (ct ::bid().x, k);

= bV.load (k,

ct ::bid().x,

bTile

C

aV.index_space

t ::bid().y);

, aCC);

ct ::bid().y);

(D) 1
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O Y b E BlTdedis multidimensional SIMD

tensor_span_like . Multidimensional array view
Currently: tensor_span
Looks like mdspan, but with interface & layout restrictions
tile " dOO6i 6 é & 8ifndevedEé 87 a i
shape : Compile-time extents
partition_view

Declares intent to do aligned tiled loads & stores on a global
multidimensional array view

Can load & store without it, but It declares access intent &
thus may permit optimizations

Other kinds of views will support other access patterns, e.g.,
GBtridedE ¢ 0060 JiaaEE®ea@®O0 dooOeel aéi OE

bid) " dEi 8dai Di-B epordinatessobtite clrént bi@gk
irange : Integer iteration range; permits optimization

mma matrix multiply: acc = aTile *bTile + acc

template <int TN, int TK, int TM>

_tle

void matmul (

ct :: tensor_span_like
ct :: tensor_span_like
ct :: tensor_span like

auto acc =

Cl ..zeros<

auto aV
auto bV
auto cV

for (auto k

auto aTlile
auto DbTile

adCC =

}

cV.store

Ct ..

(acc,

auto A,
auto B,
auto C)

ct ::tile<float, shape<TN, TM>>>();

= partition_view
partition_view
partition_view

{A, shape<TN, TK>{}},
{B, shape<TK, TM>{}};
{C, shape<TN, TM>{}};

ct :: irange (O,
= aV.load (ct ::bid().x, k);

= bV.load (k, cC
mmdaTile , DbTile
ct ::bid().x,

aV.index_space

t ::bid().y);

, aCC);

ct ::bid().y);

(D) 1

NVIDIA
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O Y b E BlTdedis multidimensional SIMD

tensor_span_like . Multidimensional array view
Currently: tensor_span
Looks like mdspan, but with interface & layout restrictions
tile " dOO6i 6 é & 8ifndevedEé 87 a i
shape : Compile-time extents
partition_view

Declares intent to do aligned tiled loads & stores on a global
multidimensional array view

Can load & store without it, but It declares access intent &
thus may permit optimizations

Other kinds of views will support other access patterns, e.g.,
GBtridedE ¢ 0060 JiaaEE®ea@®O0 dooOeel aéi OE

bid) " dEi 8dai Di-B epordinatessobtite clrént bi@gk
irange : Integer iteration range; permits optimization

mma matrix multiply: acc = aTile *bTile + acc

template <int TN, int TK, int TM>

_tle
void matmul (
ct :: tensor _span_like auto A,
ct :: tensor _span_like auto B,
ct :: tensor_span_like auto C)
{
auto acc =

ct zeros< __ct _-tile<float qha_np<TI\I_ TI\A>>>()j
auto aV = partition_view {A, shape<TN, TK>{}},

auto bV = partition_view {B, shape<TK, TM>{}},
auto cV = partition_view {C, shape<TN, TM>{}};
faor (allfn k - ct - _1wranaoe (0 a\/ indm(__q_nanp (1 \\\ !

auto aTile = aV.load (ct ::bid().x, k);
auto DbTile = bV.load (k, ct ::bid().y);
daCC= Cl..mmadine , orne ,dce),

]
cV.store (acc, ct ::bid().x, ct ::bid().y);
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O Y b E BlTdedis multidimensional SIMD

tensor_span_like . Multidimensional array view template <int TN, int TK, int TM>

Currently: tensor_span __tile__

void matmul (

Looks like mdspan, but with interface & layout restrictions ct :: tensor _span_like auto A,
| N ct :: tensor_span_like auto B,
tile " dOO0i O0é€ a 8imdeveOEe 01 a i ct :: tensor span_like auto C)

. g {

shape : Compile-time extents AUt Ace =
partition view ct ::zeros< ct :tile<float, shape<TN, TM>>>();

auto aV = partition_view {A, shape<TN, TK>{}},

Declares intent to do aligned tiled loads & stores on a global auto bV = partition_view {B, shape<TK, TM>{}},
multidimensional array view auto cV = partition_view {C, shape<TN, TM>{}},

Can load & store without it, but it declares access intent & for (auto Kk : ct :: irange_(0__a\index_snace (1)) {
thus may permit optimizations auto aTile aV.load |ct :bid().x, k);

auto bTile = bV.load [k, ct :bid().y);

Other kinds of views will support other access patterns, e.g., acc= ct - mmdaTile Tiieace)

btrided E ¢ 06 il =@ @¢a@D 6 doO0Oaei aéi oE \ ’
bid) " dEi dai Di-b esordinatessobthie curent bi@gk | |
cV.store (acc, |{ct ::bid().x, ct ::bid().y);
irange : Integer iteration range; permits optimization 1

mma matrix multiply: acc = aTile *bTile + acc

NVIDIA
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O Y b E BlTdedis multidimensional SIMD

tensor_span_like . Multidimensional array view
Currently: tensor_span
Looks like mdspan, but with interface & layout restrictions
tile " dOO6i 6 é & 8ifndevedEé 87 a i
shape : Compile-time extents
partition_view

Declares intent to do aligned tiled loads & stores on a global
multidimensional array view

Can load & store without it, but It declares access intent &
thus may permit optimizations

Other kinds of views will support other access patterns, e.g.,
GBtridedE ¢ 0060 JiaaEE®ea@®O0 dooOeel aéi OE

bid) " dEi 8dai Di-B epordinatessobtite clrént bi@gk
irange : Integer iteration range; permits optimization

mma matrix multiply: acc = aTile *bTile + acc

template <int TN, int TK, int TM>

_tle

void matmul (

ct :: tensor_span_like
ct :: tensor_span_like
ct :: tensor_span like

auto acc =

Cl ..zeros<

auto aV
auto bV
auto cV

for (auto k

auto aTlile
auto DbTile

adCC =

}

cV.store

Ct ..

(acc,

auto A,
auto B,
auto C)

ct ::tile<float, shape<TN, TM>>>();

= partition_view
partition_view
partition_view

{A, shape<TN, TK>{}};
{B, shape<TK, TM>{}};
{C, shape<TN, TM>{}};

ct :: irange (O,
— dVv.l0aa ( Ct ..01a().X, K),

= bV.load (k, cC
mmdaTile , DbTile
ct ::bid().x,

aV.index_space

t ::bid().y);

, aCC);

ct ::bid().y);

(1)) 1
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O Y b E BlTdedis multidimensional SIMD

tensor_span_like . Multidimensional array view
Currently: tensor_span
Looks like mdspan, but with interface & layout restrictions
tile " dOO6i 6 é & 8ifndevedEé 87 a i
shape : Compile-time extents
partition_view

Declares intent to do aligned tiled loads & stores on a global
multidimensional array view

Can load & store without it, but It declares access intent &
thus may permit optimizations

Other kinds of views will support other access patterns, e.g.,
GBtridedE ¢ 0060 JiaaEE®ea@®O0 dooOeel aéi OE

bid) " dEi 8dai Di-B epordinatessobtite clrént bi@gk
irange : Integer iteration range; permits optimization

mma matrix multiply: acc = aTile *bTile + acc

template <int TN, int TK, int TM>

_tle

void matmul (

ct :: tensor_span_like
ct :: tensor_span_like
ct :: tensor_span like

auto acc =
Cl ..zeros<

auto aV
auto bV
auto cV

for (auto k :
auto aTile

AaLItN
adCC =

}

cV.store

hTile
Ct ::

(acc,

auto A,
auto B,
auto C)

ct ::tile<float, shape<TN, TM>>>();

= partition_view
partition_view
partition_view

{A, shape<TN, TK>{}};
{B, shape<TK, TM>{}};
{C, shape<TN, TM>{}};

ct :: irange (0, aV.index space

— h\/ Inad

(le

aV.load (ct ::bid().x, k);

ct hid/) /)

mmaaTile “DbTile , aCC);

ct ::bid().x,

ct ::bid().y);

(D) 1
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cuTlile resources
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Many examples:

cuTile C++ release I1s coming very soon!

"culikeRa 64é ¢80

? cuTile Ci6-@amplea

S NVIDIA ’

\' >

CUDA 2026 « "

Roadmap

User Responsibility System Responsibility

Split work into blocks Map blocks & tiles
Divide data into tiles onto threads
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Memory mavement Compute Tile memory
strategy? strategy? layout?

cuTile
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The CUDA platform underpins GPU computing, providing the libraries, compilers, runtimes, anc

programming model used by ...
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4+ Summary This talk explores the evolution of parallel programming, focusing on th...

Bryce Adelstein Lelbach - cuTile, the New/0ld Kid on the
Block: Python Programming Models for GPUs
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Block-based programming divides inputs into local arrays that are processed concurrently by

groups of threads. Users write ..

Lecture 89: cuTile (from friends at NVIDIA)
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https://developer.nvidia.com/cuda/tile
https://github.com/NVIDIA/TileGym

How do we nhame multidimensional std:: simd ::.vec?

NOT a general N-D array
OO"mdwécE | | EI HEnddfray# Ed d 0 eei 6 0 6 E

PARTITIONS (or covers) some bigger array
NO: General wordsfor>2 -E 6 ea d6ai ei & daO0U#E doo6oé oo ol

HO" dEGOTE _e6do simd:fmhutki 8é-60864ai % 06064""
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How do we name multidimensional std::

NOT a general N-D array

OO"mdwécE | | EI HEnddfray# Ed d 0 eei 6 0 6 E
PARTITIONS (or covers) some bigger array

NO: Generalwordsfor>2 -E 6 aeadoai ei a&" daAOUHE doO66€d000

simd ::vec?

A eE

OO0O" JdEOGOTE L éo6do simb:hudk)y aé+éo6éaia$ 606a""

OEaEI" daeiiekE
Oadeéer" daeii, o0fitaE ,o67aii 60671 # el el!# ¢d6 a 10711
Honeycomb

BUT: spreadsheets, cellular automata

May Inaccurately suggest programming models

Monastic cells at the
Monastery of Christ in the
Desert, Abiquiu, NM, USA
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